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Preface

‘ X 7'HEN I began lecturing a course on the performance of communication systems in

V'V the electrical engineering department of the University of Twente in the fall of
1990, I had difficulty in finding a suitable textbook for this course. Many books were too
much mathematically oriented, others used only a very limited set of evaluation techniques,
e.g.,only the M|G|1 queue. I therefore decided to use a collection of book chaplers, recent
survey articles and some research papers, thereby focusing on the performance evaluation
of network access mechanisms. During the semester, however, I began to realise that using
material from different sources is not the most adequate. To overcome this inadequacy, I
started to develop my own course material in the years that followed.

In 1993 I also started lecturing a course on the performance evaluation of computer
systems in the computer science department of the University of Twente, traditionally fo-
cused on scheduling techniques, queueing networks and multiprogramming models. Trying
to organise my teaching more efficiently, I decided to extend my course notes so that they
could be used for both classes: an introductory part on stochastic processes and single-
server queues, followed by specialisations towards communication networks and computer
systems. By mid 1995, the course notes had evolved into a booklet of some 200 pages.

After having moved to the RWTH-Aachen in the fall of 1995, I started two new courses
for computer science students, dealing with a superset of the themes I already addressed
at the University of Twente. The evolving course notes for these two courses resulted in

the book you are now reading.

Prerequisites

Many performance evaluation textbooks require a rather strong mathematical background
of the readers, e.g.,by the extensive use of Laplace transforms. In this book, the use
of Laplace and z-transforms is completely avoided (except for two non-critical issues in

Part I1); however, it is assumed that the readers are familiar with the basic principles of
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mathematical analysis, linear algebra, numerical mathematics, and probability theory and
statistics (some appendices are included as a refresher). Stochastic processes are treated in
this book from first principles; background knowledge in this area is therefore not required.

It should be well understood that this is not a book on queueing theory, nor on stochastic
processes, although both will be dealt with. Instead, the aim of the book is to apply
queueing theory and stochastic processes for the evaluation of the performance of computer
and communication systems. In order to address interesting applications, I assume that the
readers are familiar with the basic principles of computer architecture [19, 128, 223, 275],
operating systems [261, 276, 278] and computer networks [265, 277, 284].

How to use this book?

The book consists of five main parts, as sketched in Figure 1, which will be introduced
below.

I. Performance modelling with stochastic processes. Part I starts with a chapter
on the aim of model-based performance evaluation. Then, a number of basic performance
modelling building blocks are addressed, as well as generally valid rules, such as Little’s
law in Chapter 2. Chapter 3 then presents background material in the field of stochastic
processes, most notably about renewal processes and continuous-time Markov chains.

II. Single-server queueing models. In the second part, a wide variety of single-server
queueing models is addressed, which can be used to evaluate the performance of system
parts, such as network access mechanisms or CPU schedulers. In Chapter 4 we discuss
the simplest class of queues, the M|M|1 queues, followed by the slightly more general
M|GJ1 queues with various types of scheduling in Chapters 5 and 6. We then continue, in
Chapter 7, with the analysis of the G|M|1 and G|G|1 queueing models. Although the latter
analyses are interesting from a theoretical viewpoint, they are less useful from a practical
point of view. We therefore present PH|PH|1 queues, for which efficient matrix-geometric
solution techniques exist, in Chapter 8. Finally, we discuss polling models and applications

in the area of token-ring communication networks in Chapter 9.

ITI. Queueing network models. In the third part of the book, we study networks of
queues. These are especially useful when complex systems consisting of many interacting
parts are studied, such as complete computer systems or communication networks. We
start, in Chapter 10, with the evaluation of open queueing networks. We address both

well-known exact methods (Jackson networks) and approximate methods. In Chapter 11
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Figure 1: The organisation of the books in 5 parts and 18 chapters

we then continue with the study of load-independent closed queueing networks, including
the discussion of computational algorithms such as the convolution method, mean-value
analysis and various approximation techniques. These are extended in Chapter 12 to
include load-dependent queueing networks in order to handle hierarchical decomposition
as a method to cope with model complexity. Finally, in Chapter 13, queueing networks
with multiple customer classes and various types of stations are discussed.

IV. Stochastic Petri net models. In the fourth part of the book, stochastic Petri
nets (SPNs) are discussed as a representative of Markovian techniques to evaluate large
performance models. SPNs provide more modelling flexibility than queueing networks,
however, most often at the cost of a more expensive solution. We present the basic SPN
formalism in Chapter 14, including the computation of invariants and the derivation of the
underlying Markov chain. Chapter 15 is then devoted to the numerical solution of large
Markov chains, as they arise from SPN models. Both steady-state and transient analysis
methods are presented. In Chapter 16 we then present four larger SPN-based performance
evaluation case studies. In Chapter 17 we finally address a special class of SPNs that uses

the efficient matrix-geometric solution method of Chapter 8.

V. Simulation. The fifth part comprises only Chapter 18, in which the basic principles

and statistical tools for stochastic discrete-event simulations are discussed.

A final part consisting of appendices on probability theory and Laplace transforms com-
pletes the book.

In Figure 1 we sketch an overview of the book chapters and their relation (A — B expresses
that Chapter A is a prerequisite to understand Chapter B; dashed arrows express a similar
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but less strong relation). Given this ordering, various trajectories can be followed through
the book:

¢ Single-server queues: 1-2-3-4-5-6-7—(8)-9;

¢ Queueing networks: 1-2-3-4-10-11-12-13;

e Stochastic Petri nets: 1-2-3-14-15-16-(8-17);

¢ General introduction: 1-2-3-4-5-(6)-10-(11-14-16)-18,;

e Advanced course: (1-2-3-4-5)-6-7-8-9-(10)-11-12-13—(14)-15-16-17,

Regarding the used notation, the following remarks are in place. Normally, mathematical
variables are denoted in lower case (z or «). Sets are indicated using calligrahic letters (S),
except for the sets of natural numbers (IV) and real numbers (IR). Vectors are written
as underlined lower case (v or ) and matrices as boldface upper case (M). Random
variables are given in upper case, their realisations as normal mathematical variables, and
their estimators have a tilde (X is an estimator for the random variable X). Finally,
the expectation and variance of a stochastic variable X are denoted as E[X] and var[X],
respectively.

On the use of tools

Throughout the book many numerical examples are presented. In the simpler cases, these
examples have been performed “by hand” or with the computer algebra package MAPLE
[129]. The more involved queueing network and stochastic Petri net models have been
built and evaluated with the tools SHARPE [250, 249] and SPNP [53], both developed at
Duke University. All quasi-birth-death models have been created and evaluated using the
tool SPN2MGM [118, 125] developed at the RWTH-Aachen.

To really understand performance evaluation techniques, example modelling studies
should be performed, preferably also using modern tools. Many performance evaluation
tools can be used free of charge for teaching purposes. Please contact the “tool authors”

or the web-site below for more details.

Get in touch!

For more information on the use of this book, including updates, errata, new exercises,

tools and other interesting links, visit the following web-site:
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http://www-1vs.informatik.rwth-aachen.de/pccs/

or mail the author at haverkort@informatik.rwth-aachen.de.
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Chapter 1

Introduction

N this chapter we discuss the aim of and the approach normally followed in performance

evaluation of computer and communication systems in Section 1.1. A classification of
solution techniques is presented in Section 1.2. The fact that we will need stochastic models
is motivated in Section 1.3. As a special case of these, we then introduce queueing models
in Section 1.4. Finally, in Section 1.5, we discuss the use of software tools for model
construction and solution.

1.1 Performance evaluation: aim and approach

Performance evaluation aims at forecasting system behaviour in a quantitative way. When-
ever new systems are to be built or existing systems have to be reconfigured or adapted,
performance evaluation can be employed to predict the impact of architectural or imple-
mentation changes on the system performance.

An important aspect of performance evaluation is performance measurement or mon-
itoring. By monitoring the timing of certain important events in a system, insight can
be obtained in which system operations take most time, or which system components are
heavily loaded and which are not. Notice that a prerequisite for performance measurement
is the availability of a system that can be observed (measured). If such a system is not
available, measurement cannot be employed. As can easily be understood, performance
measurement will occur much more often in cases where existing systems have to be altered
than in cases where new systems have to be designed. Another important aspect of per-
formance measurement is the fact that the system that is studied will have to be changed
slightly in order to perform the measurements, i.e.,extra code might be required to gen-

erate time-stamps and to write event logs. Of course, these alterations themselves affect
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the system performance. This is especially the case when employing software monitoring,
i.e., when all the necessary extra functionality for the monitoring process is implemented in
software. When employing hardware monitoring extra hardware is used to detect certain
events, e.g.,a computer address bus is monitored to measure the time between certain ad-
dresses passing by, thus giving information on the execution time of parts of programs. As
a combination of hard- and software monitoring, hybrid monitoring can also be employed.
In all cases, one sees that system-specific software or hardware is needed, of which the
development is very costly.

For the above mentioned cost and availability reasons, performance monitoring can
often not be employed. Instead, in those cases, one can use model-based performance
evaluation. This proceeds as follows. If there is no system available that can be used for
performing measurements, we should at least have an unambiguous system description.

From this system description we can then make an abstract model. According to [136]:
“a model is a small-scale reproduction or representation of something’.

In the context of performance evaluation, a model is an abstract description, based on
(mathematically) well-defined concepts, of a system in terms of its components and their
interactions, as well as its interactions with the environment. The environment part in
the model describes how the system is being used, by humans or by other systems. Very
often, this part of the model is called the system workload model. The process of designing
models is called modelling. According to [136]:

“modelling is the art of making models”.

This definition stresses a key issue in model-based performance evaluation, namely the
fact that developing models for computer-communication systems is a very challenging
task. Indeed, performance modelling requires many engineering skills, but these alone are
not enough. There is no such thing as a generally applicable model “cookbook” from
which we can learn how to built the right performance models for all types of computer-
communication systems. Surely, there are generally applicable guidelines, but these are no
more than that. Depending on the situation at hand, a good model (where good needs to
be defined) can range from being extremely simple to being utterly complex.

Let us now come to a few of the guidelines in constructing performance models. The
choice for a particular model heavily depends on the performance measure of interest.
The measure of interest should be chosen such that its value answers the questions one
has about the system. The measures of interest ar either user-oriented (sometimes also

called task-oriented) or system-oriented. Examples of the former are the (job) response
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time (R), the throughput of jobs (X), the job waiting time (W) and the job service time
(S). In any case, these measures tell something about the performance of system requests
(jobs) as issued by system users. As for system-oriented measures, one can think of the
number of jobs in the system (N) or in some system queue (N,), or about the utilisation
of system components (p). These measures are not so much related to what users perceive
as system performance; they merely say something about the internal organisation of the
system under study. Very often, system-oriented measures can be related to user-oriented
measures, e.g., via Little’s law (see Chapter 2). In the course of this book, we will address
all these measures in more detail.

Once we have decided to use a particular measure, we have to answer the question
how detailed we want to determine it. Do average values suffice, or are variances also of
interest, or do we even need complete distributions? This degree of detail clearly has its
influence on the model to be developed. As an example of this, for deriving the average
response time in a multiprogrammed computer system, a different model will be needed
than for deriving the probability that the response time is larger than some threshold value.
This aspect is related to the required accuracy of the measure of interest. If only a rough
estimate of a particular measure is required, one might try to keep the model as simple
as possible. If a more accurate determination is required, it might be needed to include
many system details in the model. It is important to point out at this place the fact that
in many circumstances where model-based performance evaluation is employed, there is
great uncertainty about many system aspects and parameters. However, for the model
to be solvable, one needs exact input. In such cases, it seems to be preferable to make a
fairly abstract model with mild assumptions, rather than make a detailed model for which
one cannot provide the required input parameters. In any case, the outcome of the model
should be interpreted taking into account the accuracy of the input; a model is as good as
its input!

Very often, not a single model will be made, but a set of models, one for each design
alternative. Also, these models can have parameters that are still unknown or that are
subject to uncertainty. The analysis and evaluation phases to follow should be performed
for all the model alternatives and parameter values.

Once a model has been constructed, it should be analysed. This analysis can proceed
by using a variety of techniques; we give an overview of the existing solution techniques
in the next section. In many practical cases, model construction and analysis should be
supported by software tools. Real computer and communication systems are generally too
complex to be modelled and analysed with just pencil and paper, although this might not
be totally true for some quick initial calculations.
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Figure 1.1: The model-based performance evaluation cycle. The dashed arrows denote
feedback loops; the normal arrows indicate the procedure order.

The numerical outcome of the model solution should be interpreted with care. First
of all, one should ask the question whether the numerical outcomes do provide the answer
to the initially posed question. If not, one might need to change to another measure
of interest, or one might require a different accuracy. Also, it might be required to use
a different solution technique or to change the model slightly. Finally, if the numerical
solution does give an answer to the posed question, this answer should be interpreted in
terms of the operation of the modelled system. This interpretation, or the whole process
that leads to this interpretation, is called system (performance) evaluation. The evaluation
might point to specific system parts that need further investigation, or might result in a
particular design choice. The sketched approach is illustrated in Figure 1.1.

As a final remark, it should be noted that model-based performance evaluation can
also be employed in combination with performance monitoring, especially when changes to

existing systems are considered. In those cases, one can measure particular events in the
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system, in order to determine system parameters. These parameters can be input to a fairly
detailed system model. Then, using the model, various alternative system configurations
can be evaluated, which might lead to conclusions about how the real system needs to be
adapted and where investments can best be made. This is, again, often a more cost-effective

approach, than just to invest and hope that the system performance improves.

Example 1.1. Amdah!l’s law.
Suppose we are interested in determining what the merit of parallelism is for performing a
particular task. We know that this task (a program) takes t seconds to execute on a single

processor of a particular type, and we like to have answers to the following two questions:
e How long does it take to complete this task on an n-processor (of the same type)?
e What is the reached “speed-up”?

To make the above informal questions more concrete, we define two measures:

e T(n), the time it takes to complete the task on an n-processor
(we know T'(1) = t);

e The speed-up S(n) =T(1)/T(n).

We want to determine these two measures; however, since we do not know much about the
task, the processor, etc., we make a very simple model that gives us estimates about what
using more processors might bring us. We furthermore like to use the model to determine
the performance of massive parallelism (n — o).

The tasks taking ¢t seconds on a single processor can certainly not completely be par-
allelised. Indeed, ‘it is reasonable to assume that only a fraction a (0 < @ < 1) can be
parallelised. Therefore, the sequential part of the task, of length (1 — a)t, will not be
shortened when using multiple processors; the part of length at will be shortened. Thus

we find for T'(n):
T(n) = (1—a)t +a’.
n

Taking the limit n — oo, we find that T'(n) — (1 — a)t, meaning that no matter how many
processors we have at our disposal, the task we are interested in will not be completed in
less than (1—a)t seconds. This result might be a surprise: we cannot reduce the completion
time of tasks to 0 by simply using more processors. A similar observation can be made
regarding the speed-up. We find

_TQ t 1

T(n) (Q-o)t+2%  1-21g

n

S(n)



8 1 Introduction

Taking the limit n — oo, we find S(n) = (1 — a)~!. This result is known as Amdahl’s
law and states that the speed-up gained when using multiple processors is limited by the
inverse of the fraction of the task that can only be performed sequentially.

As an example, we consider & = 90%. We then find that the best we can do is to
reduce the completion time with a factor 10, i.e.,lim,_,o, T'(n) = t/10, and the speed-up is
at most lim,, . S(n) = 10. O

1.2 Model solution techniques

Regarding the solution techniques that can be employed, two main classes of techniques
can be distinguished: analytical and simulative techniques.

If the model at hand fulfills a number of requirements, we can directly calculate im-
portant performance measures from the model by using analytical techniques. Analytical
techniques are of course very convenient, but, as we will see, not many real systems can be
modelled in such a way that the requirements are fulfilled. However, we will spend quite
some time on deriving and applying analytical techniques. The reasons for this are, among
others, that they can give a good insight into the operation of the systems under study at
low cost, and that they can be used for “quick engineering” purposes in system design.

Within the class of analytical techniques, a subclassification is often made. First of
all, there are the so-called closed-form analytical techniques. With these, the performance
measure of interest is given as an explicit expression in terms of the model structure
and parameters. Such techniques are only available for the simplest models. A broader
class of techniques are the analytic/numerical techniques, or numerical techniques, for
short. With these, we are able to obtain (systems of) equations of which the solution
can be obtained by employing techniques known from numerical analysis, e.g., by iterative
procedures. Although such numerical techniques do not give us closed-form formulae, we
still can obtain exact results from them, of course within the error tolerance of the computer
which is used for the numerical calculations.

For the widest class of models that can be imagined, analytical techniques do not exist
to obtain model solutions. In these cases we have to resort to simulation techniquesin order
to solve the model, i.e.,in order to obtain the measures of interest. With simulation, we
mimic the system behaviour, generally by executing an appropriate simulation program.
When doing so, we take time stamps, tabulate events, etc. After having simulated for some
time, we use the time stamps to derive statistical estimates of the measures of interest.

It is also possible to combine the above modelling approaches. This is called hybrid
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modelling. In such an approach, parts of the model are solved with one technique and the
obtained results are used in combination with the other model parts and solved by another
technique.

The presented classification of solution techniques is not unique, nor beyond debate.
Very often also, the performance models are classified after the techniques that can be used
to solve them, i.e.,one then speaks of analytical models or of simulation models.

It is difficult to state in general terms which of the three solution techniques is best.
Each has its own merits and drawbacks. Analytical techniques tend to be the least ex-
pensive and give the modeller deep insight into the main characteristics of the system.
Unfortunately, real systems often cannot be adequately modelled by analytically tractable
models. Approximate analytical models can be an outcome; however, their validity is of-
ten limited to a restricted range of parameters. Numerical techniques, as an intermediate
between pure analytical and simulative techniques, can be applied in very many cases. Us-
ing simulation, the modeller is tempted to make the models too complex since the model
solution technique itself does not bring about any restrictions in the modelling process.
This might easily lead to very large and expensive simulation models. As Alan Scherr,
IBM’s time-sharing pioncer and the first to use analytical techniques for the evaluation of

time-sharing computer systems, puts it in [98]:

“...blind, imitative simulation models are by and large a waste of time and
money. To put it into a more diplomatic way, the return on investment isn’t

nearly as high as on a simpler, analytic-type model...”,

and

“...the danger is that people will be tempted to take the easy way out and use
the capacity of the computers as a way of avoiding the hard thinking that often
needs to be done”.

Stated differently, (analytical) performance modelling is about “finding those 10% of the
system that explains 90% of its behaviour”. Throughout this book, we will deal mainly

with analytical and numerical modelling techniques.

1.3 Stochastic models

As pointed out in Section 1.1, we are generally concerned with models of systems that do

not yet exist, of which we do not know all the parameters exactly, and, moreover, of which
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the usage patterns are not known exactly. Consequently, there is quite some uncertainty
in the models to be developed.

Uncertainty in the system parameters is often dealt with by doing parametric analysis,
i.e., by solving the model many times for different parameters, or by doing a parametric
sensitivity analysis. Both approaches can be used to come up with plots of the system
performance, expressed in some measure of interest, against a varying system parameter.

A different type of uncertainty concerns the usage pattern of the system. This is
generally denoted as the workload imposed on the system. The usage pattern is dependent
on many factors, and cannot be described deterministically, i.e., we simply do not know
what future system users will require the system to do for them. The only thing we do
know are statistics about the usage in the past, or expectations about future behaviour.
These uncertainties naturally lead to the use of random variables in the models. These

variables then express, in a stochastic way, the uncertainty about the usage patterns.

Example 1.2. Uncertainty in user behaviour: workload modelling.

Consider a model of a telephone exchange that is used to compute the long-term probability
that an incoming call needs to be rejected because all outgoing lines are busy. A system
parameter that might yet be uncertain is the number of outgoing lines. In addition there is
uncertainty about at which times (call) arrivals take place and how long calls last. These
uncertainties can be described by random variables obeying a chosen interarrival time
distribution and call duration distribution.

For a given workload, we can do a parametric analysis on the number of outgoing lines,
in order to study the call rejection probability when the telephone exchange is made more
powerful (and expensive!). Doing a parametric analysis of the system (with fixed number
of outgoing lines) on the mean time between call arrivals, gives insight into the quality
of the system, i.e.,the call rejection probability, when the workload increases. Changing
the distribution of the times between calls or the call duration distribution, but keeping
the call rate (one over the mean intercall time) and the number of outgoing lines constant,
allows us to study the call rejection probability as a function of the variability in the arrival
pattern and the duration of the calls. O

When making stochastic assumptions we naturally end up with stochastic models. The
overall behaviour of the system is then described as a stochastic process in time, i.e., a col-
lection of random variables that change their value in the course of time. The performance
measures of interest then need to be expressed as functions of this stochastic process. De-
pending on the type of the stochastic process and the type of measures requested, this
function can be more or less easy to determine.
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Example 1.3. From stochastic model to measure of interest.

Referring to the previous example, we will see in Chapter 4 that the long-run call rejection
probability can be computed in closed form under the assumption that the times between
call arrivals and the call duration distributions are negative exponential. Under the same
conditions, but if the measure of interest is slightly changed to the call rejection proba-
bility at a certain time instance t, the numerical solution of a system of linear differential
equations is required. i

1.4 Queueing models

A very important class of stochastic models are queueing models, which we introduce in this
section. We discuss the principle of queueing in Section 1.4.1. We then present Kendall’s
notation to characterise simple queueing stations in Section 1.4.2.

1.4.1 The principle of queueing

Queueing models describe queueing phenomena that occur in reality. Queueing can be
observed almost everywhere. We know about it from our daily lives: we line up in front
of airline check-in counters, in front of coffee machines, at the dentist, at traffic crossings,
etc. In all these cases, queueing occurs because the arrival pattern of customers varies in
time, and the service characteristics vary from customer to customer. As a general rule of
thumb, the more variability is involved, the more we need to queue. Directly associated
with queueing is waiting. The longer a queue, the longer one normally has to wait before
being served.

Also in technical systems, queueing plays an important role. Although we will focus
on computer-communication systems, also in logistic systems and in manufacturing lines,
queueing can be observed. It is interesting to note that in all these fields, similar techniques
are used to analyse and optimise system operation.

In the area of computer-communication systems, one observes that many system users
want to access, every now and then, shared resources. These shared resources vary from
printers, to central file or compute servers, or to the access networks for these central
facilities. Because the request rates and the requested volumes issued by a large user
population vary in time, situations occur when more than one user wants to access a single
resource. Waiting for one another is then the only reasonable solution. The alternative

to give all users all the resources privately is not a very cost effective solution. Besides
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queue server
arrivals i :
—
departures
waiting  in service

Figure 1.2: The basic model for a scarce resource

that, it would also preclude other advantages of the use of shared resources, such a central
support and data sharing.

Example 1.4. A centralised compute server.

At a computer centre, jobs from various users (sitting behind their terminals) arrive to be
processed at a powerful compute server. Depending on how many other jobs are already
being processed, an incoming job is directly served or it has to wait for some time before
its predecessors are served. Once in service, the job occupies some part of the system
capacity. Let us assume a round-robin scheduling strategy, in which up to some maximum
number of jobs are served quasi-simultaneously. When the job processing has completed,
the resources that were used (apart from the CPU, some part of virtual memory and disks
are mostly involved) are released again and can be used for servicing other jobs. Important
to observe is that we deal with a resource with limited capacity, namely the compute server
in the computer centre which is to be shared by a large population of customers/terminal
users. The population of terminal users is so large that, would they all want to be served

simultaneously, the compute server would be overloaded. O

The idea now is to model all types of shared resources as service providing entities
preceded by waiting queues, as depicted in Figure 1.2. Let us try to characterise such a
basic queueing station at which customers arrive, wait, are served, and finally depart. The
following aspects are of importance for the quality of the provided service as perceived by
the customers:

e The time between successive arrivals of customers requesting service. These time

intervals are often assumed to obey some stochastic regime.

o The customer population. Are we dealing with an infinite or with a finite customer
population?

e The amount of waiting room that is available for the customers that cannot directly
be served.
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e The amount of service a customer requests. This is generally also described by some
stochastic variable.

e The number of service providing entities that is available. Are we dealing with a

single server or with a multi-server?

e The way in which incoming customers are scheduled to obtain their requested service.
Commonly used scheduling principles are:
— FCFS: First Come, First Served;
— RR: Round-Robin;
— PS: Processor Sharing (the limiting case of RR);
— LCFS(PR): Last Come, First Served, with or without Preemption;
— IS: Infinite Server;
— PRIO: Prioritized scheduling.

Once a queueing station has been characterised completely, we can try to evaluate the
performance characteristics of such a queueing station.

A remark about the employed terminology should be made here. In general, we speak of
either jobs or customers in a queueing station. These two names are used interchangeably.
Sometimes, when the application is more computer-network oriented, we also use the term

packet.

1.4.2 Single queues: the Kendall notation

In order to compactly describe single queueing stations in an unambiguous way, the so-
called Kendall notation is often used; it consists of 6 identifiers, separated by vertical bars,
as follows:

Arrivals|Services|Servers

Buffersize|Population|Scheduling,

where “Arrivals” characterises the customer arrival process, “Service” the customer service
requirements, “Servers” the number of service providing entities, “Buffersize” the maximum
number of customers in the queueing station, which includes the customer possibly in the
server, “Population” the size of the customer population, and finally, “Scheduling” the
employed scheduling strategy. Often, the buffer size and the population are omitted from
the description; in that case they are assumed to be infinitely large. The scheduling strategy
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is also often omitted; in that case, it is assumed to be FCFS. The parameters, especially

“Arrivals” and “Services”, may assume many different values. We mention some commonly
used ones:

e M (Markovian or Memoryless): whenever the interarrival or service times are nega-
tive exponentially distributed;

G (General): whenever the times involved may be arbitrarily distributed;

e D (Deterministic): whenever the times involved are constant;

E, (r-stage Erlang): whenever the times involved are distributed according to an
Erlang-r distribution;

e H,: whenever the times involved are distributed according to an r-state hyper-
exponential distribution.

We will discuss many different types of queueing stations in Part II of the book.

Example 1.5. Kendall notation.

When we have an M|G|2|8||LCFS queueing station, we have (negative) exponentially dis-
tributed interarrival times, generally distributed service times, 2 service providing entities,
maximally 8 customers present, no limitation on the total customer population, and an
LCFS scheduling strategy. a

Example 1.6. Queueing in daily life.

Coin-operated coffee machines can be found in many universities and laboratories. Al-
though their service time, that is, the time for preparing a cup of coffee once a coin has
been inserted, is deterministic, some waiting often occurs in front of them. This is typi-
cally due to the stochastic nature of the arrival process. A single coffee machine could be
described by a G|D|1 queue.

When visiting a doctor, after having made an appointment, one often still has to wait.
Although the arrivals of patients can be seen as deterministic if the appointments have
been made accurately, long waiting times arise due to the fact that the service times,
i.e., the time a doctor talks to or examines patients, is stochastic. This situation could be
well described with a D|G|1 queue.

When visiting a doctor without an appointment, that is at the regular “walk-in” con-

sulting hours, things get even worse. In that case, the arrival process of patients is not
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deterministic any more. The perceived waiting times therefore also increase. This situation
could very well be described with a G{G|1 queue. 0

Important to note is the fact that sometimes the notation “GI” is used, instead of just “G”,
to indicate a general arrival process. The added “I” specifically denotes that succeeding
arrivals are independent of one another; just “G” might allow for dependence between

successive arrivals.

1.5 Tool support

For complex systems, it is not easy to come up directly with a stochastic model that de-
scribes all the relevant aspects of the system in relation to the measure of interest. Instead,
we build system models in a stepwise fashion using basic building blocks (submodels). The
translation of the thus-constructed model to an underlying stochastic model can often be
performed automatically. In this way we “pull up” the modelling activity to a level that
is closer to the system designer’s point of view than to the mathematician’s point of view.
Still though, for a proper application of high-level modelling constructs, we need to have
knowledge about the underlying mathematics.

Once we have obtained the stochastic model of interest, the derivation of the measure
of interest needs to be performed. As already indicated in Section 1.2, the model solution
can be more or less intricate, requiring detailed knowledge about simulation or about
analytic/numerical techniques.

In both the above cases, i.e., model construction and model solution, tool support is
of key importance. We discuss the role of software tools for model construction in Sec-

tion 1.5.1, and their role in model solution in Section 1.5.2.

1.5.1 Model construction

Software tools can be a great help in the construction of large stochastic models. We can
distinguish at least two representations of a model. First, there is the analytical repre-
sentation of a model. This is the representation that is directly suitable for a numerical
evaluation by one of the techniques mentioned in Section 1.2. Secondly, there is the mod-
ellers representation of a model. This is a description in a symbolic form oriented towards
the specific application, that is the system to be modelled. Clearly, most system designers

prefer to use the modellers representation rather than the analytical representation.
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The idea of having more than one view of a model, depending on what one wants to do
with the model, is central to the general modelling tool framework (GMTF) for quantitative
systems modelling.

In the GMTF, a hierarchy of descriptive formalisms ranging from Fy (the lowest level)
to F, (the highest level) is employed. F;y yields models that are directly suitable for
evaluations of one or another form, by using analytic, numerical or simulation techniques,
whereas F, is the formalism closest to the application domain. We define F;-modelling as
the process of abstracting, simplifying and/or rewriting a system description § in such a
way that it fits the formalism F;. The result of this process is called an F;-model M; of S.
An F;-model M; of S can be rewritten in another formalism F;_; (provided ¢ > 1) yielding
an F;_j;-model M;_; of §. This is called F;_;-modelling. The lowest level formalism is F;
which coincides with the earlier mentioned analytical representation.

When F; is the highest-level formalism, most of the user activity in the modelling
process will be F;-modelling. The lower level modelling activities can often be partially or
completely automated; the need for tool support is evident.

Once we have a model it should be evaluated. The evaluation of an Fg-model M, yields
results in the descriptive formalism Rg. To do so, solution techniques like those indicated in
Section 1.2 can directly be applied since the formalism Fy has been chosen to directly suit
those techniques. The evaluation of an Fy-model M, is called a Vy-evaluation. The results
presented in the formalism or domain R; (i > 0) can be further processed or enhanced to
the higher level R, ;. This is called an &;,1-enhancement. Often these enhancements can
be done automatically; tool support is again of importance here.

When we have an F;-model M; of a system S we generally want to evaluate this model
and obtain measures that are specified at the same level. That is, we need the results to
be given in domain R;. We define a virtual evaluation V; as the process of subsequently
modelling M; (1 < ¢ < j) in formalism F;_;, until an Fp-model My is obtained, followed
by the Vy-evaluation and the subsequent enhancements &; through &;. Schematically, we
have the structure as depicted in Figure 1.3. This structure represents the GMTF. The
small boxes represent system models (right hand side) or evaluation results (left hand side).
The large box represents the actual mathematical evaluation. The single pointed arrows
represent, automatic translations of one formalism into another. The double pointed arrows

represent the virtual evaluations.

Example 1.7. A tool based on stochastic Petri nets.
In Chapter 14 we will present stochastic Petri nets (SPNs) as a suitable formalism for

many performance models. Various tools have been developed that support this formalism
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V;-evaluation

results in R; Fi-model M;

&;-enhancement Fi—1-modelling
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&;_1-enhancement Fi—o-modelling
&;-enhancement Fo-modelling

results in Rq Fo-model M,

Vy-evaluation

Figure 1.3: The general modelling tool framework

(see the surveys [121, 119]).

When using these tools, the relevant aspects of a system S have to be captured in the
SPN formalism. This is the F;-modelling activity, yielding an F;-model M, of the system.
This modelling activity is performed by a human being.

Model M, can be converted to a continuous-time Markov chain (see Chapter 3). This is
the Fo-modelling activity, yielding an Fy-model M, of the system. Note that this modelling
activity can be performed automatically with the algorithm outlined in Chapter 14.

The resulting My model, which is a Markov chain, can be evaluated by a standard
numerical technique (see Chapter 15); this is the Vy-evaluation. The results from this
evaluation are state probabilities, which fall in the domain Ry. Although interesting as
such, the system analyst who does not know that the SPN is solved via an underlying
CTMC cannot do anything with these state probabilities. They have to be enhanced
to a level which corresponds to the level at which the model was originally made. The
calculation of token distributions per place from the state probabilities is an example of an
enhancement &; to the domain R;. This enhancement can also be performed automatically.

As a conclusion, the tool user only “sees” the virtual evaluation V. 0O
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1.5.2 Model solution

Once we have obtained a stochastic model, the measure of interest still needs to be derived.
Seen in light of the GMTF, one can say that solution techniques are needed to perform
the Vy-evaluations, that is, to take the Fy-model My and to “transform it” in results in
Ry which can be more or less intricate. It should be noted also that the transformations
from one modelling level to the next level below (and up again as far as the solutions are
concerned) should be regarded as part of the solution process. Indeed, as we will see later,
these transformations can be more complex and time-consuming than the solution of the
lowest-level model once it has been generated.

In a generally applicable performance evaluation tool, one would prefer to have a wide
variety of solution techniques available. Depending on the model at hand, e.g., its statisti-
cal characteristics or its size, one or another solution technique might be more suitable. 1t
is desirable that the different solution techniques can be fed with models in the same for-
malism. In that way, different solution techniques can be compared, and, while increasing
the complexity of the model by adding details, shifts from more general to more specific
solution techniques can be made. It should be understood that the desire to be able to
“play around” with different solution techniques is in (mild) conflict with the desire to

keep the solution techniques as invisible as possible to the end-users of the tool.

Example 1.8. Incremental modelling.

In the early design phases of a system, often imprecise information is known about the
durations of certain events. Suppose that one choses to make a queueing network model of
such a system design, to evaluate various design alternatives. Since only limited information
is available, only fairly abstract models can be made. For such models, a solution based on
mean-value analysis might be appropriate (see Chapter 11). When more implementation
aspects become clear in the course of the design, more detailed stochastic assumptions
can be made, which might overrule the restrictions to perform a mean-value analysis. A
simulation approach towards the solution, or an approximate solution might, however, still
apply. If these solution techniques are supported, starting from the same model description,
a consistent upgrade to the more detailed model can easily be established. Also, it can
then be easily investigated whether the more detailed information is indeed of importance

for the measure of interest. If not, one can use the “lighter” solution technique. a

In many performance evaluation techniques some kind of accuracy control is involved.
This can be in the form of required confidence interval widths in simulations, in the allowed

number of iteration steps in numerical procedures, or in the choice of a truncation point
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in an infinite series in the case of analytic/numerical techniques. A software tool should
provide suitable values for such parameters, so that users unaware of the specific techniques
involved are not bothered by these details. However, it should always be possible for the
more experienced user to change these values to better ones, given the application at hand.

The specification and control of (required and obtained) accuracy remains a difficult task.

1.6 Further reading

More information on measurement-based performance evaluation can be found in Jain
[145], Hofmann et al. [135] and Lange et al.[171]. A model-based performance evaluation
cycle similar to the one presented here has been presented by Van Moorsel [206]. Amdahl
published his now-famous law in 1967 [8], although it is not beyond debate [115]. Queueing
models to evaluate system performance have been developed since the beginning of this
century; these models and their applications are the main topic of this book. Kendall
introduced the short-hand notation for single queueing systems [155]. Scherr describes his
time-sharing models already in 1966 [255]. Berson et al. [17] and Page et al. [227] presented
a simpler form of the GMTF. The GMTF was introduced by Haverkort [120]; variants of
it, tailored towards specific application areas, can be found in the literature {127, 180, 211,
258]. Interesting general guidelines for the construction of performance evaluation tools
have been reported by Beilner [16]. Recent surveys of performance evaluation tools can be
found in [126, 125].

1.7 Exercises

1.1. Performance measures.

The average response times of computer systems A and B are such that E[R4] < E[Rp].
1. Is system A better than system B for all types of applications?

2. What would be an appropriate performance measure to compare these systems in

case they have to fulfill real-time requirements?

3. What would be an appropriate performance measure to compare these systems in
case they have to fulfill reliability requirements?

1.2. Amdahl’s law.

Using the expression for T'(n), compute the number of processors ng that is needed to
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reduce the task completion time ¢ to 8t (0 < § < 1). What is the range of values that g
can assume?

1.3. Queueing in daily life.
Discuss the models presented in Example 1.6. What are the underlying assumptions?

1.4. Influence of variability.
Address the following questions based on your intuition and experience. In later chapters,

we will address these questions in more detail.

1. How do you think that increased variability in customer arrival and service patterns
does affect the performance of many systems?

2. Is increased variability in service times “worse” for performance than increased vari-
ability in interarrival times?

3. What kind of CPU scheduling is often used in operating systems and how do you

think it affects the performance of systems?

1.5. The GMTF.
Compare the main ideas behind the GMTF with those behind:

1. The use of high-level programming languages and adequate compilers to avoid as-

sembler or machine programming.

2. The possibility to define high-level functions and modules in many programming
languages to enhance the programming activity from a solution-algorithm-orientation
to a problem-description-orientation.

3. The use of layered communication protocol reference models.
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Chapter 2

Little’s law and the M|M|1 queue

N Section 2.1 we present Little’s law, a very general law that can be applied in many
queueing models. Using Little’s law, we are able to study the simplest queueing model,
the M|M|1 queueing model, in Section 2.2.

2.1 Little’s law

In this section we will introduce the probably most general law in model-based performance
evaluation: Little’s law, named after the author who first proved it [186]. Its generality
lies in the fact that it can be applied almost unconditionally to all queueing models and at
many levels of abstraction. Its strength furthermore lies in the fact that its form is both
intuitively appealing and simple.

In Section 2.1.1 we introduce Little’s law and explain it intuitively. A more thorough
proof is given in Section 2.1.2.

2.1.1 Understanding Little’s law

Little’s law relates the average number of jobs in a queueing station to the average number
of arrivals per time unit and the average time a job spends in a queueing station.
Consider a queueing station as a black box at which on average A jobs per time unit
arrive (see Figure 2.1); X is called the arrival rate or the arrival intensity. When we assume
that jobs are served on a first come-first served basis (FCFS), whenever a job arrives at the
queueing station, two things might happen. Either the job is immediately served which
implies that there are no other jobs in the queueing station, or it has to wait until the jobs

already in the queueing station are served before it gets its turn. Notice that we do not
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Figure 2.1: Black box view of a job servicing system

assume anything about the distributions of the interarrival and service times; only their
means are used! Denote the average time a job spends in the queueing station as E[R]
(residence time/ response time), and the average number of jobs in the queueing station
as E[N].

Now, suppose that we mark a particular job while observing the queueing station.
When the marked job enters the queueing system we take a time stamp t; (¢ for “in”).
When the marked job comes out of the queueing station, we take a time stamp ¢, (o for
“out”). The difference t, — ¢; will on average be equal to the earlier defined value E[R].
However, at the moment the marked job leaves the queueing station, we know that while
the job passed through the queueing station, other jobs have arrived. How many? Well,
since on average there have elapsed E[R] time units between the arrival and the departure
of the marked job, on average A x E[R] jobs have arrived after the marked job in that
period. This number, however, must be equal to the earlied defined value of E[N]. This is
due to the fact that every job can be a marked job, and hence, the product AE[R] always
equals the number of jobs left behind in the queueing station by a departing job, i.e., it can
be interpreted as the average value of the number of jobs in the system. As a consequence,
we have

E[N] = AE[R)]. (2.1)

Notice that we have assumed that all jobs that arrive also leave the system after having
received service so that no losses of jobs occur and that the system is not overloaded. In
that case, the arrival rate A equals the throughput of jobs (denoted X). This is normally
the case when the system is not overloaded and when there is infinite buffer capacity. In
case the system is overloaded or when there are finite buffers, customers will be lost, and
only the non-lost customers should be taken into account. In such cases Little’s law should
read E[N] = XE[R]. Due to the fact that losses may occur in some systems, X is not
always a priori known!

The derivation sketched above can be applied at any desired level of abstraction. Sup-
pose that we open up the black box and look at it as if it were a queue, followed by the
actual server (see Figure 2.2). Then we could still apply Little’s law; however, we could

also apply it on the more detailed level of the queue and the server separately, as we will
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Figure 2.2: The inside view of a job servicing system

explain below,

At the queue on average A jobs arrive per time unit. The time spent in the queue is the
waiting time, which on average equals E[W]. Applying Little’s law, the average number
of jobs in the queue, E[N,], must be equal to the product of the waiting time and the
throughput through the server. The latter equals the arrivals at the queue (no jobs are
lost in between) and we thus obtain:

E[N,] = AE[W). (2.2)

When looking solely at the server, we again observe, on average, A job arrivals per time
unit, since between the queue and the server no jobs are lost. The average time a job
spends in the server, i.e.,is being served, is denoted F[S]. Then the average number of
jobs in the server is given by:

E[N,] = AE[S]. (2.3)
Since we are dealing with a single server, E[N ] can at most be equal to 1 and must at
least equal 0. In fact, E[N,] not only indicates the average number of jobs in the server
but also the average time the server is busy. Therefore, E[N,] is also called the utilisation

or traffic intensity and denoted as p = X E[S] = AE[S] (where the last equality holds when
there are no losses).

Returning to our overall queueing system, the average number of jobs in the queueing
system must be equal to the sum of the average numbers of jobs in the components of
the queueing system, i.e., E[N] = E[N,| + E[N,]. Applying the earlier derived versions of
Little’s law, we obtain

E[N] = E[N,] + E[N] = AE[W] + AE[S] = AM(E[W] + E[S]) = AE[R], (2.4)
which is as expected.
There are some important remarks to be made on the generality and use of Little’s law:

e Little’s law expresses a simple relationship between the average values of the through-
put, the residence times and the number of jobs in the system;
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time ¢

Figure 2.3: Sample evolution of A(t) and D(t)

e No assumptions regarding the involved interarrival- and service-time distributions
have to be made;

e Little’s law is valid independently of the scheduling discipline of a queue as well as
of the number of servers;

o As we will see later, with many analysis techniques E[N] can be obtained easily.
Using Little’s law, measures like E[R] can then be derived;

e Little’s law not only applies to single queueing stations, but also to networks of

queueing stations.

2.1.2 Proof of Little’s law

After the proof given by Little in 1961 a wide variety of “simple proofs for E[N] = AE[R]”
has appeared in the literature. In this section we give a proof of Little’s law which indeed is
more formal than the intuitive explanation we gave in Section 2.1.1. The presented proof
is valid under the assumption that the queueing system empties infinitely often. For a
queueing system where the arrival rate of jobs is smaller than the service rate of jobs, this
is the case.

As before, we consider the black box view of a queueing system. Without loss of
generality we start observing the queueing system at time t = 0. Let A(¢) denote the
number of job arrivals to the queueing system up till time ¢. A similar definition holds for
D(t), the number of job departures from the system up to time ¢. Clearly, D(t) < A(t).
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When we denote with N(£) the number of jobs in the system at time ¢, we have N(t) =
A(t) — D(t). In Figure 2.3 we show a possible evolution of A(t) and D(t). We now proceed
to define the following four quantities:

e The average arrival rate at the system up to time ¢, denoted A, simply is the total
number of arrivals up to time ¢, i.e., A(t), divided by ¢. Thus, we have A, = A(t)/t,
and Ay = A if t — oo.

e The total system time of all jobs, R(t), is exactly the area between the two curves of
A(t) and D(t), i.e.,

R(t) = /0 " N(s)ds. (2.5)

e The average time a job spends in the system as observed over the period [0,%) is
denoted R;. This quantity, however, is equal to the total system time, i.e., R(t),
divided by the total number of customers having been present in the system, i.e., A(t).
Thus, we have R; = R(t)/A(t), and R, — E[R] if t — oo.

o If the total system time of all jobs during [0,¢) equals R(¢) job-seconds, the average
number of jobs in the system up to time ¢, denoted Ny, equals R(t)/t, and N; — E[N]
ift = oo.

We now can derive the following relation:

_ R@) _ A®) R(t) _ A(t) R(D)

N=="=30 v = ap

Now, taking the limit as t — oo, we obtain E[N] = AE[R] since \; — A, N; — E[N] and
R — E[R]. In case the queue is saturated, the number of jobs queued will grow without

bound, hence, the expected response time will not be bounded either.

2.2 The simplest queueing model: the M|M|1 queue

In this section we make use of Little’s law to evaluate the performance characteristics of
the simplest queueing system possible: the M|M|1 queue.

Consider a queueing station where jobs arrive with a negative exponential interarrival
time distribution with rate A (mean interarrival time E[A] = 1/)). Furthermore, the job
service requirements are also negative exponentially distributed with mean E[S] = 1/p.

Such a model typically applies when addressing a telephone exchange: empirical results
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indeed support the assumptions of negative exponential interarrivals times and service
times (call durations).

We first verify whether the utilisation p = A/p < 1, that is, we check whether on
average the amount of arriving jobs flowing in per unit of time is smaller than the amount
of jobs that the system is able to handle in unit time. If so, the system is stable and we
continue our investigations. If not, the system is overloaded and an infinite queue will
grow; further analysis will not help us any further.

We are interested in determining the following mean performance measures for this
queueing system: the mean queue length E[N,], the mean number of jobs in the system
E[N], the mean waiting time E[W] and the mean response time E[R].

We already know that we can apply Little’s law for the complete queueing station as
well as for the queue in isolation, yielding:

E[N,) = AE[W], and E[N] = \E[R). (2.7)

We furthermore know that E[R] = E[W]+ E[S]. To solve for the above four unknown
quantities, we have to have one extra relation. This relation can be derived from the so-
called PASTA property (which will be discussed in detail in Chapter 4) which states that
jobs arriving according to a Poisson process (a process where the interarrival times are
negative exponentially distributed, as we have here (see also Chapter 3)) see the queueing
system upon their arrival as if in equilibrium. This means that an arriving job finds, on
average, E[N] jobs already in the queueing station upon its arrival, and for which it has
to wait before being served. This yields us the following extra equation:

E[W] = E[N]E[S). (2.8)

The overall response time of such a customer then consists of two main components: (i)
the service time for all customers queued up front; and (ii) its own service time. Thus, we

have:

E[R] = E[N|E[S] + E[9]. (2.9)

We also use the fact here that the service times are negative exponentially distributed since
we assume that the remaining service time of the customer in service at the arrival instance
of the new customer is the same as a normal service time (we also come back to this issue
in Chapter 5). Now, we can use Little’s law to write E[N] = AE[R], so that we find:

E[R] = AE[R|E[S] + E[S] = E[R](1 — AE[S]) = E[9]. (2.10)
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Recognising p = AE[S] and rearranging terms we find
E[R] = ——. (2.11)
Using the relations we already had, we then find that

] = PEBL E[N]zl—f—;, and E[N,] = 1”_2p.

2.12
) (2.12)
There are a number of important conclusions to be drawn from these results. First of
all, we observe that the mean performance measures of interest grow infinitely large as
p — 1. This conforms with our intuition. Secondly, we see that the performance measures

of interest do not grow linearly with p; instead they grow with a factor

1 i

- p:1_|_p_|_p2_|_p3_|_...:Z:p’7 (2.13)
- i=0

which is called the stretch factor since it can be interpreted as the factor with which the

mean service time E[S] is stretched (multiplied) to yield the mean response time when a

server with total utilisation p processes a job with average length E[S].

In Figure 2.4 we present E[R] and E[W] as a function of p. Note that E[N] = 1 for
p = 50% (at 50% utilisation, on average, there is one job in the queueing station) and
E[W] = E[S] (at 50% utilisation, the mean waiting time equals the mean service time).
Consequently, for higher utilisations, the mean response time includes more than 50% of
waiting. Also observe that the curves start relatively flat but increase quite sharply once
above the 50% boundary. This is typical for most queueing systems and explains why
many computer and communication systems exhibit “all of a sudden” bad performance

when the load is only moderately increased.

The derivation just given provides us with only the mean values of a number of per-
formance measures of interest. For some applications, this might be enough. However,
very often also information on the variance of performance measures is of importance or
information on detailed probabilities regarding certain events in the system (e.g., the prob-
ability that a buffer contains at least k customers). For these cases a more detailed and
intricate analysis of the queueing model is necessary. To derive such information, we need
to study the stochastic process underlying the queueing systems. In order to be able to do
so we need to study stochastic processes first, which is therefore the topic of Chapter 3.
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Figure 2.4: The mean waiting time F[W] and the mean response time E[R] (measured in
E[S]) as a function of p for the M|M|1 queueing model

2.3 Further reading

Little’s law was originally presented in 1961 [186]. Other proofs of Little’s results can be
found in [81, 150, 193, 269, 270]. The analysis of the M|M|1 queue as presented here is an
example of the so-called “method of moments” to derive average performance measures;
this method has first been presented by Cobham in 1954 [57, 58]. Paterok et al. discuss its
suitability for the derivation of higher moments [230]. We will use the method of moments

at many occasions in the course of this book.

2.4 Exercises

2.1. Time-sharing computer systems [adapted from [156]].

Consider a time-sharing computer system that supports K users sitting behind their ter-
minals issuing commands. The time it takes a single user to interpret an answer from the
central computer before a new command is issued is called the think time and takes, on
average, E[Z] seconds. The computer system can process a command in, on average, E[S]
seconds. Now assume that there are on average k commands (jobs) being worked upon
by the central computer, hence, there are K — k jobs being “processed” by the users; the

effective rate at which these users generate new requests for the central computer then
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equals (K — k)/E[Z].

1. Express the expected central computer response time E[R] in terms of K, k and E[Z]
using Little’s law applied to the central computer.

2. Let pg equal the probability that the central computer is empty (all jobs are being
worked upon by the users). The throughput of the central computer can then be
expressed as (1 — po)/E[S]. This can be understood as follows. If there would be
an infinite supply of jobs, the computer would on average process one every E|[S]
units of time, yielding a rate of completion of 1/E[S]. However, with probability
1 — po there is no job for the computer to work upon, hence its rate of completion
is effectively decreased with that factor. Using Little’s law for the terminals, express

the expected number of customers in the terminals, i.e., K — k, as a function of py,
E[S] and E[Z].

3. Show that the combination of the above expressions yields:

B[R] = ‘1}{% _E[Z).

4. Based on the possible values that py can assume, derive the following lower bound
for E[R] thereby taking into account the fact that E[R] cannot be smaller than E[S]:

E[R] > max{KE|[S] - E[Z], E[S]}.

We will address this and similar models in more detail in Chapter 4 and in Chapters 11
through 13.

2.2. M|M|1 queueing.
How large can the utilisation in an M|M|1 queue be so that the expected response time is
at most n times the expected service time?
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Chapter 3

Stochastic processes

HE aim of this chapter is to provide the necessary background in stochastic processes

for practical performance evaluation purposes. We do not aim at completeness in this
chapter, nor at mathematical rigour. It is assumed that the reader has basic knowledge
about probability theory, as outlined in Appendix A.

We first define stochastic processes and classify them in Section 3.1, after which we
discuss a number of different stochastic process classes in more detail. We start with
renewal processes in Section 3.2. We follow with the study of discrete-time Markov chains
(DTMCs) in Section 3.3, followed by Section 3.4 in which general properties of Markov
chains are presented. Then, in Section 3.5, continuous-time Markov chains (CTMCs)
are discussed. Section 3.6 then discusses semi-Markov processes. Two special cases of
CTMCs, the birth-death process and the Poisson process are discussed in Sections 3.7 and
3.8, respectively. In Section 3.9 we discuss the use of renewal processes as arrival processes;
particular emphasis is given to phase-type renewal processes. Finally, in Section 3.10, we
summarise the specification and evaluation of the various types of Markov chains.

3.1 Overview of stochastic processes

A stochastic process is a collection of random variables {X (t)|t € T}, defined on a prob-
ability space, and indexed by a parameter ¢ (usually assumed to be time) which can take
values in a set 7.

The values that X (¢) assumes are called states. The set of all possible states is called
the state space and is denoted Z. If the state space is discrete, we deal with a discrete-
state stochastic process, which is called a chain. For convenience, it is often assumed that

whenever we deal with a chain, the state space Z = {0,1,2,---}. The state space can also



32 3 Stochastic processes

be continuous. We then deal with a continuous-state stochastic process. A similar classi-
fication can be made regarding the index set 7. The set 7 can be denumerable, leading
to a discrete-time stochastic process, or it can be continuous, leading to a continuous-time
stochastic process. In case the set T is discrete, the stochastic process is often denoted as
{N|k € T}. Since we have two possibilities for each of the two sets involved, we end up
with four different types of stochastic processes. Let us give examples of these four:

e 7 and T discrete. Consider the number of jobs IV, present in a computer system
at the moment of the departure of the k-th job. Clearly, in a computer system only
an integer number of jobs can be present, thus Z = {0,1,---}. Likewise, only after
the first job departs, Ny is clearly defined. Thus we have T = {1,2,---}.

e 7 discrete and 7 continuous. Consider the number of jobs N(t) present in the
computer system at time £. Again only integer numbers of jobs can be present, hence

Z = {0,1,---}. We can, however, observe the computer system continuously. This
implies that 7 = [0, 00).

e 7 continuous and 7 discrete. Let W), denote the time the k-th job has to wait
until its service starts. Clearly, k € T is a discrete index set, whereas Wy can take

any value in [0, 00), implying that Z is continuous.

e 7 and T continuous. Let C; denote the total amount of service that needs to
be done on all jobs present in the computer system at time t. Clearly, t € T is a
continuous parameter. Furthermore, C; can take any value in [0, 00), implying again
that Z is continuous.

Apart from those based on the above distinctions, we can also classify stochastic processes
in another way. We will do so below, thereby taking the notation for the case of continuous-
time, continuous-state space stochastic processes. However, the proposed classification is
also applicable for the three other cases.

At some fixed point in time ¢ € T, the value X (£) simply is a random variable describing
the state of the stochastic process. The cumulative density function (CDF) or distribution
(function) of the random variable X (£) is called the first-order distribution of the stochastic
process {X(t)]t € T} and denoted as F(%,%) = Pr{X(f) < Z}. We can generalise this to
the n-th order joint distribution of the stochastic process {X(t)|t € T} as follows:

F(z,0) = Pr{X(t) < &y,---, X(t,) < &}, (3.1)

with z € Z", and t € T".
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If all the n-th order distributions (n € INT) of a stochastic process {X (t)|t € T} are
invariant for time shifts for all possible values of Z and i, then the stochastic process is
said to be strictly stationary, i.e., F(%,t) = F(Z,t-+7), where £+ 7 is a shorthand notation
for the vector (£, + 7, -+, t, + 7).

We call a stochastic process {X(¢t)|t € T} an independent process whenever its n-th
order joint distribution satisfies the following condition:

n

Pl = HF(t) ~ [T Pe{X (@) < &:}. (3:2)

i=1

An example of an independent stochastic process is the renewal process. A renewal process
{Xnln=1,2,--}, is a discrete-time stochastic process, where X, Xy, - - - are independent,
identically distributed, nonnegative random variables.

A renewal process is a stochastic process in which total independence exists between
successive states. In many situations, however, some form of dependence exists between
successive states assumed by a stochastic process. The minimum possible dependence is
the following: the next state to be assumed by a stochastic process only depends on the
current state of the stochastic process, and not on states that were assumed previously.
This is called first-order dependence or Markov dependence, which leads us to the following
definition.

A stochastic process {X (t)|t € T} is called a Markov process if for any to < - -+ < t,, <
tn+41 the distribution of X (¢,11), given the values X (o), -, X (¢,), only depends on X (¢,),
ie.,

Pr{X(t,41) < @p31| X (t0) = o, -+, X (tn) = 2p} = Pr{X (tn41) < Tps1| X (t) = 2o}
(3.3)
Equation (3.3) is generally denoted as the Markov property. Similar definitions can be
given for the discrete-state cases and for discrete-time. Most often, Markov processes used
for performance evaluations are invariant to time shifts, that is, for any s < ¢, and z, z,,
we have

Pr{X(t) < z|X(s) = z,} = Pr{X(t — 5) < 2| X(0) = z,}. (3.4)

In these cases we speak of time-homogeneous Markov processes. Important to note here
is that we stated that the next state only depends on the current state, and not on how
long we have been already in that state. This means that in a Markov process, the state
residence times must be random variables that have a memoryless distribution. As we
will see later, this implies that the state residence times in a continuous-time Markov
chain need to be exponentially distributed, and in a discrete-time Markov chain need to
be geometrically distributed (see also Appendix A).
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An extension of Markov processes can be imagined in which the state residence time
distributions are not exponential or geometric any more. In that case it is important to

know how long we have been in a particular state and we speak of semi-Markov processes.

3.2 Renewal processes

We define a renewal process to be a discrete-time stochastic process {X,|n = 1,2,---},
where X7, X, -+ are independent, identically distributed, nonnegative random variables.
Let us now assume that all the random variables X, are distributed as the random

variable X with underlying distribution function Fx(z). Furthermore, let
Sk =X14Xo+ -+ X (3.5)

denote the time, from the initial time instance 0 onwards, until the k-th occurrence of a
renewal (So = 0). Then, Sy has distribution function F )((k)(a:), the k-fold convolution of
Fx(z), defined as

FE(t) = { 12 0), k=0, (3.6)

JEFP (& = 5) fx(s)ds, k>1,

with fx(s) the probability density function of X, and 1(z) the indicator function which
evaluates to 1 if its argument is true, and to zero otherwise.

Now, let us address the number of renewals during the time interval [0,¢). We define
the renewal counting process {N(t)|t € IR}, which counts the number of renewals in the
interval [0,¢). This stochastic process has a discrete state space, being the natural numbers
IN, and a continuous time parameter. The probability of having exactly n renewals in a

certain time interval, can now be expressed as follows:

Pr{N(t) = n} Pr{S, <t < Spi1}
= Pr{S, <t} —Pr{S1 <t}

= FPt) - F{e). (3.7)

This expression can be understood as follows (see also Figure 3.1). The n-th renewal should
take place before ¢, yielding the term Pr{S, < t}. However, that alone is not enough, the
(n + 1)-th renewal should take place after ¢, so that we have to subtract the probability
that the (n + 1)-th arrival happens before ¢, explaining the second term.

Obtaining the probability distribution for {N(¢)|t € IR} is often complex, so that only

the expected number of renewals during some time interval, F[N(¢)], is computed. This



3.2 Renewal processes 35

Figure 3.1: A renewal process and the associated counting process

quantity is denoted as M(t) and called the renewal function. Using the definition for
expectation, we now derive the following:

Il

M(t) = E[N(t)] 2 nPr{N(t) = n}

=X nFE(t) — 3 nFEH(2)

- ZO nFP(t) - i (n— 1)FP (1)
= S EPW = FO ) + 30 FE). (3.8)

n=1

Considering the fact that F' ("H)( £) is the convolution of F\"(t) and F (1) = Fx(t) as

given in (3.6), we obtain

M(t) = +Z(/ F&(t — ) fx(s)d )
= Felt)+ [ (R0 - 9) felo)ds
X(t)+/0tM(t~s)fX(s)ds. (3.9)

This equation is known as the fundamental renewal equation. The derivative of M(t),
denoted as m(t), is known as the renewal density and can be interpreted as follows. For
small values € > 0, € X m(¢) is the probability that a renewal occurs in the interval [¢, ¢+ €).
Taking the derivative of (3.8), we obtain

Z 0, (3.10)
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where f)(?)(t) is the derivative of F' )((”) (t), and consequently, we obtain the renewal equation:

m(t) = fx(t) + /Otm(t —5)fx(s)ds. (3.11)

Renewal processes have a number of nice properties. First of all, under a number of regu-
larity assumptions, it can be shown that the limiting value of m(t) for large ¢ approaches
the reciprocal value of E[X]:

tlggo m(t) = ﬁ

This result states that, in the long run, the rate of renewals is inversely related to the mean

(3.12)

inter-renewal time. This is an intuitively appealing result. Very often, this limiting value
of m(t) is also called the rate of renewals, or simply the rate (of the renewal process).
Secondly, a renewal process can be split into a number of less intensive renewal pro-
cesses. Let o; € (0,1] and }.7.; oy = 1 (the o; form a proper probability density). If we
have a renewal process with rate A and squared coefficient of variation of the renewal time
distribution C?, we can split it into n € IN* renewal processes, with rate o; A and squared

coefficient of variation ;C? + (1 — o) respectively.

Example 3.1. Poisson process.
Whenever the times between renewals are exponentially distributed, the renewal process
is called a Poisson process. A Poisson process has many attractive features which explains
part of its extensive use. The other part of the explanation is that for many processes
observed in practice, the Poisson process is a very natural representation.

When we have as renewal time distribution Fi(t) = 1—e*, ¢ > 0, we can derive that
M(t) = Xt and m(t) = XA. M(t) denotes the expected number of renewals in [0,t) and
m(t) denotes the average renewal rate. Finally, notice that the n-fold convolution of the

interrenewal time distribution has an Erlang-n distribution:

FP(t) =1~ ("f (mk) e, (3.13)

!
= K

This means that the time until exactly n renewals have taken place is Erlang-n distributed.
When n increases, the coefficient of variation decreases. This means that the variance that
exists in the individual realisations of the renewals, for larger numbers of renewals “averages
out”.

Finally, as we will also see in Section 3.8, in a Poisson process, the probability density
of the number of renewals in an interval [0,¢) has a Poisson distribution with parameter
At:

Pr{N() = n} = D" xe. (3.14)

n!
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This can be understood by considering (3.7) and realizing that F )((")(t) is an Erlang-n
distribution. In the subtraction (3.7) all the summands cancel against one another, except
the one with k = n for F&(¢) in (3.13). |

3.3 Discrete-time Markov chains

In this section we present in some detail the theory of discrete-time, discrete-state space
Markov processes. These types of stochastic processes are generally called discrete-time
Markov chains (DTMCs).

A DTMC has the usual properties of Markov processes: its future behaviour only
depends on its current state and not on states assumed in the past. Without loss of
generality we assume that the index set 7 = {0,1,2,---} and that the state space is
denoted by Z. The Markov property (3.3) has the following form:

PI'{Xn+] = in+1 |X() = io, e 7Xn = Zn} = Pr{XnJrl = in+1 |X'n = Z'n}y (315)

where g, ,ip+1 € Z. From this definition we see that the future (time instance n 4 1)
depends only on the current status (time instance n), and not on the past (time instances
n—1,---,0). Let p;j(n) = Pr{X,, = j} denote the probability of “being” in state j at
time n. Furthermore, define the conditional probability p;r(m,n) = Pr{X, = k|X,, =
j}, for all m = 0,--- n, ie. the probability of going from state j at time m to state
k at time n. Since we will only deal with time-homogeneous Markov chains, these so-
called transition probabilities only depend on the time difference | = n — m. We therefore
denote them as p;j (1) = Pr{Xm4i = k| X, = j}. These probabilities are called the [-step
transition probabilities. The 1-step transition probabilities are simple denoted p; (the
parameter 1 is omitted). The O-step probabilities are defined as p;;(0) = 1, whenever
j = k, and 0 elsewhere. The initial distribution p(0) of the Markov chain is defined as
p(0) = (po(0), - - -, p71(0)). By iteratively applying the rule for conditional probabilities, it
can easily be seen that

Pr{Xo =io, X1 = i1, -, Xo = tn} = Piy(0)Pig iy = ** Pin—yjin- (3.16)

This implies that the DTMC is totally described by the initial probabilities and the 1-step
probabilities. The 1-step probabilities are easily denoted by a state-transition probability

matriz P = (p;;). The matrix P is a stochastic matriz because all its entries p;; satisfy
0<pi; <1, and 3;p;; =1, for all 4.
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Figure 3.2: State transition diagram for the example DTMC

A DTMC is very conveniently visualised as a labeled directed graph with the elements
of T as vertices. A directed edge with label p; ; exists between vertices ¢ and j whenever

p;; > 0. Such representations of Markov chains are often called state transition diagrams.

Example 3.2. Graphical representation of a DTMC.
In Figure 3.2 we show the state transition diagram for the DTMC with state-transition

probability matrix

2 2

8 1 1|. (3.17)
0 4

O

Let us now calculate the 2-step probabilities of a DTMC with state-transition proba-
bility matrix P. We have

pi;i(2) = Pr{Xs = j| Xo = i} = > Pr{X, = j, X1 = k| X, = i}, (3.18)

ke
since in going from state i to state j in two steps, any state k& € T can be visited as
intermediate state. Now, due to the rules of conditional probabilities as well as the Markov

property, we can write

pii(2) = Y Pr{Xy=j,Xi = k|Xo =1}
kel
= Z PI"{.Xl = k'XU = ’L} PI‘{XQ = ]le = k7X0 = Z}
keT
= Z Pr{Xl = k'[Xo

kel

Il

i} Pr{X, = j|X; = k}
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= D PikPhy- (3.19)

ke
In the last equality we recognize the matrix product. We thus have obtained that the
2-step probabilities p; ;(2) are elements of the matrix P2. The above technique can be
applied iteratively, yielding that the n-step probabilities p; ;(n) are elements of the matrix
P". For the O-step probabilities we can write I = P?. The equation that established a

relation between the (m + n)-step probabilities and the m- and n-step probabilities is
Pt = pmpn (3.20)

which is generally known as the Chapman-Kolmogorov equation.

When we want to calculate p;(n) we can simply condition on the initial probabilities,
ie.,

pj(n) =Pr{X, =j} = Y Pr{Xo=1i}Pr{X, = j|Xo =i}
i€l

= >_pi(0)pi (n). (3.21)

€T

Writing this in matrix-vector notation, with p(n) = (po(n),p1(n), ), we arrive at
p(n) = p(0)P". (3.22)

Recalling that the index n in the above expression can be interpreted as the step-count or

the time in the DTMC, (3.22) indeed expresses the time-dependent or transient behaviour
of the DTMC.

Example 3.3. Transient behaviour of a DTMC.

Let us compute p(n) = p(0)P" for n = 1,2,3,--- with P as given in (3.17), and p(0) =
(1,0,0). Clearly, p(1) = p(0)P = (0.6,0.2,0.2). Then, p(2) = p(0)P? = p(1)P =
(0.50,0.28,0.22). We proceed with p(3) = p(2)P = (0.460,0.324,0.216). We could go
on and calculate many more p(n) values. What can already be observed is that the suc-
cessive values for p(n) seem to converge somehow, and that the elements of all the vectors

p(n) always sum to 1. m|

It is interesting to note that for many DTMCs (but definitely not all; we will discuss
conditions for convergence in the next section) all the rows in P™ converge to a common
limit when n — oco. For the time being, we assume that such a limit indeed exists and
denote it as v. Define

v; = lim p;(n) = lim Pr{X, = j} = lim Y p,(0)p;;(n). (3.23)
ier
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Writing this in matrix-vector notation, we obtain

v= lim p(n) = lim p(0)P". (3.24)
However, we also have
. N . N n+l __ : n —
U= nll’ngog(n +1)= nll_I)glOB(O)P = (nlggog(())P ) P =uP. (3.25)

We thus have established that whenever the limiting probabilities v exist, they can be
obtained by solving the system of linear equations

v=vP = oI-P)=0, (3.26)

with, since v is a probability vector, >, v; = 1, and 0 < v; < 1. Note that the vector v is
the left Eigenvector of P associated with Eigenvalue 1. The equivalent form on the right,
ie.,v(I — P) =0, will be discussed in Section 3.5 in relation to CTMCs.

The vector v is called the stationary or steady-state probability vector of the Markov
chain. For the Markov chains we will encounter, a unique limiting distribution will most
often exist. Furthermore, in most of the practical cases we will encounter, this steady-state

probability vector will be independent of the initial state probabilities.

Example 3.4. Steady-state probability vector calculation.
Let us compute v = vP with P as in the previous example, and compare it to the partially
converged result obtained there. Denoting v = (vy, v, v3) we have a system of three linear
equations:

v = 1170(61)1 + vg + 6v3),

vy = 55(201 + 8vy), (3.27)
£ (2vy + vy + 4ug).
Multiplying all equations by 10 and collecting terms yields

U3

4’U1 = Uy + 6U3,
2up = 2y, (3.28)
6vs = 2u; + va.

From the middle equation we obtain v; = v,. Substituting this in the other two equations
reveals that vs = v;/2. Using the fact that vy + v2 + vz = 1 then gives us v = (%, %, 1%)
Note that the observed convergence in the previous example goes indeed in the direction
of v. 0

The steady-state probabilities can be interpreted in two ways. One way is to see them
as the long-run proportion of time the DTMC “spends” in the respective states. The other
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way is to regard them as the probabilities that the DTMC would be in a particular state
if one would take a snapshot after a very long time. It is important to note that for large
values of n state changes do still take place in the DTMC.

Let us finally address the state residence time distributions in DTMCs. We have seen
that the matrix P describes the l-step state transition probabilities. If, at some time
instance n, the state of the DTMC is i, then, at time instance n + 1, the state will still
be ¢ with probability p;;, but the state will be j # ¢ with probability 1 — p;; = ¥, pi ;.
For time instance n + 1 a similar reasoning holds, so that the probability of residing still
in state i (given residence there at time instance n and n + 1) equals pfl Taking this
further, the probability to reside in state i for exactly m consecutive time steps equals
(1 — pii)piy ", that is, there are m — 1 steps in which the possibility (staying in i) with
probability p;; is taken, and one final step with probability 1 — p;; where indeed a step
towards another state j # i is taken. Interpreting leaving state ¢ as a success and staying
in state ¢ as a failure (one fails to leave) we see that the state residence times in a DTMC
obey a geometric distribution. The expected number of steps of residence in state ¢ then
equals 1/(1 — p;;) and the variance of the number of residence steps in state i then equals
pii/ (1 —pis).

The fact that the state residence times in a DTMC are geometrical distributions need
not be a surprise. When discussing the Markov property, we have stated that only the
actual state, at some time instance, is of importance in determining the future, and not the
residence time in that state. The geometric distribution is the only discrete distribution

exhibiting this memoryless property.

3.4 Convergence properties of Markov chains

As indicated in the previous section many DTMCs exhibit convergence properties, but
certainly not all. In this section we will discuss, in a very compact way, a number of
properties of DTMCs that help us in deciding whether a DTMC has a unique steady-state
distribution or not. In a similar way such properties can also be established for CTMCs
(see Section 3.5).

Let us start with a classification of the states in a DTMC. A state j is said to be
accessible from state ¢ if, for some value n, p; j(n) > 0, which means that there is a step
number for which there is a nonzero probability of going from state ¢ to j. For such a pair
of states, we write ¢ — j. If ¢ = j and j — i, then i and j are said to be communicating

states, denoted 7 ~ j. Clearly, the communicating relation (~) is:
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e transitive: if ¢ ~ j and j ~ k then ¢ ~ k;
o symmetric: by its definition in terms of —, i ~ j is equivalent to j ~ i;
o reflexive: for n = 0, we have p;;(0) = 1, so that ¢ — ¢ and therefore i ~ 1.

Consequently, ~ is an equivalence relation which partitions the state space in communi-
cating classes. If all the states of a Markov chain belong to the same communicating class,
the Markov chain is said to be irreducible. If not, the Markov chain is called reducible.

The period d; € IN of state i is defined as the greatest common divisor of those values n
for which p;;(n) > 0. When d; = 1, state 7 is said to be aperiodic, in which case, at every
time step there is a non-zero probability of residing in state 7. It has been proven that
within a communicating class all states have the same period. Therefore, one can also speak
of periodic and aperiodic communicating classes, or, in case of an irreducible Markov chain,
of an aperiodic or periodic Markov chain (consisting of just one communicating class).

A state 7 is said to be absorbing when lim, ,., p;;(n) = 1. When there is only one
absorbing state, the Markov chain will, with certainty, reach that state for some value of
n. A state is said to be transient or non-recurrent if there is a nonzero probability that the
Markov chain will not return to that state again. If this is not the case, the state is said to
be recurrent. For recurrent states, we can address the time between successive visits. Let
fi,j(n) denote the probability that exactly n steps after leaving state i, state j is visited for
the first time. Consequently, f;;(n) is the probability that the Markov chain takes exactly
n steps between two successive visits to state ¢. The probability to end up in state j # 7
when started in state ¢, can now be expressed as

fij= i fii(n). (3.29)
n=1

From this definition, it follows that if f;; = 1, then state ¢ is recurrent. If state i is
nonrecurrent then f;; < 1. In the case f;; = 1 we can make a further classification based

upon the mean recurrence time of state i:

e ]

n=1

A recurrent state ¢ is said to be positive recurrent (or recurrent non-null) if the mean
recurrence time m; is finite. If m; is infinite, state i is said to be null recurrent.

Having defined the above properties, the following theorem expresses when a DTMC
has a (unique) steady-state probability distribution.
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Theorem 3.1. Steady-state probability distributions in a DTMC.

In an irreducible and aperiodic DTMC with positive recurrent states:

e the limiting distribution v = lim,_, p;(n) = lim,_,. p; j(n) does exist;
e v is independent of the initial probability distribution p(0);

e v is the unique stationary probability distribution (the steady-state prob-
ability vector).

In most of the performance models we will encounter, the Markov chains will be of the
last type. When we do not state so explicitly, we assume that we deal with irreducible and
aperiodic DTMCs with positive recurrent states. When we are dealing with continuous-

time Markov chains, similar conditions apply.

3.5 Continuous-time Markov chains

In this section we present in some detail the theory of continuous-time Markov chains
(CTMCs). We first discuss how CTMCs can be constructed by enhancing DTMCs with
state residence time distributions in Section 3.5.1. We then present the evaluation of the
steady-state and transient behaviour of CTMCs in Section 3.5.2; this section also includes

examples.

3.5.1 From DTMC to CTMC

As before, we assume without loss of generality that the state space is denoted T =
{0,1,2,---}. In DTMCs we have only been addressing abstract time steps up till now.
No “physical” time has been associated with these steps. With CTMCs we interpret the
index as real time, i.e., we denote T = [0,00), where ¢ = 0 is the time point at which the
CTMC starts, and is in its initial state.

The easiest way to introduce CTMCs is to develop them from DTMCs. We do so by
associating with every state ¢ a state residence time distribution. Since for CTMCs the
general Markov property must be valid, we do not have complete freedom to choose any

state residence time distribution. Recalling the Markov property, we must have, for all
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non-negative ¢y <ty < -+ <t,yq and o, 21, , Tnir:

Pr{X(tn+1) = Tp41| X (to) = @0, -+, X (tn) = 2p} = Pr{X(tn41) = Tn1| X (tn) = 20}

(3.31)
As can be observed, the probability distribution for the (n + 1)-th state residence time
only depends on the current (n-th) state and not on the time the chain has already resided
in the current state, nor on states assumed in the past. This implies that a memoryless
continuous distribution is needed to describe the state residence times. Since there is only
one memoryless continuous distribution, we have little choice here. Indeed, as will be
shown later, the state residence times in CTMCs are exponentially distributed. Thus, we
can associate with every state ¢ in the CTMC a parameter u; describing the rate of the
exponential distribution, that is, we have as residence distribution in state i:

Fi(t)=1—e#' t>0. (3.32)

The vector p = (---, y;,--+) thus describes the state residence time distributions in the
CTMC. We can still use the state transition probability matrix P to describe the state
transition behaviour. The initial probabilities remain p(0). The operation of the CTMC
can now be interpreted as follows. When entering state i, the CTMC will “stay” in 7 for
a random amount of time, distributed according to the state residence distribution F;(t).
After this delay, a state change to state j will take place with probability p; ;; to ease
understanding at this point, assume that p;; = 0 for all <.

Instead of associating with every state just one negative exponentially distributed de-
lay, it is also possible to associate as many delays with a state as there are transition
possibilities. We therefore define the matrix Q with ¢;; = w;p;;, in case ¢ # j, and
Gii = — iy = — M (in some publications the diagonal entries g;; are denoted as —g¢;
with ¢ = 32, ¢:,;). Notice that since we assume that p;; = 0, we have ¢;; = —p;. Using
this notation allows for the following interpretation. When entering state ¢, it is investi-
gated which states j can be reached from ¢, namely those j # ¢ for which ¢; ; > 0. Then,
for each of these possibilities, a random variable is thought to be drawn, according to the
(negative exponential) distributions Fj_,;(t) = 1 — e %3%; these distributions model the
delay perceived in state ¢ when going from i to j. One of the “drawn” delays will be the
smallest, meaning that the transition corresponding to that delay will take the smallest
amount of time, and hence will take place. The possible transitions starting from state ¢
can be interpreted as if in a race condition: the faster one wins.

Why is this interpretation also correct? The answer lies in the special properties of the

employed negative exponential distributions. Let us first address the state residence times.
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Being in state ¢, the time it takes to reach state j is exponentially distributed with rate
¢i,j- When there is more than one possible successor state, the next state will be such that
the residence time in state ¢ is minimised (race condition). However, the minimum value
of a number of exponentially distributed random variables with rates ¢;; (j # ¢) is again
an exponentially distributed random variable, with as rate the sum 3>, ; g; ; of the original
rates. This is exactly equal to the rate y; of the residence time in state i.

A second point to verify is whether the state transition behaviour is still the same.
In general, if we have n negative exponentially distributed random variables X (with
rates li), then X; will be the minimum of them with probability l;/ > ; k. In our case,
we have a number of competing delays when starting from state ¢, which are all negative
exponentially distributed random variables (with rates g; ;). The shortest one will then
lead to state j with probability

qi,j _ Di,j i

= pi, 3.33)
ki Gk I8 ¢ (

which shows the equivalence of the transition probabilities in both interpretations.

Let us now discuss the case where p;; > 0, that is, the case where, after having resided
in state ¢ for an exponentially distributed period of time (with rate p;), there is a positive
probability of staying in ¢ for another period. In particular, we have seen in Section 3.3
that the state residence distributions in a DTMC obey a geometric distribution (measured
in “visits”), with mean 1/(1 — p; ;) for state i. Hence, if we decide that the expected state
residence time in the CTMC constructed from the DTMC is 1/u;, the time spent in state
i per visit should on average be (1 — p;;)/p;. Hence, the rate of the negative exponential
distribution associated with that state should equal p;/(1 — p;;). Using this rate in the
above procedure we find that we have to assign the following transition rates for j #

HiDij Pij
1—pis - Ml — Dig

%= = p; Pr{jump i — j|jump away from i}, j #1, (3.34)
that is, we have renormalised the probabilities p; ; (j # 7) such that they make up a proper
distribution. To conclude, if we want to associate a negative exponential residence time
with rate p; to state i, we can do so by just normalising the probabilities p;; (j # 7)

appropriately.

3.5.2 [Evaluating the steady-state and transient behaviour

As DTMCs, CTMCs can be depicted conveniently using state transition diagrams. These
state transition diagrams are labelled directed graphs, with the states of the CTMC repre-
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sented by the vertices. An edge between vertices i and j (i # j) exists whenever ¢;; > 0.
The edges in the graph are labelled with the corresponding rates.

Formally, a CTMC can be described by an (infinitesimal) generator matric Q = (g; ;)
and initial state probabilities p(0). Denoting the system state at time t € T as X(t) € Z,
we have, for h — 0:

Pr{X(t+h) =j|X({@) =i} =g h+o(h), i#], (3.35)

where o(h) is a term that goes to zero faster than h, i.e., lim;_o0(h)/h = 0. This result
follows from the fact that the state residence times are negative exponentially distributed.
The value ¢; ; (¢ # j) is the rate at which the current state 7 changes to state j. Denote
with p;(t) the probability that the state at time ¢ equals &: p;(t) = Pr{X(t) = i¢}. Given
pi(t), we can compute the evolution of the Markov chain in the very near future [¢,t + h),
as follows:

pi(t+h) = pi(t)Pr{do not depart from i} + > p;(t) Pr{go from j to i}
J#i

pi(t) (1 - Qi,jh) + (Z P (t)ij,i) h + o(h). (3.36)

j#i J#

Now, using the earlier defined notation ¢;; = — 3., ¢; ;, we have
pi(t + h) = pi(t) + (Z q;:p;(t ) h+ o(h). (3.37)
jeT

Rearranging terms, dividing by h and taking the limit A — 0, we obtain

/ g Pt th) -
pi(t) = }HD h J;I Q?,Zp] (3.38)

which in matrix notation has the following form:

Pt =p1)Q, (3.39)

where p(t) = (---,pi(t),-+) and where the initial probability vector p(0) is given. We
thus have obtained that the time-dependent or transient state probabilities in a CTMC are
described by a system of linear differential equations, which can be solved using a Taylor
series expansion as follows:

p(0) = 206 = 500) (32 4T). (3.40)
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As we will see in Chapter 15, this solution for p(t) is not the most appropriate to use.
Other methods will be shown to be more efficient and accurate.

In many cases, however, the transient behaviour p(t) of the Markov chain is more than
we really need. For performance evaluation purposes we are often already satisfied when
we are able to compute the long-term or steady-state probabilities p; = lim; ., p;(t). When
we assume that a steady-state distribution exists, this implies that the above limit exists,
and thus that lim,_ ., p;(t) = 0. Consequently, for obtaining the steady-state probabilities
we only need to solve the system of linear equations:

pPQ=0, Y p=1 (3.41)
€L
The right part is added to ensure that the obtained solution is indeed a probability vector;
the left part alone has infinitely many solutions, which upon normalisation all yield the
same probability vector.

It is important to note here that the equation pQ = 0 is of the same form as the equation
v = vP we have seen for DTMCs. Since this equation can be rewritten as v(P —I) = 0,
the matrix (P — I) can be interpreted as a generator matrix. It conforms the format
discussed above: all non-diagonal entries are non-negative and the diagonal entries equal
the (negated) sums of the off-diagonal elements in the same row.

Given a CTMC described by Q and p(0), it is also possible to solve the steady-state
probabilities via an associated DTMC. We therefore construct a state-transition probability
matrix P with p;; = ¢;;/|¢:i| (¢ # j) and with diagonal elements p;; = 0. The resulting
DTMC is called the embedded Markov chain corresponding to the CTMC. The probabilities
pi,; represent the branching probabilities, given that a transition out of state i occurs in
the CTMC. For this CTMC we solve the steady-state probability vector v via vP = v; v;
now represents the probability that state 7 is visited, irrespective of the length of staying
in this state. To include the latter aspect, we have to renormalise the probabilities v; with
the mean times spent in each state according to the CTMC definition. In the CTMC, the

mean residence time in state ¢ is 1/¢;, so that the steady-state probabilities for the CTMC
become:

vi/q;
pi=

= ———, foralli. (3.42)
i/

Example 3.5. Evaluation of a 2-state CTMC.
Consider a computer system that can either be completely operational or not at all. The
time it is operational is exponentially distributed with mean 1/A. The time it is not

operational is also exponentially distributed, with mean 1/u. Signifying the operational
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7

Figure 3.3: A simple 2-state CTMC

state as state “1”, and the down state as state “0”, we can model this system as a 2-state
CTMC with generator matrix Q as follows:

Q=(_)\” _”A) (3.43)

Furthermore, it is assumed that the system is initially fully operational so that p(0) = (0, 1).
In Figure 3.3 we show the corresponding state transition diagram. Note that the numbers
with the edges are now rates and not probabilities.

Solving (3.41) yields the following steady-state probability vector:

A jZ
=(-2— ). 3.4
£ ()\+u )\+u) (3.44)

This probability vector can also be computed via the embedded DTMC which is given as:

01
P:(lo). (3.45)

L 1), indicating that both states are visited equally often.

202
However, these visits are not equally long. Incorporating the mean state residence times,
being respectively 1/u and 1/), yields

Solving for v yields us v = (

3 33 A p
b e e - T , (3.46)
s(+3) 5+ 3) thAtH

which is the solution we have seen before.

We can also study the transient behaviour of the CTMC. We then have to solve the
corresponding system of linear differential equations. Although this is difficult in general,
for this specific example we can obtain the solution explicitly. From

p(t) = p(0)e?, (3.47)
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Figure 3.4: Steady-state and transient behaviour of a 2-state CTMC

we derive
A A
t) = ——— — Ot
Po(t) At Atp
© A —(Atp)t
t) = — 4+ —— HE, .
) = 3t ye (3.48)

Notice that po(t) + p1(¢) = 1 (for all ¢) and that the limit of the transient solutions for
t — oo indeed equals the steady-state probability vectors derived before. In Figure 3.4 we
show the transient and steady-state behaviour of the 2-state CTMC for 3A=p=1. O

Example 3.6. Availability evaluation of a fault-tolerant system.

Consider a fault-tolerant computer system consisting of three computing nodes and a single
voting node. The three computing nodes generate results after which the voter decides upon
the correct value (by selecting the answer that is given by at least two computing nodes).
Such a fault-tolerant computing system is also known as a triple-modular redundant system
(TMR). The failure rate of a computing node is A and of the voter v failures per hour (fph).
The expected repair time of a computing node is 1/y and of the voter is 1/§ hours. If the
voter fails, the whole system is supposed to have failed and after a repair (with rate ¢) the
system is assumed to start “as new”. The system is assumed to be operational when at

least two computing nodes and the voter are functioning correctly.
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Figure 3.5: CTMC for the TMR system

To model the availability of this system as a CTMC, we first have to define the state
space: Z = {(3,1),(2,1),(1,1),(0,1),(0,0)}, where state (i, j) specifies that i computing
nodes are operational as well as j voters. Note that the circumstance of the computing
nodes does not play a role any more as soon as the voter goes down; after a repair in
this down state the whole system will be fully operational, irrespective of the past state.
Using the above description, the state-transition diagram can be drawn easily, as given in

Figure 3.5. The corresponding generator matrix is given as:

—(3\ +v) 3\ 0 0 v
7 —(p+22+v) 2X 0 v
Q= 0 I —(u+Xr+v) A v (3.49)
0 0 o —(u+v) v
) 0 0 0 -4

We assume that the system is fully operational at ¢ = 0. The following numerical param-
eters are given: A = 0.01 fph, v = 0.001 fph, g = 1.0 repairs per hour (rph) and § = 0,2
rph.

We can now compute the steady-state probabilities by solving the linear system pQ = 0
under the condition that >, p; = 1, which yields the following values:

(i By | ey | oy | ©y | ©0
P; | 9.6551 x 107" | 2.8936 x 1072 | 5.7813 x 10~* | 5.7755 x 10® [ 4.9751 x 10~

The probability that the system is operational can thus be computed as 0.99444. Although
this number looks very good (it is very close to 100%) for a non-stop transaction processing
facility, it would still mean an expected down-time of 48.7 hours a year ((1 — 0.99444) x
24 x 365).
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Figure 3.6: Transient probabilities for the TMR system (1)

We can also address the transient behaviour of this small CTMC by numerically solving
the differential equations for p(¢) with a technique known as uniformisation (see Chap-
ter 15). In Figure 3.6 we show the probability ps;(t) for the first 10 hours of system
operation. As can be observed, the transient probability reaches the steady-state probabil-
ity relatively fast. A similar observation can be made for the other transient probabilities
in Figure 3.7 (note the logarithmic scale of the vertical axis). O

3.6 Semi-Markov chains

It is possible to associate other than exponential distributions with the states in a Markov
chain. In semi-Markov chains (SMCs) the rate of the transition from state ¢ to state j
may depend on the time already spent in state ¢ (since the last entrance) but not on states
visited before entering state ¢ nor on any previous residence times. Thus, we deal with a
time-dependent probability matrix K(t) known as the kernel of the SMC, where an entry
k; ;(t) equals the probability that, after having entered state 7, it takes at most ¢ time units
to switch to state j (given that no transition to any other state takes place).

We can now define two important intermediate quantities. First, we define p;; =
lim,_, k; j(t) which expresses the probability that once state i has been entered, the next
state will be j. Furthermore, we define Fj(t) = 3, ki ;(t). As before, Fi(t) is the residence
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Figure 3.7: Transient probabilities for the TMR system (2)

time distribution for state i (per visit to state ¢). Using these two definitions we can
describe the operation of an SMC as follows. Once state ¢ has been entered, the residence
time in that state will be a random variable with distribution Fi(t) (and density f;(t)).
After this period, the state changes to j with probability p; ;.

To obtain the steady-state probabilities for an SMC, we can follow the same method
as has been presented to solve the steady-state probabilities for CTMCs using DTMCs.
Indeed, at the moments of state changes, the SMC behaves exactly as a DTMC. Therefore,
we can compute the steady-state probabilities for the DTMC with P = (p; ;), denoted here
as v. Now, we have to compute the average state residence times f; for all states ¢ in the
SMC. We do this directly from the state residence time distributions:

fi= /Ooo tfi(t)dt. (3.50)

‘We then obtain the steady-state probabilities in the SMC by taking these residence times
into account, as follows:
P = vif;
Y

for all <. (3.51)
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3.7 The birth-death process

A special case of the CTMCs discussed in Section 3.5 is the birth-death process. Since such
processes have many applications in queueing theory (see also Chapter 4) we introduce
them here. A birth-death process on state space T = {0,1,2,---} is a CTMC in which
from any state ¢ € IN* only transitions to the neighbouring states ¢ — 1 and i + 1 are
allowed. From state 0, the only allowed transition is to state 1. When interpreting the
current state ¢ € IV as the current population in a system, a birth occurs with rate A; > 0,
resulting in state 7 + 1. On the other hand, from state ¢ € INT a death occurs with rate
i > 0, resulting in state ¢ — 1. This type of CTMC is characterised by a tridiagonal
generator matrix Q as follows:

—Xo Ao 0
—(\ + A 0 «-¢ o ..
Q= H1 (A + 1) 1 L (3.52)

0 Lo —(A2tp2) A O

Birth-death models do not necessarily have an infinite state space. a finite state space
T ={0,1,2,---,n} is also possible. The interpretation of state n is then such that no
births can occur in this state. We will see in Chapter 4 that birth-death models are
very well suited for the analysis of elementary queueing stations. Moreover, due to the
tridiagonal structure of Q the solution of the system of linear equations (3.41) can in many

cases be given explicitly.

3.8 The Poisson process

Consider a birth-death model on an infinite state space Z = {0,1,2,---} with two special

properties:

1. All the birth-rates are equal to one another, i.e., A; = A, 1t =0,1,2,-++; A is called
the intensity or rate of the Poisson process;

2. All the death-rates are equal to 0, i.e,pu; =0, 1 =1,2,3,---.

We deal here with a pure birth model with constant birth-rate. The state probability
pi(t) = Pr{N(t) = i} can be obtained by solving the differential equation p'(t) = p(t)Q
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with
-2 A 0
0O =x X 0 553
Q= 0 0 =X X 0 (3:53)
It can be shown (see also the exercises) that
0 QY :
pi(t) =Pr{N({) =i} = e t>0, i N (3.54)

Consequently, N(t) is distributed according to a Poisson distribution with parameter At
(also E[N(t)] = ajzv(t) = At). Notice that N(t) is exactly equal to the number of births in
[0,), and thus the state of the CTMC indicates the count of births. The time between
state changes is exponentially distributed with rate \.

There are two other properties of the Poisson process of importance in practical mod-
elling studies (in Figure 3.8 we visualise these two properties):

e Merging of independent Poisson streams: n independent Poisson streams with inten-
sities A; through A, can be merged to form a single Poisson stream with intensity
Ar 4+ A

e Splitting of a Poisson stream: A Poisson stream with intensity A can be split into
n > 1 Poisson streams with intensities ;A through o, A, with «y, -+, @, > 0, and

n _
i1 0 = 1.

Notice that the merging property does not hold for all renewal processes; the splitting
property, however, does.

Another important property of Poisson processes is the PASTA property; it will be
discussed in Section 4.3. Finally, recall that we have discussed two ways to arrive at a
Poisson process: (i) as a special renewal process with negative exponential renewal time
distributions, and (ii) as a special birth-death process with constant birth-rate and zero
death-rate.

3.9 Renewal processes as arrival processes

Stochastic processes describing the arrival streams of jobs at a queueing station are often
assumed to be renewal processes. This implies that the times between successive arrivals
are assumed to be independently and identically distributed. Via the choice of the renewal
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Figure 3.8: Merging and splitting of Poisson streams

time distribution, a wide variety of arrival processes can be constructed. For instance,
the network traffic generated by a fixed bit-rate voice source will be very deterministic,
e.g., with a rate of 8000 packets/second, and with the packets equidistantly spaced in time.
On the other hand, the data traflic generated over a network by a general computer user
will have a high variance: periods of long inactivity, e.g., for local word processing, will be
followed by high activity periods, e.g.,for the sending and receiving of files or programs
to/from a file server. Consequently, the variance of the interrenewal time distribution will
be high.

As we have seen before, the Poisson process is a very special case of a renewal process.
One can, of course, use many distributions other than the exponential for the interrenewal
times. A class of distributions that is very well suited for this purpose is the class of
phase-type distributions (PH-distributions). The resulting PH-renewal processes have the
nice property that they fall within the range of Markovian models, thus allowing for many
analysis techniques (see also Chapter 8).

We present some background on PH-distributions in Section 3.9.1 and continue with

the description of a number of special PH-renewal processes in Section 3.9.2.

3.9.1 Phase-type distributions

PH-distributions are an important class of distributions that can be seen as generalisations
of the exponential distribution. In Figure 3.9 we depict the exponential distribution as an
absorbing CTMC with two states. The initial probability distribution p(0) = (1,0), and
the time until absorption (in state 1) has an exponential distribution with rate A. When we

now generalise the single state (state 0) of this CTMC into a number of states, but maintain
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Figure 3.9: The exponential distribution as a phase-type distribution

the property that the CTMC is absorbing in a single state, we obtain a PH-distribution.
The time until absorption consists of a number of phases, each of exponentially distributed
length. The initial probability distribution is denoted a (as far as the non-absorbing states
are concerned).

To generalise this, consider a CTMC on the state space Z = {1,---,m,m + 1}, with

Q:(T ’T'O), (3.55)

0 0

generator matrix

where T is an m x m matrix with ¢;; < 0 (i =1,---,m), t;; > 0 (i # j) and 7° is a
column vector with nonnegative elements. The row sums of Q equal zero, i.e., T1+7° = 0.
Notice that T by itself is not a proper generator matrix. The initial probability vector is
given as (@, Om1) with @1 + ey, 1 = 1. Furthermore, the states 1,---,m are transient,
and consequently, state m + 1 is the one and only absorbing state, regardless of the initial
probability vector. In Figure 3.10 we visualise this.
The probability distribution F(z) of the time until absorption in state m + 1 is then
given as [217]:
F(z) =1-ae™1, z>0. (3.56)

We now can define a distribution F(z) on [0,00) to be of phase type, if and only if it is
the distribution of the time to absorption in a CTMC as defined above. The pair (o, T) is
called a representation of F(z). Note that since Q is a generator matrix of which the row

sums equal 0, the elements of 7° can be computed from T. Then, the following properties

hold:
e the distribution F(z) has a jump of @41 at £ = 0 and its density on (0, 00) equals
f(z) = F'(z) = ae™T".
e the moments E[X?] of F(z) are finite and given by

E[X'] = (-1)'i(@T 1), i= 01, (3.57)
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transient states ~®
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Figure 3.10: Schematic view of a PH distribution

Examples of PH-distributions are the earlier mentioned exponential distribution, the Erlang-
k distribution, and the hyper- and hypoexponential distribution. Note that these well-
known PH distributions are all represented by acyclic CTMCs. The definition above,
however, also allows for the use of non-acyclic CTMCs.

Important to note is the fact that the first moment of a PH-distribution exactly ex-
presses the mean time to absorption in an absorbing CTMC. Using (3.57) for that specific

case, we obtain:
E[X] = —aT™ 1. (3.58)

Note that the last multiplication (with 1) is just included to sum the elements in the
row-vector —aT~!. We thus can also write:

m
EX]=) zi=z-1, with z=-aT™, (3.59)
=1
where = (z1,--+,Zy) is a vector in which z; denotes the mean time spent in state ¢

before absorption. Instead of explicitly computing T~! and performing a vector-matrix

multiplication, it is often smarter to solve the linear system

zT = —q, (3.60)
to obtain z and compute E[X] = ¥_; ;. In a similar way we can compute the j-th moment
E[X’] = ,-:r:z(j) where the vector zU) follows from

29T = (—1)jla (3.61)

Suppose we have already computed zV) and want to compute zU+Y), we then proceed as
follows:
DT = (— 1)+ (j + 1)l (3.62)
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Multiplying both sides of this equation with T~/ we obtain

20T = (=1t + DlaT™
—(+1) () ()!aT™ = ~(j + 1)z, (3.63)
ANy

2

Il

that is, we have obtained a linear system of equations that expresses U™V in terms of .
If we solve this linear system of equations with a direct method such as LU-decomposition
(see Chapter 15) we only have to decompose T once and we can compute successive vectors
2\ using back-substitutions only. However, if T is large and we only require the first few

moments, then an iterative solution might be the fastest way to proceed.

3.9.2 Phase-type renewal processes

In this section we discuss a number of PH-renewal processes that have practical significance.

The Ej-renewal process

The Erlang-k distribution is a phase-type distribution consisting of a series of k exponential
phases, followed by a single absorbing state. An Erlang-£ distribution results when the
sum of k independent and identically distributed exponential random variables is taken.
The squared coefficient of variation of the Erlang-k distribution is 1/k. Consequently, for
large k, it approaches a deterministic arrival pattern. Erlang-k interarrival time distribu-
tions are often used to approximate true deterministic arrivals patterns (which cannot be
incorporated in Markov models).

Instead of Erlang-k interarrival times, one can also define hypo-exponentially dis-
tributed interarrival times; they are the sum of a number of independent exponentially
distributed random variables which need not be identically distributed. Hypo-exponentially
distributed interarrival times also have a squared coefficient of variation at most equal to 1.
It can be shown though, that no hypo-exponential distribution with & phases yields a co-
efficient of variation smaller than 1/k, i.e., the Erlang-k distribution is the PH-distribution

with the smallest coefficient of variation, for given k.

The Hi-renewal process

Where the Erlang-k distribution is a series of exponential phases, the hyperexponential
distribution can be interpreted as a probabilistic choice between k exponential distributions

(see Figure 3.11), As this probabilistic choice introduces extra randomness, one can imagine
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Figure 3.11: The hyperexponential distribution as a phase-type distribution

that for the Hy-renewal process the squared coefficient of variation is at least equal to 1.
When modelling “bursty” traffic sources, this therefore seems to be a good choice.
Often, a two-phase hyperexponential distribution is used. The H,-distribution has

three free parameters, o, A\; and Ay, so that
Fi,(t) =1 —ae™f — (1 —a)e ™, t>0. (3.64)

Fitting such a distribution on the first and second moment (or coefficient of variation)
derived via measurements, leaves one free parameter. Therefore, often the Hy distribution
with balanced means is taken. The balanced means property can be expressed mathemat-
ically as a/A; = (1 — a)/X. This extra equation can then be used to fit the interarrival
time distribution.

Suppose that measurements have revealed that the first moment of the interarrival
times in a job stream can be estimated as X , and that the squared coeflicient of variation

can be estimated as CA?{, then the parameters of the Hy distribution can be expressed as

72 1 2 2(1 —
o=l |Gkt 2y 2l-a) (3.65)
2 2\C%+1 X X

The Cox-renewal process

follows:

A well-known class of PH-distributions is formed by the Cox distributions. They can be
regarded as a generalisation of the Erlang distributions. A Cox distribution consists of
n exponential phases, with possibly different rates A; through A,. Before each phase,
it is decided whether the next phase is entered (with probability 1 — ;) or not (with
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Figure 3.13: The interrenewal distribution of the IPP as a phase-type distribution

probability 7;). The Cox distribution is visualised in Figure 3.12 where the small black
diamonds indicate the probabilistic choices to be made before each exponential phase.
With a proper choice of parameters, coefficients of variation both smaller and larger than
1 can be dealt with.

The interrupted Poisson process

In many telecommunication systems, the arrival stream of packets can be viewed as a
Poisson stream, however, switched on and off randomly. The on-period then corresponds
to an active period of a source, the off-period to a passive period of a source. The on- and
off-periods are determined by the characteristics of the source. As an example of this, one
can think of the stream of digitised voice packets that is originating from a telephone user:
periods of speaking are interchanged with periods of silence. These two period durations
determine the on- and off-time distributions. When on, the rate of digitised voice packets
determines the rate of a Poisson process. When off, no arrivals are generated. The on/off-
process is also called an interrupted Poisson process (IPP).

In Figure 3.13 we depict the interrenewal distribution of the IPP as a PH-distribution.
Starting state is, deterministically, state 1, representing the on-state. In that state, a
renewal period can end, i.e.,an arrival can take place, via the transition with rate A to the
absorbing state. However, instead of an arrival, also the active period can end, according to

the transition with rate ; o to state 0, the off-state. After an exponentially distributed off-
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period, with rate 7o ; the on-state is entered again. The generator matrix of this absorbing
CTMC is given as

—Y0,1 Yo,1 0
Qrp=| mo —(mo+XA) A [, (3.66)
0 0 0

and the initial probability vector @ = (0,1). Note that due to the choice of ¢, we have
established that after a packet arrival (an absorption) the PH distribution starts anew in

state 1 (a renewal) so that the arrival process remains in a burst. From Qpp, we have
—Yo1 7Yo1
T = (3.67)
( Y0 —(710 + A) ) ’

so that we can easily derive moments, using (3.57):
E[X] = (-n)1140,1)-T7'.1

- _ 1 (0 1) . _(’71,0 + A) —70,1 =
Yo —Y1,0 —Yo,1 B

_ 1 71,0
- e, 559

Y01
Note that the inverse of a 2 x 2 matrix can be expressed directly:

a b 1 d -b
A= — Ao
(c d) det(A)<—c a )’

where det(A) = ad — cb is the determinant of matrix A.

The first moment E[X] of an IPP can also be obtained using an alternative calculation
as follows. When one enters the initial state of an IPP, i.e.,state 1 in Figure 3.13, the
average time until absorption E[X] consists of a number of phases. With probability
1, there is residence in state 1, with average length 1/(A + v1,0). Then, with probability
1.0/ (A+71,0), a state change to state 0 takes place, adding to the average time to absorption
1/70,1, the average state residence time in state 0, plus, after returning to state 1 again,
another E[X]. In other words, when entering state 1 for the second time, it is as if one

enters there for the first time. In equational form, this can be written as

1 M0 ( 1 )
EX]= + : — + E[X]]. 3.69
X A+70  A+710 \Yoa X ( )
Collecting terms, this can be written as
1 N 0)
EX|=—-|1+—], 3.70
X =g (122 70)

which is the result we have seen before.
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3.10 Summary of Markov chains

To finish this chapter, we present in Table 3.1 an overview of the three classes of Markov
chains we have discussed.

As can be observed from this table, to obtain the steady-state behaviour of Markov
chains (DTMCs, CTMCs and SMCs) we need to solve systems of linear equations. How
can this best be done? To answer this question, we first have to answer whether the Markov
chain under study, and thus the corresponding system of linear equations, exhibits a special
structure. This is for instance the case when we are addressing a Markov chain that actually
is a birth-death process (where the generator matrix has a tri-diagonal structure). If such
a special structure does exist, we can often exploit it, yielding explicit expressions for the
steady-state probabilities, even when the number of states is infinitely large. Examples of
such cases will be discussed in Chapter 4 where we discuss birth-death models, in Chapter 8
where we discuss quasi-birth-death models, and in Chapters 10 through 13 where we discuss

queueing network models.

When the Markov chain under study does not exhibit a nice structure but is finite,
we can still obtain the steady-state probabilities by solving the system of linear equations
with numerical means (known from linear algebra). For small Markov chains, say, with up
to 5 states, we might be able to perform the computations “by hand”. For larger models,
with up to 100 or even 1000 states, we might employ so-called direct techniques such as
Gaussian elimination of LU-decomposition. For even larger models, with possibly tens or
hundreds of thousands of states, we have to employ iterative techniques such as Gauss-
Seidel iterations or the successive over-relaxation technique. We will come back to these
techniques in Chapter 15.

As can also be observed from Table 3.1, to evaluate the transient behaviour of DTMCs
just requires matrix-vector multiplications. To evaluate the transient behaviour of CTMCs
we have to solve a system of linear differential equations. For CTMCs with an infinite
state space, the transient behaviour can only be obtained in very special cases which
go beyond the scope of this book. For finite CTMCs, explicit expressions (closed-form
solutions) for the transient behaviour can be obtained, e.g., when the CTMC is acyclic. For
general CTMCs, however, we have to solve the system of differential equations numerically,
either via standard techniques such as Runge-Kutta methods, or via a technique specially
developed for CTMCs, known as uniformisation. We will also discuss these techniques in
Chapter 15.
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DTMC CTMC SMC
initial probabilities p(0) p(0) p(0)
transitions P = [p; ;] Q = [gi4] P = [p;j]
interpretation probabilities rates probabilities
state residence steps, mean 1/p;;  implicit in rates, mean 1/¢;; F;(t), mean h;
times (geometric number) (negative exponential) (any distribution)
steady-state vP=v pQ =0 vP=v, 3,v,=1
distribution Sivi=1 Yupi=1 pi = vih;/ > vihj
transient p(n) = p(0)P" p'(t) =p(t)Q not addressed
distribution =p(n—-1)P given p(0)

Table 3.1: Tabular overview of three classes of Markov chains

3.11 Further reading

More information on stochastic processes, in much more detail than we have presented here,
can be found in many mathematics textbooks. We mention Kemeny and Snell [154], Feller
[87], Howard [138, 139], Cinlar [55], Wolff [290] and Ross [247]. Phase-type distributions
have extensively been treated by Neuts [217]. Cox introduced the Coxian distributions

[69]. Many books on performance evaluation also contain chapters on stochastic processes.

3.12 Exercises

3.1. Poisson and renewal processes.

We consider a collection of overhead projectors. The life-time of a light-bulb in the i-th
overhead projector is given by the stochastic variable L;. All variables L; obey a negative
exponential distribution with mean 1000 hours. A university teaching term lasts 16 weeks
of 5 days of 8 hours each, hence 640 hours.

1. Assume that an overhead projector has a built-in spare light-bulb. Compute the

probability that an overhead projector becomes useless during a term.

2. Assume now that a projector does not have its own spare light-bulb. Instead, the
warden who is in charge of the 5 overhead projectors in the computer science building
is keeping spare light-bulbs. How many spare light-bulbs should he have at his
disposal to assure that the probability that an overhead projector becomes unusable

during a term is below 10%?
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3.2. Alternating renewal processes.
An extension of the renewal process is the alternating renewal process in which the inter-
event times are distributed alternatingly according to two distributions: Xj; is distributed
as U with given distribution Fy and Xs;,; is distributed as D with given distribution
Fp (i € IN). This type of process is often used to model the operational lifetime of a
component which switches between “up” and “down” periods.

Define the length of the i-th cycle as C; = Xy; + X2;41 and assume that U and D both
are negative exponentially distributed with rates 1/10 and 2/3 respectively.

1. Compute the mean up-, down-, and cycle-time.
2. Give the distribution of the length of a cycle.

3. Compute the percentage of time the renewal process resides in an “up”-period, given
a very long observation interval (¢ — oo); this quantity is often called the steady-state
availability A.

4. Give the probability of having exactly n cycles in an interval [0,¢).
3.3. Exponential distribution.

Derive expressions for the distribution, the density and the first two moments of an expo-

nential distribution, thereby using the more generally applicable results for PH-distributions.

3.4. A small CTMC.
Given is a CTMC with generator matrix

4 1 3 0
0 -2 2 0
Q= 0 0 -1 1

Draw the state-transition diagram of this CTMC and compute the steady-state probabili-
ties (i) directly from the CTMC specification, and (ii) via the embedded DTMC.

3.5. Multiprocessor interference [adapted from [280]].
Consider a shared-memory multiprocessor system consisting of n processors and m memory
modules all connected to an interconnection network (which we do not address any further).

We make the following assumptions:
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all memory modules can be addressed independently from one another and in parallel;
every memory access takes a fixed amount of time (the same for all modules);
every memory module can serve one request per time unit;

every processor has at most one outstanding request for a single memory module;

as soon as a memory request has been answered, a processor immediately issues a
new request for memory module ¢ with probability g; where 5=, ¢; = 1 (the values g;

are independent of the processor index (uniform memory access assumption)).

Consider the case where n = m = 2.

3.6.

. Construct a DTMC (with three states) that describes the access pattern of the pro-

cessors over the memory modules; use as state description a tuple (ny,ny) where n;

is the number of processors accessing memory module 7; clearly, n; + ny = n.

. Compute the steady-state probability of having no memory-access conflicts and the

probability of having memory-access conflict at memory module 7.

. Compute the mean number of requests, denoted E[B] for bandwidth, the memory

handles per unit of time.

. Compute the maximum value E[B] can attain as a function of ¢; and g».

Two-component availability model.

A component of a system can either be up or down. The component has an exponentially

distributed lifetime with mean 1/X; the repair of a component takes an exponentially
distributed amount of time with mean 1/p.

1.

Describe the state of a component as a simple CTMC.

Compute the steady-state probabilities p; for the component to be operational or not
(this probability is often called the availability).

Consider the case where we have two identical components (each with their own
repair facility). Describe the states of these two components as a CTMC.

Compute the steady-state probabilities p; ; of the two components together and show
that p; ; = p;p; where p; (and p;) have been computed above.



66 3 Stochastic processes

5. How would the availability of just a single repair facility for both the components
affect the steady-state probabilities p; ;7 First reason about the expected changes in
avaﬂability and then explicitly compute the probability that both components are
operational (using a three-state CTMC).

3.7. Poisson distribution and Poisson processes.
Show that the expected number of arrivals in [0,%) in a pure birth process has a Poisson
distribution by explicitly solving the linear system of differential equations p'(t) = p(t)Q.

3.8. Cox distributions.
Show that any Cox distribution can be represented as a PH-distribution. Show that the
Erlang- and the hypo-exponential distributions are special cases of the Cox distribution.

3.9. Higher moments of the IPP.
Derive, using the moments-property of PH-distributions, the second moment of an IPP, as

well as its variance and squared coefficient of variation.
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Chapter 4
M|M|1 queueing models

IN the previous chapter we have already presented birth-death processes as an important
class of CTMCs. In this chapter, we will see that a birth-death model can be used
perfectly for analysing various types of elementary queueing stations. Furthermore, by the
special structure of the birth-death process, the steady-state probability vector p can be
expressed explicitly in terms of the model parameters, thus making these models attractive
to use.

In Section 4.1 we consider the solution of the most fundamental birth-death model:
an M|M|1 queueing model with variable service and arrival rates. In principle, all other
queueing models discussed in this chapter are then derived from this model. In Section 4.2
we deal with a (single server) queueing model with constant arrival and service rates. We
then discuss the important PASTA property for queues with Poisson arrivals in Section 4.3;
it is used in the derivation of many interesting performance measures. The response time
distribution in such a queueing model is addressed in Section 4.4. We then address multi-
server queueing stations in Section 4.5, and infinite-server queueing stations in Section 4.6.
A comparison of a number of queueing stations with equal capacity but different structure is
presented in Section 4.7. We address the issue of limited buffering space and the associated
losses of jobs in Section 4.8 for single servers and in Section 4.9 for multi-server stations.
In Section 4.10 we address a queueing model in which the total number of customers is
limited. We finally present a mean-value based computational procedure for such a model
in Section 4.11.
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Ao _/\19_ iz Aio1 Ai Air1
----------- ECHOMO
H1 K2 Hi-1 Hi Hit1 Hit+2

Figure 4.1: State transition diagram for the most general M|M|1 model

4.1 General solution of the M|M|1 queue

Consider a single-server queueing station at which jobs arrive. As discussed already in
Chapter 3, we can see these arrivals as births. Similarly, the departure of a job at the end
of its service (or transmission) can be regarded as a death. We now make the following
assumptions regarding the time durations that are involved:

o the time between successive arrivals is exponentially distributed with mean 1/X;
whenever there are ¢ jobs in the queueing station, i.e., we have a Poisson arrival
process with state dependent rates A;;

e the time it takes to serve a job when there are i jobs present obeys a negative
exponential distribution with mean 1/y;.

We can now describe the overall behaviour of this queueing station with a very simple
CTMC on the state space Z = {0,1,2,---}. From every state ¢ € IV a transition with rate
Ai exists to state 7 + 1, corresponding to an arrival of a job. From every state ¢ € IN*T
a transition with rate u; exists to state i — 1, corresponding to a departure of a job. In
Figure 4.1 we depict the state transition diagram. The corresponding generator matrix
then has the following form:

-0 Ao 0
—()\ A 0 vee e e
Q- H1 (A1 + 1) 1 o (4.1)

0 M2 —(>\2+/.L2) )\2 0

We can now use (3.41) for solving the steady-state probabilities p;, ¢ = 0,1, -, that is,
we solve pQ = 0 under the normalisation condition. Instead of using (3.41), we can also
infer the appropriate equations directly from the state transition diagram by assuming
“probability flow balance”. Since we assume that the system will reach some equilibrium,

finally, the probability flow (or flux) into each state must equal the probability flow out of
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each state, where the probability flow out of a state equals the state probability multiplied
with the outgoing rates. This interpretation also explains why (3.41) are often called the
global balance equations (GBEs). Thus, we have:

For state 0 : poAo = p1u1, (4.2)
For states i = 1,2, -+ : pi( A + i) = piciXio1 + Dig1fis1-

Of course, since the probability of being in any of all possible states equals 1, we have the
normalisation equation: -
> opi=1 (4.4)
i=0
Having obtained the global balance equations we have to solve them. Only in very special
cases do these equations allow for an explicit solution of the state probabilities p; in terms
of the system parameters. An important aspect here is that it is in general difficult to say
a priort whether there exists such an explicit solution or not. However, here we deal with
such a special case. From (4.2) we have:

A
H1

Substituting this in (4.3) for the case i = 1 we obtain:

P1(A1 + p1) = podo + papia, (4.6)
which, after using (4.5), yields:
AoA
P2 = Ly (4.7)
12
Examining (4.7) gives us the idea that the general solution takes the form:
S v i1y )
pi=MP0:PO _ky 221327"' (48)
Hiphg -« My k=0 Hk+1

Substitution of (4.8) in (4.2)—(4.3) immediately confirms this. We can use (4.8) to ex-
press all the state probabilities in terms of py. We finally obtain py by considering the
normalisation equation (4.4):

o0 oo i—1 by oo -1 A
sz':ZPoH—k:Po(l“*‘ZH :
=0

i=0 k=0 Mk+1 i=1 k=0 Hk+1

=1, (4.9)

from which we derive: )

RS e

k=0 pr41

Po (4.10)
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Of course, pg is only positive when the infinite sum has a finite limit. If the latter is the
case, the queue is said to be stable. In the more specific models that follow, we can state
this stability criterion more exactly and in a way that is more easy to validate.

An important remark here is the following. It has been pointed out that the flow
balance holds for any single state. However, the flow balance argument holds for any
connected group of states as well. Sometimes, the resulting system of equations is easier
to solve when smartly chosen groups of states are addressed. We will address this in more
detail when such a situation arises.

A third way to solve the steady-state probabilities of this birth-death Markov chain is
the following. From the GBE for state O we see that the probability flows from and to
state 0 must be equal. Because this is the case in the GBE for state 1, the terms pgAy and
p1py cancel so that we obtain p;A; = pops. This can be done repeatedly, resulting in the
following system of equations:

piAi = Pi+1Hi+1, (&S Wv (41]‘)

again under the normalisation condition. These balance equations are called the local
balance equations (LBEs) and are often easier to solve than the GBEs. The LBEs are
obtained by setting equal the probability flow into a particular state due to the arrival of
a job with the probability flow out of that state due to the departure of that same job.
Important to note is the fact that not for all CTMCs do LBEs hold. Only for a special
class of queueing models is this the case (for more details we refer to [74]).

Finally, note that since we are dealing with a queueing station with an infinite buffer,
no jobs will be lost. Define the overall arrival rate A = 272, p; A; and the overall service rate
p= 32, pipi- Aslong as p = A/p < 1 the queueing station is stable and the throughput
X will be equal to the overall arrival rate A.

Other measures of interest are the expected number of jobs in the queueing station and
in the queue, respectively defined as:

E[N] = iip,-, and E[N,] = i(z - )p;, (4.12)

from which, via Little’s law and X = ), the expected response time E[R] = E[N]/X and
the expected waiting time E[W] = E[N,|/A = E[R] — E[S] can be derived. Also more
detailed measures such as the probability of having at least & jobs in the queueing system
can easily be computed as B(k) = 32, p;.



4.2 The M|M|1 queue with constant rates 73
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Figure 4.2: State transition diagram of the constant-rate M|M|1 model

4.2 The M|M|1 queue with constant rates

The simplest possible form of the general model discussed in Section 4.1 is the one in
which all the arrival rates are the same, ie., A; = A, ¢ = 0,1,2,---, and in which all
the service rates are the same, i.e,u; = u, i = 1,2,3,---- Figure 4.2 shows the state
transition diagram. Note that the arrival process is a Poisson process. Substituting the

model parameters in the general result (4.8) we obtain

)\ [
Di = Po (_) ) i:071727"" (413)
o

If we define p = A\/p, we can compute py using the normalisation equation:

Spi=p Y. p= lpTop =1, (4.14)
i=0 i=0

where we use the well-known solution of the geometric series under the assumption that
p < 1 (see also Appendix B). We thus find pg = 1 — p whenever p < 1 or A < u. This
existence condition is intuitively appealing since it states that a solution exists whenever
the average number of arrivals per unit of time is smaller than the average number of
services per unit of time. In summary, we find for the steady-state probabilities in the
M|M|1 queue:

pi=(1—p)p', i=01,2---- (4.15)

We observe that these steady-state probabilities are geometrically distributed with base p.
Moreover, since pg = 1 — p, we have p = 1 — pg = 2, p;. So, p equals the sum of the
probabilities of the states in which at least one job is present, or, in other words, the sum
of the probabilities of states in which there is work to do. This equality explains why p is
often called the utilisation. By the fact that all jobs that enter the queueing station also
leave the queueing station, we can directly state that the throughput X = A, so that we
can also express p = X E[S].

Having obtained the steady-state probabilities, we can easily calculate other quantities

of interest such as E[N], the average number of jobs in the queueing station (see also
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Appendix B.2):

E[N] = iipi:(1_9)§i0i=(1~p)piipi_1
IR SN N
- =g (75) - 75 (4.10

Note that we have again used the result for the geometric series and that we have changed
the order of summation and differentiation. Although the latter is not allowed at all times,
in the cases where we do so, it is. We can continue to apply Little’s result to obtain the

average time F[R)] spent in the queueing station:

1/u E[S] 1
1—p 1—p pu—X\

E[R] = E[N]/X = (4.17)
What we see here is that the time spent in the station basically equals the average service
time (E[S]); however, it is “stretched” by the factor 1/(1 — p) due to the fact that there
are other jobs in need of service as well. Note that we have already seen these results in
Chapter 2. Now we can, however, also derive more detailed results as follows.

A measure of interest might be the variance o% of the number of packets in the station.
This measure can be derived as the expectation of (i — E[N])? under the probability

distribution p:

i (i — E[N])? -4 _”p) (4.18)

The probability B(k) of having at least k packets in the queueing station is also of interest,

for instance when dimensioning buffers. We have

B(k) =§:pi :i(l—p)pi =p’“(1—p)§:p" = p*. (4.19)

We observe that the probability B(k) of having k or more jobs in the station is decreasing
exponentially with k. Very often, the value B(k) is called a blocking probability. This

name, however, might easily lead to confusion since no losses actually occur.

4.3 The PASTA property

A well-known and often applied result of queueing theory is the PASTA property (Poisson

Arrivals See Time Averages; see also [291]):
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The distribution of jobs in a queueing station at the moment a new job of a
Poisson arrival process arrives is the same as the long-run or steady-state job
distribution. O

We have already used the PASTA property in Chapter 2 where we derived first moments for
the performance measures of interest of an M|M|1 queue. There we used that an arriving
customer “sees” the queue at which it arrives “as if in equilibrium”.

Although the PASTA property is intuitively appealing, it is certainly not true for all
arrival processes. Consider as an example a D|D|1 queueing station where every second
a job arrives which requires 0.6 seconds to be served. Clearly, since p = AE[S] = 0.6
this queueing station is stable. However, whenever a job arrives it will find the station
completely empty with probability 1, although in the long run the queue-empty probability
will only be 1 — p=10.4.

sider a queueing syslem m W”lC“ ”{e numger O! cusfomers presenl 18 represenfea F;y a

stochastic process (X, t > 0). Furthermore, define the event “there was (at least) one
arrival at this queueing station in the interval (¢ — h,t]”. Since the arrivals as such
form a homogeneous Poisson process, the probability of this event equals the proba-
bility that there is an arrival in the interval (0, ] which equals Pr{N(h) > 1}, where
N(t) is the counting process defined in Chapter 3. For non-Poisson processes, this “shift
to the origin” would not be valid. Since the interarrival times are memoryless, the
thus defined probability is independent of the past history of the arrival process and of
the state of the queueing station: Pr{N(h) > 1|X,_, = i} = Pr{N(h) > 1} so that
Pr{N(h) > 1UX;p =i} = Pr{N(h) > 1} Pr{X,_», = ¢}. From this, we can conclude that
also

Pr{X;_» =iN(h) > 1} = Pr{X;_, = i}. (4.20)

If we now take the limit A — 0, the left-hand side of this equality simply expresses the
probability that an arrival at time-instance t arrives at a queue with ¢ customers in it.
This probability then equals the probability that the queue at time ¢ has ¢ customers in it,
independent from any arrival, hence, the steady-state probability of having ¢ customers in
the queue. As a conclusion, we see that a Poisson arrival acts as a random observer and
sees the queue as if in equilibrium.

Important to note is that we have used the memoryless property of the interarrival
times here. Indeed, it is only for the Poisson process that this property holds, simply since
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there is no memoryless interarrival time distribution other than the negative exponential
one used in the Poisson process. The discrete-time analogue of the PASTA property is
the BASTA property where in every time-slot an arrival takes place (or not) with a fixed
probability p (or 1 — p). This means that in every slot the decision on an arrival is taken
by an independent Bernoulli trial so that the times between arrivals have a geometrically
distributed length. The latter might be no surprise since the geometric distribution is the

only discrete-time memoryless distribution.

4.4 Response time distribution in the M|M|1 queue

In Section 4.2 we have computed the steady-state probability distribution of the number of
customers in an M|M|1 queueing station. From this distribution, we were able to derive the
mean response time (via Little’s law). In many modelling studies, obtaining such mean
performance measures is enough to answer the dimensioning questions at hand. How-
ever, in some applications it is required to have knowledge of the complete response time
distribution, e.g., when modelling real-time systems for which the probability of missing
deadlines should be investigated. In general, obtaining complete response or waiting time
distributions is a difficult task; however, for the M|M|1 queue it remains relatively simple,
as we will see below.

When a job arrives at an M|M|1 queue, it will find there, due to the PASTA property,
n jobs with probability p, = (1 — p)p”. As the exponential distribution is memoryless,
the remaining processing time of a job in service again has an exponential distribution.
Therefore, the response time distribution of a job arriving at an M|M|1 queue which is
already occupied by n other jobs has an Erlang-(n + 1) distribution, that is, the sum of n
exponentially distributed service times, plus its own service time.

From Appendix A we know that the Erlang-k (Ej) distribution with rate p per stage

has the following form:
R k-1 (ut)z
Fg(t)=1—e">" R (4.21)
=0 :

Using this result, we can calculate the response time distribution by unconditioning: the
complete response time distribution is the weighted sum of response time distributions

when there are n jobs present upon arrival, added over all possible n:

> pn Pr{R < t|n packets upon arrival}

n=0

Fr(t) =Pr{R < t}

[o.¢

= io: pnFEnH (t) = Z(l - p)pnFEn+1 (t)

n=0 n=0



4.5 The M|M|m multi-server queue 7

3

SRR MR
1=l
= 1“‘3_’“21“ )Zp =1- ‘”tzg‘ﬁlp"
i=0 :

= _ —utz ,upt — g Htouet
=0
= 1—eHlAt =1 _ ==t (4.22)

Surprisingly, the response time is exponentially distributed, now with parameter (u — \).
We can directly conclude from this that the average response time equals E[R] = 1/(u—))
as we have seen before.

Response time distributions can often be used to give system users guarantees of the
form “with probability p the response time will be less than F5'(p) seconds”. Especially
for time-critical applications such response time guarantees are often more useful than the
average response time.

Example 4.1. Response time distributions at varying p.

Consider an M|M|1 queue with z = 1 and where X is either 0.2, 0.5 or 0.8. For these cases,
the response time distribution is given in Figure 4.3. As can be observed, the higher p, the
smaller Pr{R < t}, i.e., the higher the probability that the response time exceeds a certain
threshold (Pr{R >t} =1 — Pr{R < ¢}). O

4.5 The M|M|m multi-server queue

In the previous sections we have discussed models of systems in which there is only a
single server. Now consider a system in which a number of service providing units can
work independently on a number of jobs. Examples of such systems are (homogeneous)
multiprocessor systems or telecommunications systems (telephone switches) with multiple
outgoing lines.

The multi-server aspect can easily be incorporated in the general birth-death model we
developed before. We assume constant arrival rates, such that \; = A for all i = 0,1, - --

?

but the number of active servers depends on the number of jobs present, as follows:

i, t=0,1,---,m,
i = 4.23
a { i =m 1, m42, - (428)

3
F
I
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Figure 4.4: State transition diagram for the M|M|m model

This definition says that as long as there are less than m jobs present, the effective service
rate equals that number times the per-server service rate, and when at least m jobs are
present, the effective service rate equals mu. In Figure 4.4 we show the corresponding state
transition diagram.

When we define p = A/my, the stability condition for this model can again be expressed
as p < 1; p can also be interpreted as the utilisation of each individual server. The
expected number of busy servers equals mp = A/p. When the station is not overloaded the
throughput X = A\. When the station is highly loaded, it will operate at maximum speed,
i.e.,with rate my. Under these assumptions, we can compute the following steady-state
probabilities from the global balance equations:

pizpo(’rrzlp)’ i=0,---,m—1, (424)
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and )
(mp)™ (mp)* ™™

oy i=m,m+1,---, (4.25)

Pi = Po

where pg follows from the normalisation as follows:

ml (mp)d mp)™ -
po=(j§(j’!’) +(1(_pp))m!) | (4.26)

Using these steady-state probabilities we can compute E[N] as follows:

E[N] =§ipi . _mp+p(mn’:!)m(1—f°p)—2. (4.27)

An arriving job will have to wait before its service start when all the m servers are busy
upon its arrival. Due to the PASTA property this probability can be expressed as the sum

over all state probabilities for which there are at least m jobs present as follows:

i m 00 m ]
Pr{waiting} = ;‘n o( :?n m—‘ :Zm mnl;) -, (4.28)
By explicitly including (4.26) for po, we obtain Erlang’s C formula:
mp)™ 1
ml 1—
C(m)p) Zm 1 !mP27 +P!mp2m : (429)
(1-p)m!

4.6 The M|M|oco infinite-server queue

As an extreme form of a multi-server system, consider now a system which increases its
capacity whenever more jobs are to be served. Stated differently, the effective service rate
increases linearly with the number of jobs present: u; = iy, for ¢ = 1,2,---. Combining
this with an arrival process with fixed rate, i.e.,\; = A, for : = 0,1,- - -, and using (4.8) we
can immediately derive that

A o
Pz=P0k1:[0(—k+—1)u=POE,Z=1,27“', (4.30)

with p = A/u as usual. In Figure 4.5 we show the corresponding state transition diagram.
Using the normalisation equation (4.4) we find that

Po = 1 _ 001 i=ip:e“)‘/“. (4.31)
1+ ()l, 2ol €



80 4 M|M|1 queueing models
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Figure 4.5: State transition diagram for the infinite-server model

Now, we can compute E[N] as

oo 3 oo pz 3 oo pz
EN] = Yipi=e ”Zzﬁ =e ”Zz—'
=0 =0 =1
= e"’pi LA i e Ppe’ = p, (4.32)
=1 (7’ - ]‘)'

which can easily be explained. Since all arriving jobs are immediately served, the queue
will always be empty, i.e., E[N] = E[N,]+ E[N,] = 0+ E[N,] = p. The average time spent
in the queueing system simply equals the average service time 1/u.

Infinite servers are often used for modelling the behaviour system user. For instance,
the delay that computer jobs perceive when a user has to give a command from a termi-
nal can be modelled by an infinite-server. There is no queueing of jobs at the terminal
(every user has its terminal and there is only one job per user/terminal), but submitting
a command takes time. Consequently, there is only a service delay (the “think time”).
Infinite-server queueing stations are also used when fixed delays in communication links
have to be modelled. For that reason, infinite-servers are sometimes also called delay
servers.

4.7 Job allocation in heterogeneous multi-processors

When investments for computer systems have to be made, very often the question arises
what is most effective to buy: a single fast multi-user computer, or a number of smaller
single-user computers. We can formalise this question now, using some of the models we
have just presented, albeit in a fairly abstract way.

The three abstract system models are given in Figure 4.6. In case (1) we consider
a single fast processing device with service rate Ku (all users share a single but fast
computer). In the second case we consider K smaller computers, each with capacity p. In
doing so, we can either deal with a single queue with K servers (all users share a number

of smaller computers; case (2a)), each of speed p, or with K totally separate computers
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(2a) H (2b)

Figure 4.6: Three equal-capacity systems (K = 3)

among which we divide the workload (each user has its own machinery; case (2b)). What
is the most profitable in terms of the average response time E[R], provided that jobs arrive
as a Poisson process with rate A and that the service times are exponentially distributed
with mean E[S]? For this example, we define p = A/p.

In case (1) we deal with an M|M|1 queue with arrival rate A and service rate Kpu.
The actual average service time then equals E[S]/K and the actual utilisation equals

AE[S]/K = p/K. The average response time then equals

E[S]/K _ E[S]

BRl=1 k=% =,

(4.33)

In case (2a) we deal with an M|M|K queue with job arrival rate A and job service rate p.
We calculate E[R,] using (4.27), thereby taking into account the used definition of p in
this example, and Little’s law as follows:

E[S] P_K_ Po
K K!(1—p/K)?’

E[Ry] = E[N,]/X = E[S] + (4.34)
with po as defined in (4.26), and with m = K. In case (2b), we deal with K M|M|1 queues
in parallel, each with arrival rate A/K and service rate u. The average service time equals
E[S] but the utilisation per queue is only A/ K x E[S] = p/K. Therefore, we have

Bls] . BIS]

E[Rs] = =k k=,

= KE[Ry). (4.35)
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It now follows that
E[R:] < E[R;] < E[Rj3]. (4.36)

This can also be intuitively explained. Case (2b) is worse than case (2a) because in case
(2b) some of the servers might be idle while others are working. These busy servers might
even have jobs queued which is not possible in case (2a). Case (2a) in turn, is worse than
case (1) because if there are L < K jobs in the system, the system in case (2) only operates
at effective speed Lu whereas in case (1) the speed of operation always is K. If there are
K or more jobs in the system, cases (1) and (2a) are equivalent. Despite this fact, case
(1) is best in general. In general, we observe that pooling of jobs and systems is the most
efficient, apart from possibly introduced overheads.

Now suppose that we have to divide a Poisson stream, with rate A, of arriving jobs, of
length S, to two processors, one with capacity K; and one with capacity K3. How should
we choose the probabilities oy and ay, with A; = oA and o7 + @z = 1, such that the
average job response time is minimised?

For the average job response time we have E[R| = a1 E[R;] + a2 E[Ry]. First of all, we

know that
E[Si)]

1-— pi’
Writing E[R] = a1 E[R1] + (1 — a1) E[R;] and substituting e, = 1 — a; whenever possible,

we obtain an expression for E[R] as a function of ay:

ER)] = E[Si] = E[S]/Ki, pi = ME[S], 1= 1,2. (4.37)

E[S]/ Ky
1 — aAE[S]/K;

E[S]/ K>

ElR(a)] = o 1—(1— a)\E[S]/K,

+(1—a)

(4.38)

Taking the derivative of this expression with respect to o; and collecting terms, we obtain

dE[R(au)] _ E[S]/K: E[S]/K,

= - . 4.39
doyO-pF O-pp )
Now, to optimise E[R(c;)] we set dE[R(ay)]/deq = 0 which yields
— 2 —
dE[Re)] _ o (=pP K (-p) VK (4.40)

day (1—p2)2 K (1-p) VK1

We observe that the quotient of the squared idle fractions for queues 1 and 2 should equal
the quotient of K3 and K;! Thus, the queue with the highest capacity should have the
smallest idle fraction. Stated differently, the faster queue should be more heavily loaded to
optimise E[R]. From the quotient of the idle fractions, we can straightforwardly calculate
o and as.
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Example 4.2. Calculating «; and «;.

As an example, consider the case where A = 4 and E[S] = 1 and where server 2 is four
times as fast as server 1, i.e.,, K; = 1 and K, = 4. Following the above computations will
yield oy = 1/6 and ay = 5/6, yielding p; = 4/6 and py = 5/6. Clearly, the faster server is
more heavily loaded! This implies that load balancing on the basis of (average) utilisations
is not always the best choice. The expected queue lengths at the queues can be computed
as E[N;] = 2 and E[N,] = 5. Note that the faster server will have a larger average queue
length. This implies that load-balancing on the basis of (average) queue lengths without

taking into account server speeds is not a good idea either! O

4.8 The M|M|1|m single-server queue with bounded
buffer

In the models we have addressed so far, the buffer capacity has always been infinitely large.
In practice the buffer capacity of a system is limited. In some performance evaluation
studies it is important to reflect this fact in the model. In this section we therefore address
an M|M|1 system where the total number of jobs in the queueing station is limited by
m. Jobs arriving whenever there are already m present in the queueing station are not
accepted; they are simply lost. From the viewpoint of the queueing station, the situation
is as follows. Whenever there are m jobs in the station, no new arrivals can occur. It is
as if the Poisson arrival stream has been switched off in these cases. The serving of jobs,
however, always happens with the same speed. Consequently, we have:

)\i:{ A z::O,l,---,m—l, and p; = { o~ Z:: Loy, (4.41)

0, t=mm+1,---, 0, t=m+1m+2,---.

The corresponding state transition diagram is given in Figure 4.7. It is interesting to notice
that this model is always stable; when A > u jobs will queue, but only up till a total of
m. The jobs that arrive after the queue has been filled completely are simply discarded.

Turning to the solution of this model, we have from (4.8) that

i-1 A A ¢ )
Pi=PoH=po<—) =pop', t=1,---,m, (4.42)
k=0 M 2
where p equals the ratio A/u. Notice that this ratio does not represent the utilisation any
more. We can solve for py by using the normalisation equation (4.4):

—1 -1
m ; 1 __pm—H 1— P
e (Er) - (55) i (89

1—-p
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Figure 4.7: State transition diagram for an M|M|1|m loss system

where we used the result for the finite geometric series (see Appendix B). Substituting
(4.43) in (4.42), we obtain the following steady-state probabilities:

pi = Tli;n%p", i=0,1,---,m. (4.44)
In queueing stations with finite buffer capacity, arriving jobs can be lost. Due to the
PASTA property the probability that an arriving job will be lost equals p,,. Therefore,
the throughput of such a queueing station is not automatically equal to the job arrival
rate. For the case considered here, we can derive that the throughput X only equals A
(the arrival rate) whenever the queue is not yet completely filled: whenever the state upon
arrival of a new packet is not equal to m, so that we have X = A(1 — p,,). On the other
hand, as long as the queue is not empty, which is the case with probability 1 — pg, the
server serves jobs with rate p. Therefore, the throughput is also equal to X = p(1 — po).
The utilisation now equals X E[S] or 1 — po.

Example 4.3. The throughput of the M|M|1|5 queue.
In an M|M|1]|5 queue, the probability that an arriving job will be lost equals ps. We
therefore have: X = A(1 — ps) but also X = u(1 — pp) so that:

X =ult=m) = M1-p) <A (15 (4.45

Example 4.4. Losses and overflow.

Due to the fact that the M|M|1|m has finite buffering capacity, losses occur. The probability
that an arriving customer is lost is expressed by p,,. In Table 4.1 we show p,, as a function
of m, for three values of p = A/p. As can be observed, the loss probability remains to be

substantial for higher utilisations, even when the buffer capacity becomes larger. O
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p=02 p=06 p=09
1.0000 1.0000 1.0000
0.1667 0.3750 0.4737
0.0322 0.1837  0.2989
0.0064 0.0993 0.2120
0.0013  0.0562  0.1602
0.0003 0.0326  0.1260
0.0000 0.0192 0.1019
0.0000 0.0114  0.0840
0.0000 0.0068 0.0703
0.0000 0.0041  0.0595
0.0000 0.0024 0.0508

—
D 0 0 ook w = OfF

Table 4.1: Blocking probabilities p,, in the M|M|1|m queue

Figure 4.8: State transition diagram for the M|M|m|m model

4.9 The M|M|m|m multi-server queue without buffer

Finite buffers and multi-server behaviour can also be combined. A particularly important
class of models arises where the number of servers equals the number of jobs that can be
dealt with; in principle no buffering takes place in such models. Whenever an arriving job
does not find a free server, it is lost. This typically occurs in (older) telephone switches
where the number of outgoing lines equals the maximum number of customers that can be
coped with. In case all m lines are busy, no further queueing can occur and the request
is not accepted, nor is it queued (the user simply hears the busy-tone). In Figure 4.8 we

show the corresponding state transition diagram.

We can see this model again as a special case of the general birth-death model, now

with the following parameters:

M=) i=0,1,---,m—1, and p=iy, i=12---,m. (4.46)
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Solving (4.8) and setting again p = A/u, we obtain

piZPOEJ i:071a"':m7 (447)

where po follows from the normalisation:

Po = (an d) : (4.48)

=0 J!
The probability p,, signifies the probability that all servers are in use. Due to the PASTA
property, this probability equals the long term probability that an arriving packet is lost.
The formula for p,, was first established by Erlang in 1917 and is therefore often referred
to as Erlang’s loss formula or Erlang’s B formula and denoted as B(m, \/u) = B(m, p):
p"[m!

m:B 3 = e
Pm = Blm. p) = S "5

(4.49)

4.10 The M|M|1||K queue or the terminal model

We finally address a queueing station in an environment where the total number of jobs is
limited. This occurs in numerous situations, e.g.,in a computer network system in which
a finite set of users may all issue one request at a time to a network file server. Only after
an answer has been received from the file server, may a new request be issued by each user.
Thus, there can never be more jobs (modelling requests) in the queuneing station (modelling
the server) than there are users.

We can interpret the M|M|1||K queueing model as follows. There are K system users
sitting behind their terminals. These users issue requests for service after an exponentially
distributed think time Z with mean E[Z] = 1/A. The more users there are in the thinking
state, the higher the effective completion rate of thinkers is, that is, the effective arrival
rate at the system is proportional to the number of thinkers. Stated differently, the users
can be modelled as an infinite server, where each user has its own server. Once jobs have
been submitted, the users wait for the answer. The system completes jobs with mean time
E[S}=1/p.

To formalise this model, we proceed as follows. When there are ¢ jobs in the queueing
station, there will be K — i potential other jobs. We thinks of these jobs as being part
of some “environment” of the queueing station. Furthermore, the arrival rate of jobs is
proportional to the number of jobs in this environment, i.e., proportional to K — 4. This

means that we have:

Mi=MK-1),i=0,---,K—-1, and p;=p, 1=0,1,---, K. (4.50)



4.10 The M|M|1||K queue or the terminal model 87

Figure 4.9: State transition diagram for the M|M|1||K model
J Q\ E[Z]
\O / terminals

. E[S]

computer system

Figure 4.10: Simple terminal model

Notice that this queueing station can never be overloaded. When all the jobs are in the
queueing station, no new jobs will arrive, so the queue will not grow infinitely large. In
Figure 4.9 the state transition diagram is depicted. Again, we can use (4.8) to obtain the
following expression for p;:

i— IAK k i—1 ‘i—l )
‘~poH )—pakHOp(K-k)=pop‘H(K—k),1=0,1,-~,K- (4.51)

k=0
Using the normalisation equation we find that

K i -1

In Figure 4.10 we sketch this so-called terminal model. It is an example of a closed
queueing network with a population of K customers circling between the terminals and the
processing system; note the special representation we use to signify infinite server nodes.
One can think of closed queueing models as models in which a departing customer at one
station will result immediately in the arrival of that customer at one of the other queueing

stations in the model. We will discuss queueing network models at length in Chapter 10
through 13.
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4.11 Mean values for the terminal model

Using the birth-death model developed in Section 4.10 we can compute the steady-state
probabilities p and from those we can compute average performance measures such as
E[N] in a similar way to that done before. However, if we are only interested in average
performance values and not in the precise queue-length distribution p, there is a simpler
method available. This method, known as mean-value analysis, can be applied in many
cases for more general queueing networks; we will come back to it in Chapter 11 through
13. Here we develop the method for this special case only.

Let us first address the average response times at the terminals (E[R;]) and at the
system (E[Rs(K)]). In an infinite-server queueing station, every job has its own server, so
no queueing or waiting occurs. Therefore: E[R;] = E[Z], independently of the number of
customers K actually present. For the processing system, however, the average response
time depends on the number of customers K. To compute E[R;(K)], we first have to
introduce the average cycle time as E[C(K)] = E[R;| + E[R,(K)] = E[Z] + E[Rs(K)].
E[C(K)] expresses the mean time it takes for a customer to go once through the cycle
“think-serve”. The throughput X(K) (again note the dependence on K) can now be
expressed as K/E[C(K)]|, that is, as the product of the frequency with which jobs cycle
and the number of jobs (notice that X (K) is not equal to 1/E[Z]). Combining the above
two results, we obtain

K K
XU = Fiow] = Bzl BRET (4.39)
from which we derive the response time law:
BIR.(K)] = 55 ~ P12 (454

Using Little’s law for the system, we have E[N,(K)] = X(K)E[R:(K)]. Using Little’s law
for the terminals, we have E[N;(K)] = X(K)E[R;]. Using X(K) = K/E[C(K)] in the
two instances of Little’s law, we can eliminate X (K), as follows:

WEILICICIS) o, _ B
= FO(R] K, and E[N,(K)] 0] K. (4.55)

As can be observed, the K customers spread themselves over the two nodes in the model

E[N,(K)]

with ratios proportional to the average time spend at the nodes divided by the time spend
on an average cycle.

Although the above equations give some insight, they still do not yield us answers. For
that purpose we need to know the throughput X (K) which equals the product of the server-
busy probability and the service rate of the system: X (K) = (1 — po)u = (1 — po)/EI[S].
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We can evaluate this throughput by using the result of Section 4.10, thereby again noting
that if we change K, po will change as well (we therefore write py as a function of K below).

In summary, we have
KE[S]

(1—po(K))

Instead of computing po(K) explicitly, let us first address two asymptotic results. For large

E[R,(K)] = — E[Z]. (4.56)

values of K, the idle fraction is very small so that the denominator 1 — po(K) will approach
1. For large K we therefore have E[R(K)| ~ KE[S] — E[Z]. For K = 1, the server-busy
probability (p(1), the utilisation in case of 1 job) simply equals E[S]/(E[S] + E[Z]) (the
average time the job spends in the server divided by the time for an average cycle). This
is due to the fact that E[R,(1)] = E[S] since queueing will not occur.

The above two limiting cases can be regarded as asymptotes for the actual curve of
E[R(K)]. Their crossing point, that is, the value for K* such that E[S] = K*E[S]— E[Z],
is called the saturation point and computed as follows:

E[S] + E[Z]

ER,(1)] = ER(00)] = K*'=="pg

(4.57)
Notice that K* = 1/p(1). When the think and service times would have been constants
rather than random variables, K* would have been the maximum number of users that
could have been served before any queueing would occur in the system. Having more
than K™* customers present would for sure imply that at some place in the model queueing
would occur. Since the involved service times are not constants but random variables the
actual values for the response time at the system (E[R,(K)]) are of course larger than the
asymptotes and queueing will already occur for values of K smaller than K*. In Figure 4.11
E[Rs(K)] is depicted as a function of K for the parameter values of the example to be
discussed below. The asymptotes are also indicated.

For the precise calculation of E[R;(K)] we still need to know the value of po(K).
Although we can compute this value by using the summation as in Section 4.10 there
is a smarter way to go. We can calculate E[R,(K)] recursively from F[R,(K — 1)]. To
understand this, we need a result, which we will discuss in more detail in Chapters 11 and

12, known as the arrival theorem which was proven in the late 1970s.

Theorem 4.2. Arrival theorem.
A customer in a closed queueing network arriving at a queue, will see this
queue in equilibrium (with average filling), however, for the case in which there

is one customer less in the queueing network. O
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According to this theorem, the average response time at the system can be expressed as
follows:

E[R,(K)] = E[N,(K — 1)|E[S] + E[S]. (4.58)

The first term represents the average waiting time because of jobs already queued (or in
service) upon arrival, whereas the second term is the average service time of the job just
arriving. Now, using (4.55) we can write

E[N.(K —1)] = %%%(K _ 1, (4.59)
so that
E[R,(K)] = ( = R?([?Yi )Ii)]E[ 7K~ 1)) E[S] + E[S). (4.60)

To begin this recursion, we use E[R,(1)] = E[S].

Example 4.5. An MVA of the terminal model.
Consider a terminal model as described throughout this section in which E[S] = 2 and
E[Z] = 10. The saturation point can easily be calculated as

. E[S|+E[Z] 2410
K* = E[S] =5 = 6. (4.61)

The asymptotes of E[R,(K)| are respectively given as E[R,(K = 1)] = E[S] = 2 and
E[R(K — o) = KE[S] — E[Z] = 2K — 10. Using the MVA recursion we can now
compute E[Ry(K)], for K = 1,---,12. Notice that we can also express p(K) and X (K)
directly in terms of E[R(K)] as follows:

_ KE[S) - K
)= FRmn+ Bz Y X B = smm s B

p(K (4.62)
In Table 4.2 we present the values for E[R,(K)], p(K) and X(K). In Figure 4.11 we show
the average response time curve and its asymptotes (lower bounds). In Figure 4.12 we
show the throughput curve, again with its asymptotes (upper bounds). Note that in both
cases the asymptotes are very easy to compute and that their crossing points lie in both
cases at K*. It is clearly visible that adding more customers (adding more terminal users)
does increase the response times; however, it does not significantly increase the throughput

after a particular point. a
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Figure 4.12: X(K) and its two upper bounds as a function of K
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E[R,(K)] p(K) X(K) E[R,(K)] p(K) X(K)

K

2.00 0.167 0.084 | 7 5.92 0.880 0.440
8
9

K

1

2 2.33 0.324 0.162 7.21 0.930 0.465
3 2.76 0.470 0.235 8.70 0.963 0.482
4 3.30 0.602 0.301 | 10 10.37 0.982 0.492
) 3.98 0.715 0.358 | 11 12.18 0.992  0.496
6 4.85 0.808 0.404 | 12 14.08 0.997 0.497

Table 4.2: E[Ry(K)], p(K) and X(K) for K =1,---,12

4.12 Further reading

Further information on birth-death processes and their application to simple queueing
models can be found in many performance evaluation books. Early work related to birth-
death processes and blocking probabilities is due to Erlang [84]. Background information
on the existence of local balance equations and their relation to the global balance equations
can be found in the books by Kelly [153] and Van Dijk [74]. The PASTA property has been
described by Wolff [291]. The arrival theorem and the associated mean-value analysis will
be discussed in more detail in Chapters 11 through 12; seminal papers in this area have
been published by Reiser and Lavenberg [245, 243].

4.13 Exercises

4.1. Calculation of B(k).
Compute the minimum number of jobs k such that for an M|M|1 queue with p = 0.8 the
value B(k) < 1075,

4.2. Waiting time distribution.

The waiting time distribution in the M|M|1 queue can be derived in a similar way as the
response time distribution. First notice that with probability py the waiting time equals 0
and that with probability pr (k= 1,2,---) the waiting time has an Erlang-k distribution.
Show that

Fy(t) =Pr{W <t} =po+ Y prFi,(t) = 1 — pe” WVt = 1 — pemri=p)t,
k=1
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4.3. Variance in the M|M|1 queue.

Show that the variance of the number of customers in an M|M|1 queue indeed corresponds
to (4.18).

4.4. Multi-server queueing stations.
For the multiserver M|M|m queue introduced in Section 4.5 show that:

1. the solutions for p; reduce to those for the M|M|1 queue when m =1,
2. the expressions for p; do indeed fulfill the global balance equations,

3. E[N] can indeed be computed using (4.27).

4.5. Comparing average response times when K = 2.
Show that inequality (4.36) holds for K = 2.

4.6. The M|M|1 queue with server breakdowns.

Consider an M|M|1 queue in which the server has an exponentially distributed life-time
with mean 1/I. Once failed, the server is repaired; such a repair takes an exponentially
distributed amount of time, with mean 1/r. Customer arrivals form a Poisson process with
rate A and services last a negative exponentially distributed time with mean 1/u. For the

time being, assume that the arrival process is stopped as soon as the server breaks down.
1. Draw the state-transition diagram for this extended M|M|1 queue.
2. Derive the global balance equations for this CTMC.
3. Derive a formula for E[N] (be inspired by the normal M|M|1 queue).
4. Derive a formula for o%;.

5. Now assume that arrivals continue to occur, even if the server has broken down.
How does this change the state-transition diagram and the global balance equations?

What is the stability condition in this situation?

4.7. Capacity and arrival rate increase.
How does the average response time in an M|M|1 queue change, when both the arrival rate

A and the service rate p are increased by a multiplicative factor «, i.e., when p remains the
same?
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4.8. Erlang’s B formula.
Calculate B(m, A/p) for m =5, 10, 15, 25 and 100 and A/p = 0.1,---,0.9.

4.9. Multi-server queues.
Prove (4.26) and (4.27) using (4.24) and (4.25).

4.10. MVA and the terminal model.
Consider a terminal model with K customers, E[Z] = 15 and E[S] = 3.

1.

2.

Compute the saturation point K*.

Compute the asymptotes for the system response time E[R,(K)] and draw them in
a graph.

Compute the asymptotes for the system throughput X (K) and draw them in a graph.

. Compute the exact values of X(K) and E[R,(K)], for K =1,---,12, using MVA.

. Propose an MVA-based scheme to compute po(K) from p(K). Do not directly com-

pute po(K) via (4.52)!
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Chapter 5

M|G|1-FCFS queueing models

IN the previous chapter we have discussed a number of Markovian queueing models and
shown various applications of them. In practice, however, there are systems for which
the negative exponential service times that were assumed in these models are not realistic.
There exist, however, also single server models that require less strict assumptions regarding
the used service time distributions. Examples are the M|G|1 model, the G|G|1 model and
the G|PH|1 model. The analysis of these models is more complicated than that of the
simple birth-death models encountered in Chapter 4.

In this chapter we focus on the M|G|1 queueing model. This model is rather generally
applicable in environments where multiple users (a large population of potential customers)
are using a scarce resource, such as a transmission line or a central server, for generally
distributed periods of time.

This chapter is organised as follows. In Section 5.1 we present the well-known results
for various mean performance measures of interest for the M|G|1 queue. We pay special
attention to the impact of the general service time distribution. The M|G|1 result can
be proven in an intuitive fashion; we do so in Section 5.2. A rigorous proof based on a
embedded Markov chain is then presented in Section 5.3. In Section 5.4 we discuss an
extension of the M|G|1 model in which batches of jobs arrive simultaneously. Finally, in
Section 5.5, we discuss M|G|1 queueing models with server breakdowns.

5.1 The M|G|1 result

Consider a single server queueing station with unlimited buffering capacity and unlimited
customer population. Jobs arriving at the queueing station form.a Poisson process with

rate A\. The service requirement of a job is a random variable S, distributed according
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to the distribution function B(s), i.e., B(s) = Pr{S < s}. S has expectation E[S] (first
moment) and second moment E[S?].

Again we use the notation E[N] for the average number of jobs in the queueing system,
E[N,] for the average number of customers in the queue, and E[N,] for the average number
of customers in the server. Applying Little’s law for the server alone we have: p = E[N,] =
AE[S] and we assume p < 1 for stability. The derivation of E[N,] is somewhat more
complicated. At this stage we will only present and discuss the result. Proofs will be
postponed to later sections.

For the average number of jobs in the queue of an M|G|1 queueing station the following
expression has been derived: 2 (5]

ME[S
E[N,] = 20— p) (5.1)
Applying Little’s law (E[W] = E[N,]/}), we obtain
AE[S?]

W)= 55

These two equations only address the queueing part of the overall queueing station. By

(5.2)

including the service, we arrive at the following expressions:

2 2
E[N] = AE[S]+2A(1E—£SJ, (5.3)
E[R] = E[S]+2A(f—[_sj)]). (5.4)

The M|G|1 result is presented mostly in one of the four forms above. The form (5.3) is
often referred to as the Pollaczek-Khintchine (or PK-) formula. Let us discuss this equation
in more detail now.

Looking at the PK-formula we observe that E[N] depends on the first and second
moment of the service time distribution. What does this imply? From the first two
moments of a distribution its variance can be obtained as 0% = E[(S — E[S])?] = E[S?] -
E[S]?>. We thus see that a higher variance implies a higher average number of jobs in
the system. From a queueing point of view, exhibiting no variance in the service times
(E[S?) = E[S]?) is optimal. This is a very general observation: the more variability exists
in the system, the worse the performance. With worse performance we of course mean
longer queues, longer waiting times etc.

Example 5.1. Influence of variance.

Consider two almost equivalent queueing stations. In the first one the service requirement
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is 1, deterministically, i.e., E[S;] = 1 and E[S?] = 1 so that var[S;] = 0. In the second
the service requirement is also 1 on average, but the actual values are either 0.5 or 1.5
(with probability 0.5 each), i.e., E[S;] = 1 and E[SZ] = 0.5(0.5)2+0.5(1.5) = 1.25, so that
var[Sa] = 0.25. Consequently, in the second system, the average waiting times will be 25%
higher than in the first system, although the average work requirements are the same! O

Example 5.2. Infinite variance.
Consider a queueing station at which jobs arrive as a Poisson process with rate A = 0.4.
The service requirement S has a probability density function fs(s) = 2/s®, whenever s > 1,

and fs(s) = 0, whenever s < 1. Calculating the average service time, we obtain

s=

E[S] = /000 sfs(s)ds = /100 257%ds = (—2371) :o = 2 (seconds).

S=

Clearly, since p = AE[S] = 0.8 < 1 the queueing station is stable. However, when calcu-

lating the second moment of the service time distribution, we obtain
mﬂzj'ﬁﬁmwzj'%4@=@m@§$=w
1 1

Application of the PK formula thus reveals that E[N] = oo, even though the queue is not
overloaded! a

It is important to note that not the total M|G|1 queueing or waiting time behaviour
is given by the first two moments of the service time distribution, but only the averages.
The effect that the performance becomes worse when the variance of the service time
distribution increases becomes clear nicely when we use the squared coefficient of variation
in our formulae. The squared coefficient of variation of a stochastic variable X, that is,
C% = o%/E[X]?, expresses the variance of a random variable relative to its (squared)
mean. Using this notation the PK-formula can be rewritten as:

(AE[S])*(1+C3) P (1+C%)

E[N] = AE[S] + 21 =p) =p+ T_p—y— (5.5)

We observe that E[N] increases linearly with C2. For E[W] we obtain a similar equation:

AE[ST?(14+C%)  pE[S](1+ C3)
2(1-p) 2(1-p)
Before we end this section with two examples, we make a few remarks about the applica-

bility of the PK-formula:

E[W] = (5.6)
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1. The arrival and service processes must be independent of each other.

2. The server should be work conserving, meaning that the server may never be idle

whenever there are jobs to be served.

3. The scheduling discipline is not allowed to base job scheduling on a priori knowledge

about the service times, e.g., shortest-job-next scheduling is not allowed. Disciplines
that are allowed are e.g., FCFS or LCFS.

4. The scheduling discipline should be non-preemptive, i.e., jobs being served may not
be interrupted.

Example 5.3. A simple communication channel.

Consider a buffered 10 kbps (kilo bit per second) communication channel, over which
two types of packets have to be transmitted. The overall stream of packets constitutes
a Poisson process with arrival rate A = 40 packets per second (p/s). Of the arriving
packets, a fraction a; = 0.2 is short; the remaining packets, a fraction a; = 0.8 is long.
Short packets have an average length E[S;] = 10 bits, whereas long packets are on average
E[S;] = 200 bits. Both packet lengths are exponentially distributed. We are interested
in the average waiting time for and the average number of packets in the communication
channel.

This system can be modelled as an M|G|1 queueing station at which packets arrive
as a Poisson stream with intensity 40 p/s. The fact that we have two types of packets
which are of different lengths, can be coped with by choosing an appropriate service time
distribution. The appropriate distribution in this case is the hyperexponential distribution
with 2 stages (see also Appendix A). The hyperexponential density function with r stages
has the following form: f(z) =37, a;u;e™®, where 1/p; is the time it takes to transmit
a packet of class i, and Y/_; @ = 1. The average value then equals Y°;_; a;/p;, and the
variance 2 3_; o /p? — (S0, o/ 1a)?.

Let us first calculate the p; by taking into account the packet sizes and the channel
transmission speed. p; = 10 kbps/10 bits/packet = 1000 p/s. In a similar way we obtain
p2 = 10*/200 = 50 p/s. For the utilisation we find p = 2 ;| Aey;/ps = 0.648. Applying
the formula for the service time variance, we obtain ¢% = 0.3164 msec, whereas E[S?] =
6.404 x 10~%. Substituting these results in the M|G|1 result for E[W] and E[N] we obtain:

_6.404 x 107

E[W] = 40— "2 _ _ 36.39 msec. 5.7
W] = 4050 —5619) Hsee (57)
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Applying Little’s law we obtain E[N] = p + AE[W] = 2.1034 packets.
If we would have modelled this system as an M|M|1 queue with A = 40 and E[S] =
0.0162, we would have obtained E[W] = 19.82 msec, and E[N] = 1.841 packets. Here we

clearly see the importance of using the correct model. O

Example 5.4. Comparing M|M|1, M|E;|1, M|H,|1, and M|D|1.
We now proceed with comparing four queueing stations: an M|M|1, an M|E,|1, an M|H;|1
and an M|D|1. These models only differ by their service requirement distribution. We
assume that the mean value of the distributions is the same and equal to 1. In the M|H,|1
case we assume that oy = ap = 0.5 and that g; = 2.0 and pu; = 2/3. The performance
metric we will use as a comparison is the average number of jobs in the queueing station.
Let us first derive the coeflicients of variation of the four service time distributions
involved. For the deterministic distribution we have C% = 0. For the exponential dis-
tribution C}; = 1, for the 2-stage Erlang distribution C}, = 1/2 and for the 2-stage
hyperexponential distribution we have C, = 1.5. Substituting this in (5.6) we obtain:

pESIA+1)  p

A = Sa— 1y

EWwp] = 2 EQ[(‘SP(_l:)O) = 2?1E£Sl) = %E[WM],
I U

E[Wi,] % - %E[WM].

We observe that in the case of deterministic service times, the waiting times reduce 50% in
comparison to the exponential case. A reduction to 75% can be observed for the Erlang-
2 case, whereas an increase to 125% can be observed for the hyperexponential case. In
Figure 5.1 we show the curves for the average waiting times E[W] (for the deterministic,
the hyperexponential and the exponential service time distribution) as a function of the

utilisation p. O

5.2 An intuitive proof of the M|G|1 result

In this section we will give an intuitive proof of the M|G|1 result as discussed in the previous
section. For this intuitive proof we will use the PASTA property discussed in Section 4.3.
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Figure 5.1: Comparison of the M|H,|1, the M

to bottom): the average waiting time E[W] as a function of the utilisation p

M|1 and the M|D|1 queueing systems (top

Furthermore, we will need information about the so-called residual lifetime of a stochastic
variable. We will discuss this issue in Section 5.2.1 before we prove the M|GJ1 result in
Section 5.2.2.

5.2.1 Residual lifetime

Consider a Poisson arrival process. The time between successive arrivals is exponentially
distributed. From the memoryless property that holds for these exponentially distributed
interarrival times we know that when we observe this Poisson process at any point in time,
the time from that observation until the next arrival is again exponentially distributed.
This is in fact a very peculiar property which, as we will see later, has some interesting
implications which have puzzled probability engineers a long time.

Let us now try to derive the residual lifetime distribution of a more general renewal
process. Assume that we deal with a renewal process where the interevent times X are
distributed with (positive) density function fx(z). If we observe this process at some
random time instance, we denote the time until the next event as Y, the so-called residual
lifetime or the forward recurrence time. The time from the observation instance to the
previous event is denoted T and called the backward recurrence time. We denote the length

of the interval in which the observation takes place, i.e.,the “intercepted” interval, with a
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X A X
X: interevent time
Z: intercepted interval length
T: backward recurrence time
T Y Y: forward recurrence time
arrival

Figure 5.2: Stochastic variables involved in the derivation of the residual lifetime

stochastic variable Z. Note that Z does not have the same distribution as X, although one
is tempted to think so at first sight. Since longer intervals have higher probability to be
intercepted, a shift of probability mass from lower to higher values can be observed when
comparing the density functions of X and Z. In Figure 5.2 we show the various stochastic
variables.

It is reasonable to assume that the probability that the random observation falls in
an interval with length z is proportional to the length of z and to the relative occurrence
probability of such an interval, which equals fx(z)dz. We thus have that fz(z)dz =
Czfx(z)dz, where C is a constant which assures that fz(z) is indeed a proper density
function. Taking the integral from 0 to infinity should yield 1, i.e.,

/ ” f2(2)dz = / ¥ Cafx(2)dz = CE[X] = 1, (5.8)
0 0
so that we must conclude that C = 1/E[X] and

_ zfx(2)

fz(2) E[X] .

(5.9)

Now that we have an expression for fz(z), we will derive an expression for fy|z(y), the
probability density of Y, given a particular Z. Together with fz(z) we can then derive
fr(y) by unconditioning.

Assume that we have “intercepted” an interval with length 2. Given such an interval,
the only reasonable assumption we can make is that the actual random observation point

occurs in this interval according to a uniform distribution. Consequently, we have

1/z, 0<y<z

(5.10)
0, elsewhere.

friz(ylz) = {
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Now, applying the law of conditional probability, we obtain:

fZ,Y(Zvy) = fZ(Z)fY|Z(y|z)
zfx(2)1
E[X] 2
fx(2)

= = < . .
EX]’ I<y<z<oo (5.11)

In order to obtain fy(y) we now have to integrate over all possible z:
1= Fx(y)

= fx(2)
- Ef[X] dz = ] (5.12)

fr(y) = Ljy fzy(z,y)dz =

We thus have obtained the density function of Y, the forward recurrence time. A similar
expression can, by similar arguments, be derived for the backward recurrence time T

Applying this result now for deriving E[Y] we obtain:

ElY] = /0 " yfy(y)dy
= —E[IT] /Ow y(1 - Fx(y))dy
— o (=) + [ 3swa)
= 3 El[ X] /0 "y fx(y)dy
_ %ﬁ]} ’ (5.13)
by using partial integration (fuv' = uv — [u'v). In the same way, we have
E[T] = E[X?]/2E[X]. (5.14)

It is important to observe that the expected forward/backward recurrence time is not equal
to half the expected lifetime!

Example 5.5. Exponentially distributed periods X.
Let us now apply these results to the case where X is exponentially distributed with rate
A. Calculating

_1-Fx(y) _1-(1-e?)

frly) = BX] - I =Xe™ = fx(y), (5.15)
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reveals that the residual lifetime is distributed similarly to the overall lifetime. This is
exactly the memoryless property of the exponential distribution. A similar derivation can

be made for the backward recurrence time. The expected residual lifetime equals

EBIX? _2/3

ElY]= 2E[X] ~ 2/x

1/X. (5.16)

Similarly, we have E[T] = 1/A. Now, since E[Z] = E[T] + E[Y] = 2/, we see that
E[Z] # E[X]. This inequality is also known as the waiting time paradoz. It can be
understood by imagining that long intervals X have more probability to be “hit” by a
random observer. This implies that in Z the longer intervals from X are more strongly
represented. O

Example 5.6. Deterministic periods X.

In case the random intervals X are not really random but have deterministic length, we
have E[X?% = E[X])?2. In that case, the forward recurrence time equals E[X?%]/2E[X]
which reduces to E[X]/2. We find that the, maybe intuitively appealing, value for the
forward recurrence time, namely half the normal time, is only correct when the time

periods themselves are of deterministic length. O

Example 5.7. Waiting on a bus.

Consider the case where at a bus stop a bus arrives according to the schedule at .00, z.20
and .40, i.e., three times an hour at equidistance points per hour. If one would go to the
bus stop at random time-instances, one is tempted to think that one would have to wait
on average 10 minutes for the next bus to come. This is, however, not correct. Although
the “inter-bus” times B are planned to be exactly 20 minutes, in practice they are not,
hence, the variance in the inter-bus times is positive, and so E[B?] > E[B]?. The correct
expected waiting time for the bus is E[B?]/2E[B], which is larger than E[B]/2. When the

“Inter-bus” times are deterministic, the expected waiting time is 10 minutes. a

5.2.2 Intuitive proof

Combining the results of the previous section with the PASTA property, we are in a position
to intuitively prove the PK-result. We are interested in the average response time F[R] a
job perceives in an M|G|1 queueing station. Jobs arrive as a Poisson stream with rate A.

The service time per job is a random variable S with first and second moment E[S] and
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E[S5?] respectively. For the derivation, which is similar to the derivation for the M|M|1
queue presented in Chapter 2, we assume an FCFS scheduling discipline.

At the moment a new job arrives, it will find, due to the PASTA property, E[N] jobs
already in the system. Of these jobs, on average p = AE[S] will reside in the server, and
consequently, on average E[N,] = E[N] — p jobs will reside in the queue. The average
response time E[R] for the arriving job can then be seen as the sum of three parts:

o E[R;]: the residual service time of the job in service, if any at all;
e E[R,]: the service time for the jobs queued in front of the newly arriving packet;
e E[Rj3): the service time of the new job itself.

The term E[R;] equals the product of the probability that there is a packet in service and
the mean residual service time, i.e., E[R;] = pE[S?]/2E[S]. The E[N]—p jobs in the queue
in total require on average E[Ry] = (E[N] — p)E[S] time to be served. The packet itself
requires F[R3] = E[S] amount of service. Noting that due to Little’s law E[N] = AE[R],
we have:

E[R] = E[R\]+ E[R;] + E[R3]
E[S5?]
P2E[S]

= (1-p)E[R]=p

+ (MAE[R] — p)E[S] + E[S]
E[S?]
2E[S]
AE[S?]
2(1-p)

This is the result that we have seen before and concludes our proof. This intuitively

+ E[S](1 - p)

= E[R]= E[S]+ (5.17)

appealing form of proof, based on mean-values, is also known as “the method of moments”.

We will see examples of it in later chapters as well.

5.3 A formal proof of the M|G|1 result

One of the difficulties in analysing the M|G|1 queue is the fact that the state of the queue
is not simply given by the number of jobs in the queue as was the case with the M|M]|1
model. Because of the fact that the service time distribution is not memoryless any more,
the time a particular job has already been served has to be represented in the state of the
queueing station. Consequently, we deal with a stochastic process with a state variable

that takes values in the two-dimensional mixed discrete-continuous set IN x IR. There is,
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however, a particular set of time values, for which the already expired service time of the
job in service is known, and always the same: the instances of time immediately after the
departure of a job and before the new job starts being served. At these time instances,
the so-called departure instances, the already expired service time equals 0. Consequently,
a correct and sufficient state description at departure instances is the number of jobs in
the queueing station. In the following we will first derive a result for the average number
of jobs in the queueing system at departure instances. After that we will reflect on the
general applicability of this formula.

We will first find an expression for the expected number of customers left behind by a
departing customer. Let n; denote the number of jobs left behind in the queue by the i-th
job. During the service of the i-th job, a; new jobs arrive. We first express n;;; in terms
of n; and a;. In case n; > 0, the number of jobs left behind by the (i + 1)-th job equals the
number left behind by the i-th job minus 1 (the (i+1)-th job itself), plus the number of jobs
arrived during the servicing of the (i+1)-th job. Consequently, we have n;;; = n;+a;41 —1.
When n; = 0, the number of jobs left behind by the (i + 1)-th job simply is the number
of arrivals during its service: n,1; = a;+1. Introducing the indicator-function 1(z) which
equals 1, if z > 0, and 0 elsewhere, we have:

Nit1 = Ny + ;41 — l(nz) (518)
Now, taking expectations on both sides in this equation we obtain

where we assume that the expectations exist. Now, realizing that in equilibrium the average
number of jobs left behind by the i-th and the (¢ + 1)-th job must be equal, we have
E[n;y1] = E[n] = E[n]. Noting that we deal with Poisson arrivals, E[a;] will also be
independent from i, i.e., E[a] = FE[a;]. By a similar argument, we also have E[1(n;)] =
E[1(n)]. Substituting this in (5.19) yields

Eld] = E[1(n)]. (5.20)

Note that Efa], the average number of arrivals per average amount of service time, equals
p = AE[S]. We can also derive this differently (more intricate in this case, but it serves as
a step-up to the derivation of E[a?] later): the average number of Poisson arrivals in an
interval of length ¢ is At (the first moment of a Poisson distribution with parameter At).

Deconditioning on the length of the service time, we obtain

Ela] = )\/000 sb(s)ds = AE[S] = p. (5.21)
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Although we now have an expression for E[1(n)], we still do not have the desired result.
To come further to the desired measure, E[n}, we employ a trick: we square both sides of
(5.18):

n?y =ni+ (1(n))* + afy; — 2031 (ng) — 21(n) @i + 204841 (5.22)

First observe that (1(z))? = 1(z) and z1(z) = z in case z > 0. Now, taking expectations

on both sides and again using the earlier discussed “i-independence” we obtain
En? = E[n’| + E[1(n)] + E[a®] — 2E[n] — 2E[al(n)] + 2E[na]. (5.23)
First observe that the two E[n?] terms cancel. Furthermore, since arrivals are independent
of the state of the queue, we have E[na] = E[n|E[a] and E[al(n)] = E[a]E[1(n)] = E[a]?
(by (5.20)). Rewriting (5.23) then results in
2E[n] = E[a] + E[d®] — 2E[a)* + 2E[n]E]a]. (5.24)
Bringing the E[n]-terms together on the left-hand-side, we obtain
2E(n](1 — Ela]) = E[a] + E[a®] — 2E[a)? = 2E[a](1 — Ela]) + E[a®] — E[a].  (5.25)
Dividing both sides by 2(1 — E[a]) yields

E[a?] — Ela]
2(1 - Efa])

We already know that E[a] = p, so the only unknown still is E[a?]. Given that the service

E[n] = Ela] + (5.26)

period lasts ¢ seconds, the number of arrivals during this service period has a Poisson
distribution with parameter At. The second moment of this distribution equals (At)? + At.
Consequently, we have E[a?®|service time is t] = (At)? + At. Deconditioning on the service
time, we obtain

Ela? = /O “((As)? + As)b(s)ds
= 2 /0 " $2b(s)ds + A /0 " sb(s)ds = N E[S?] + AE[S). (5.27)

Using this result, we derive
(A\2E[S?] + AE[S]) — AE[S] \2E[S?)

2(1-p) 2(1-p)
This is the result that we have seen before, e.g., in (5.3), except for the fact that we now have

Enl=p+

= AE[S] +

(5.28)

an expression for E[n], the average number of jobs in the queueing station upon departure
instances, whereas (5.3) gives an expression for E[N], the average number of jobs in the
queueing station at any time instance. Now we have to make use of the following theorem,
which we state without proof (for a proof, we refer to [160, Section 5.3, p.176}).
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Theorem 5.1. Departure instances are arrival instances.

In a queueing system in which customers arrive and depart one at a time, the
distribution of the number of customers left behind at a departure instance
is equal to the distribution of the number of customers found upon arrival
instance. O

Using this theorem and knowing that for the M|G|1 queue (due to the PASTA property)
the distribution of the number of customers found at arrival instances equals the customer
distribution at arbitrary time instances, we have established F[n] = E[N].

5.4 The M|G|1 model with batch arrivals

In many communication systems, packets that have to be transmitted come from a higher
protocol entity in which a user-originated packet has been split into a number of mini-
packets that fit the packet size used at lower levels in the protocol stack. Since the splitting
of a packet in mini-packets proceeds normally very fast, it is as if a number of mini-packets
(a batch) arrive at the same time (or within a very short time period).

We can model this kind of system by assuming so-called batch or bulk arrivals. We
assume that we have a Poisson arrival process of batches of mini-packets with intensity .

An arriving batch consists of a random amount H of mini-packets, characterised by the

discrete probabilities by, k =1,2,---. The expected number of mini-packets in a batch is
E[H] =" kh, (5.29)
k=1

and the second factorial moment equals
E[H2]—E[H] =FE[HH-1)] = Zk(k—l)hk. (5.30)
k=1

Each mini-packet requires a random amount of service S with first and second moment
E[S] and E[S?] respectively. We thus have p = AE[H]E[S]. Without proof, we state the
average mini-packet waiting time E[W]:

AE|H|E[S?] E[H(H —1)|E[S]

W= =0 * 2B - p)

(5.31)

The first term indeed is the average mini-packet waiting time in a normal M|G|1 model as
if packets arrived with average size E[H|E[S]| and second moment E[H]E[S?]. The second
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term accounts for the extra waiting time experienced by packets that are not the first in
the batch.

The M|G|1 model with batch arrivals is often denoted as MI#]|G|1, where the H denotes
the batch-size distribution.

Example 5.8. Fixed mini-packet size.
Consider a distributed computing application that generates exponentially distributed ap-
plication packets with length A, with E[A] = 1/u bytes. The underlying network can only
accept mini-packets (frames) with fixed length v bytes. The overall stream of application
packets forms a Poisson process with rate A. The network transmission speed is T bytes
per second.

Let us compute the average mini-packet waiting time E[W], given that A = 75 packets
per second, E[A] = 1 Kbyte, v = 50 bytes and 7 = 100 Kbytes per second.

We first compute the density of the number of mini-packets H, i.e.,the probabilities hy,
k=1,2,---, that an application packet is split in k£ mini-packets. An application packet
of length a will be split in k& mini-packets whenever (k — 1)v < a < kv. Consequently, we
have

he = AM fa(@)da = Fa(kv) — Fa((k — 1))

k—1)v
= (1 — e*ukl/) _ (1 _ e*li(kAI)V) — e—u,(k—l)l/(l _ eﬁp,/)
= (e—uV)k—1(1 —e M) = (1— Q)k_lgz, k=1,2,---. (5.32)

We thus find that H is geometrically distributed with parameter 2 = 1 — e #”. We know
that (see also Appendix A) E[H] = 1/Q. Then note that var[H] = (1 — Q)/Q? so that
E[H?) = var[H] + (E[H])? = (2 — )/Q2. Consequently,

mmﬂ—m=Emﬂ—mm:2&Q—$=%%§Q (5.33)

Substituting these results in (5.31), and noting that we have deterministic mini-packet
service times so that E[S?] = E[S]?, we obtain
AE[S)? (1-Q)E[S]

E[W]zz(l_p)9+ P (5.34)

Let us now use the above given numerical values. We first calculate @ = 1 — e ™ =
1 — e80/1000 — . 049. Consequently, the average number of mini-packets an application is
split into equals F[H] = 1/Q = 20.504. Furthermore, the first moment of the mini-packet
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service time E[S] = 50/100000 = 0.5 msec, and p = AE[H|E[S] = 0.769. We thus obtain

AE[S]?  (1-Q)E[S]
21-p)2 (1-p)Q2
75(5 x 10742 (1—0.049)5 x 10~*

- = 43 msec. _
2(1 — 0.769)0.049 + (1 —0.769)0.049 3 msec (5.35)

EW] =

Interesting to note is that when there is no splitting, that is, when the application packets
can be transmitted directly, we would have obtained
AE[S%] 150 x 10~*

BVl = 30 B ~ 30 —m = 107y ~ O e (5:36)

where E[S4] and E[S%] are the first and second moment of the application packet lengths
measured in seconds. Observe that the batch arrivals cause an increase in waiting time of
13 msec (around 43%)! O

5.5 M]|G|1 queueing systems with server breakdowns

In many computer-communication applications one can observe temporary unavailability
of resources. One can think of the breakdown of a server, the unavailability of a server due
to maintenance, or the unavailability of a server for a particular customer class due to the
fact that the server is occupied by another customer class. One also often speaks about
server vacation models in this context, simply because from a customer point-of-view, the
server is taking a vacation and cannot serve customers for some time.

There are many aspects that characterise queueing models with breakdowns. Apart
from the “normal” characteristics of a queueing system, there are various characteristics
concerning the vacations the server takes:

e The length of the server vacation, that is, its distribution and its dependence on,
e.g., the state of the queue.

e The time-instances at which server vacations start. Do they start during a normal
service, thus implying a preemption of the job in service, or can they only take place

when the server is idle or when the server changes from one customer to the next?

e The scheduling of server vacations. Are vacations starting randomly, after some fixed

number of (job) services or after some fixed time period?
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e The resume policy of the server. Is a new vacation started if after a vacation the
server finds the queue empty, or is the server just becoming idle in these cases?

Depending on the application that one studies, one can decide for one or another model.
As an example, maintenance work is preferably done during idle periods of a system.
When modelling a system including its maintenance, the maintenance activities could be
modelled as server vacations which can only start when there are no jobs to be served.
Depending on the maintenance strategy, a maintenance activity may be started after a
fixed number of services or after a fixed time interval, whichever comes first (compare a
car maintenance schedule: e.g., every 20000 km or once a year, whichever comes first).

Without going into too much detail regarding derivations, we will present M|G|1 queue-
ing systems with server breakdowns and single arrivals in Section 5.5.1 and with server
breakdowns and batch arrivals in Section 5.5.2.

5.5.1 Single arrivals

We first consider a variant of the M|G|1 model in which the server takes a vacation of
random length whenever the system becomes empty. Upon returning from a vacation,
the server starts working again when there are jobs queued, until the station empties
again. Whenever, upon return from a vacation, the server finds the queue empty, it takes
another vacation. This model is called an M|G|1 model with exhaustive service and multiple
vacations.

Assume that jobs arrive as a Poisson stream with intensity A, and that job lengths
have a distribution characterised by the first two moments E[S] and E[S?]. As usual,
p = AE[S]. A vacation has a duration V and is characterised by its first two moments
E[V] and E[V?).

Let us use the method of moments to derive the average waiting time. The average
waiting time E[W] consists of three parts. The first part is the average remaining vacation
time, given that a vacation is going on at the instance of arrival. The latter is the case
with probability 1 — p, the probability that there is no work to be done. The second and
third part are similar to the corresponding parts in the normal M|G|1 queue: p times the
average residual service time for the job being served and E[Ng] = E[N] — p times the
average service times of the jobs queued in front of the arriving job. Consequently, we

have

EV?) | B[S’
2E[V] " P2E[9]

EW] = (1-p) + E[N,|E[S). (5.37)
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By using Little’s law to rewrite E[N,] = AE[W] and rearranging terms, we obtain
E[V?  AE[S?Y

2E[V]  2(1—p)

We observe that the expected waiting time E[W] of a packet in this system simply equals

E[W] = (5.38)

the sum of the residual vacation duration, E[V?]/2E[V], and the waiting time as perceived
in a normal M|G|1 model. This result is not surprising. All jobs being served in fact receive
service as in a normal M|G|1 queue, however, delayed by the expected remaining vacation
time (of the last vacation).
A slight change to the above model is the case where at most one vacation is taken: an
M| G|1 model with exhaustive service and a single vacation. Whenever the server returns
from a vacation and finds the system empty, it simply becomes idle, waiting on the next
arrival. For E[W] we then have the following slightly more complex result:
AE[V? AE[S?]
(e +AE[V])  2(1-p)’

where we recognize the normal M|G|1 waiting time, plus a term accounting for the server

E[W] = (5.39)

vacation. In this term, fi;(A) is the Laplace transform of the density function of V, evalu-
ated at s = A (see also Appendix B):

fols =) = ( / oot fv(t)dt) . (5.40)

0 s=A

For the above evaluation we thus require knowledge of f;(s) and, hence, of the distribution
of V. What can be observed though, is the fact that the single vacation model yields a
smaller expected waiting time than the multiple vacation model since the additive term
fi(A) in the left denominator is always positive, thus yielding a smaller contribution to

the waiting time.

5.5.2 Batch arrivals

We can easily generalise the M|G|1 model with server breakdowns to one with batch
arrivals, as discussed in Section 5.4. We have a Poisson arrival process of batches with
rate A. An arriving batch of random size H consists of £k = 1,2, mini-packets with
probabilities hg, k = 1,2,---. The expected number of mini-packets in a batch is E[H];
the second factorial moment is E[H(H — 1)]. Each mini-packet requires a random amount
of service with first and second moment E[S] and E[S?], respectively. Recalling that
p = M\E[H]E|S], we have for the average message waiting time E[W] the following result:
E[V?Y AE[H]E[S?] n E[H(H - 1)]E[9]

EWI=55m] ™ 20— p) 2E[H](1-p)

(5.41)
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where the first term indeed is the residual vacation time and the latter two terms represent

the earlier presented average message waiting time in an M!|G|1 model without vacations.

5.6 Further reading

The M|G|1 queue is treated in most textbooks on computer performance evaluation. The
earliest results on the M|G|1 queue have been derived by Pollaczek [235]. Early work on the
embedded Markov chain approach has been performed by Palm [228] and Kendall [155].
Background on queues with server breakdowns can be found in the survey of Doshi [76].
Many variants of the M|G|1 queue are treated in depth in the book by Takagi [274].

5.7 Exercises

5.1. The M|G|1 queue.

In a university computer center three types of jobs are distinguished (with their relative
occurrence): student jobs (30%), faculty jobs (50%) and administrative jobs (20%). Jobs
of these three classes have negative exponential lengths with mean values 10, 30 and 20

milliseconds, respectively.

1. Compute the first and second moment of the job service time.
2. At which overall job arrival rate does the system become overloaded?

3. Express E[W] as a function of the overall arrival rate A and draw a graph of E[W]
against A.

4. What value does the arrival rate reach, when the expected waiting time is at most

equal to two times the expected service time? How big is the utilisation in that case?

5.2. Modelling of a disk system.

We consider a (simplified) single disk system. The disk has ¢ tracks and s sectors per
track. We assume that seek operations can be performed with constant speed v tracks
per second. The number of disk rotations per second is r. A single sector (containing b
bytes) corresponds to the smallest unit of transfer (a block). We consider the case where
disk requests (for single blocks) arrive as a Poisson process with rate A and assume that
requests are uniformly distributed over the disk; successive requests are independent of one
another. The service time of a single request then consists of the rotational latency, the

seek time and the block transfer time.
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1. Find expressions for the first and second moment of the rotational latency.
2. Find expressions for the first and second moment of the seek time.

3. Find expressions for the first and second moment of the block transfer time.
4. Give an expression for the expected response time for a disk request.

5. How would the analysis change when a single disk request consists of ¢ blocks with

probability b; (¢ = 1,--+,s) under the assumption that these blocks are stored con-

secutively.
The issue of disk modelling is discussed in detail in [248].

5.3. M|G|1 queues with batch arrivals.
Consider a M|G|1 queue with batch arrivals. The arrival process (of batches) has rate .
1

Every batch consists of H mini-jobs (mini-packets), with hy = ¢, for k£ = 1,---,5. We

furthermore have: E[S] = 0.03 deterministically.
1. Compute the mean batch size E[H].
2. Compute the second factorial moment E[H(H — 1)].
3. How large can A be before the system becomes unstable?
4. Compute E[W] in case p = 0.9.

5. Now, suppose we are not aware of the results for the M|G|1 queue with batch arrivals.
Instead, to approximate the fact that arrivals take place in batches, we accelerate the
arrival process with a factor E[H] and treat the resulting system as a normal M|G|1

queueing model. How large is E[W] in this case?

6. To improve upon the approximation derived in the previous exercise, we now assume
that arrivals of batches do take place, but we “encode” the batch size in the service
times, i.e., we assume that a service lasts 1—[3)0]6 when the arrival consists of k£ mini-
packets (which is the case with probability hy, k = 1,---,5). Compute E[S] and

E[S5?] and evaluate the expected waiting time E[W] using the normal M|G|1 result.
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Chapter 6

M|G|1 queueing models with various

scheduling disciplines

N this chapter we continue the study of M|G|1 queueing models. In particular, we will

study the influence of various new scheduling disciplines, in comparison to the FCFS
scheduling we have addressed in Chapter 5. We address non-preemptive priority scheduling
in Section 6.1 and preemptive priority scheduling in Section 6.2. A limiting case of the
non-preemptive priority scheduling is shortest job next scheduling, which is discussed in
Section 6.3. Then, in Section 6.4 we discuss the round robin scheduling strategy and, in
Section 6.5, its limiting case, processor sharing scheduling. Finally, we discuss scheduling
disciplines based on the already elapsed service time of jobs in Section 6.6.

6.1 Non-preemptive priority scheduling

Up till now we have assumed that all the jobs that need to be served have the same
priority. In practice, this is often not the case. In communication systems, as an exam-
ple, short packets that contain control information might have priority over the generally
longer user packets. Another case where priorities are needed is in integrated services
communication systems which transmit real-time data such as voice or video samples next
to time-insensitive data. Also in computer system scheduling multiple priority classes do
make sense, e.g., to distinguish between interactive jobs and computation-intensive batch

jobs. To illustrate the need for priority scheduling, let us consider the following example.

Example 6.1. A computer center without priorities.
Consider a computer center where jobs enter as a Poisson process with rate A. Of the
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p  EW]
0.1540 0.0222
0.3080 0.0542
0.4620 0.1046
0.6160 0.1953
0.7700 0.4076
0.9240 1.4803

S U W N >

Table 6.1: Mean waiting times F[W] (in seconds) in a non-priority computing center

incoming jobs, a fraction o; = 40% comprises inter-active jobs with fixed length of 10
msec, and a fraction of a = 60% comprises batch jobs with a fixed length of 250 msec. We
can compute the expected service time E[S] = 0.4 x 10 + 0.6 x 250 = 154 msec. We thus
find that the system becomes unstable at A = 1/0.154 = 6.6 job arrivals per second. For
the second moment we find E[S?] = 0.4 x 0.01% 4+ 0.6 x 0.250? = 0.0375 seconds?. Using
the standard M|G|1 result, we can compute the expected waiting times for increasing load,
as indicated in Table 6.1
What can be observed is that even for small utilisations the average waiting time E[W]
is significantly larger than the time required to serve interactive jobs. This is an undesirable
situation which can be overcome by introducing (higher) priority for the interactive jobs.
O

An important characteristic of priority strategies is whether they are preemptive or not:

o In preemptive priority strategies a job in service is stopped being served as soon as
a higher-priority job arrives. In that case, first the higher-priority job is served,
after which the service of the lower-priority job that was originally being serviced
is resumed or restarted. Preemptive scheduling strategies thus order the jobs in the
queue, including the one in service.

o In non-preemptive priority strategies, a job in service is always first finished before a
new job is put into service. Non-preemptive priority strategies only order the jobs in
the queue. Apart from the introduced overhead, preemptive priority strategies are
better for the higher-priority jobs than non-preemptive ones. On the other hand,
non-preemptive strategies are generally easier to implement and cause less overhead.

In this section we focus on non-preemptive priority scheduling, whereas Section 6.2 is

devoted to preemptive priority scheduling.
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Figure 6.1: M|G|1 model with P priority classes

Let us now consider a model of a single server system in which arriving jobs can be
classified in P priority classes, numbered 1 through P. We assume that class 1 has the
highest and class P the lowest priority. Jobs of class r = 1,---, P, arrive at the queueing
station according to a Poisson process with rate A.. The average service requirement for
class r jobs is E[S,] = 1/p,. The second moment of the service requirements for class r
jobs is E[SZ]. In Figure 6.1 we show the M|G|1 model with multiple priorities. Note that
we have drawn multiple queues for convenience only; one could also consider a single queue
in which the customers are ordered on the basis of their priority.

We will now derive a relation between the average waiting time E[W,] of a class r job
and the average waiting times of jobs of higher priority classes 1,---,r — 1.

A job of class r arriving at the queueing station has to wait before it can be served. Its

waiting time W, consists of three components:

e The remaining service time of the job in service, if any;

e The time it costs to serve all the jobs of priority classes k = 1,---,r, i.e., of all higher
and equal priority jobs, that are present in the system upon the arrival of the class
T job;

e The time it costs to serve jobs of higher priority classes, i.e.,jobs of classes k =
1,---,r — 1, that arrive during the waiting period of the class r job.

In an equation, this takes the following form:

T r—1
W,=Tp+> T+ Ty, (6.1)
k=1 k=1
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where W, is the waiting time of class r jobs, Tp the remaining service time of the job in
service, T}, the time it costs to serve all the class k customers that are present upon the
arrival of the class r customer (note the summation index that ranges from 1 to r), and
T} the time it costs to serve all the class k customers that arrive during W, and that need
to be served before the class r customer (note the summation index that ranges from 1 to

r — 1). Taking expectations on both sides we obtain:

r r—1
EW,] = BTz + Y. BIT) + Y EITY). (62)
k=1 k=1
We will now derive expressions for the three terms on the right hand side of this equation:

e The remaining service time of the job in service clearly depends on the class of the job
that is in service. A job of class r is in service with probability p,, where p, = A E[S,],
the utilisation caused by class r jobs. The remaining processing time of a class r job
equals E[S?]/2E[S,]. In total, we thus obtain:

P

Z ME[S?]. (6.3)

2

ElTe] = \; Sk] B

t\DIp—l

e The term F[T})] is determined by the number of jobs per class in the queueing station
upon the arrival of the new class r» job. Due to the PASTA property and Little’s
law we know that on average there are E[Nyx] = M\ E[Wj] class k jobs upon arrival

in the queue. Since they require on average 1/py amount of service each, we have
E[Ty] = E[Ngl/ e = ME[Wi]/pe = pp E[Wi].

e Finally, we have to calculate E[T}]. During the E[W,] time units the class r job has
to wait, on average A\, E[W,] jobs of class k arrive, each requiring 1/uy service. Thus,
we have E[T}] = ME[W.,]/u = prE[W,].

Substituting these results in (6.2), we obtain

P A r—1
EW,] = kz:?kE +k2:pkEWk +k2pkE[W]

=1 =1 —
P r—1

= Z?E[Sk 1+ > Bl Wk]"‘ZPkE[W
k=1 k=1 k=1
P o\

= Y ?E S2) + ZpkE[Wk] + E[W,] (Z Pk) (6.4)
k=1 k=1 k=1
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Bringing the E[W,]-terms to the left, we obtain

T P r—1
EAED WAED K- LR S U} (6.5)

Defining o, = Y;_; px (with oo = 0) and dividing by (1 — 0,) we obtain:

TP 2 E[SY] + 52t oe E[Wi]
1—o, '

E[W,] = (6.6)

We thus have established a relation that expresses E[W,] in terms of E[W,_;] through
E[W;]. Taking the case r = 1 we obtain:

E[Tp] _ B[Tr] _ Sicy ME[SE]
(l—01) 1=p 2(1-p1)

Notice the similarity of this expression with the normal M|G|1 waiting time formula. If

E[W:] = . (6.7)

P =1, the above expression even reduces to the PK result we have seen before. For the
case r = 2 we obtain

E[Tp] + plE[Wl] E[Tp]
E[W,] = == —"""7 6.8
2] (1—-0y) (1—03)(1~01) (6.8)
Continuing this process we will recognize the following relation:
BW,) = — 2] (6.9)

(1-0)(1=0,1)’
with E[Tp] = S°F_, \E[S?)/2. This result is known as Cobham’s formula [57, 58]. Notice

that we can express the average response time for class r as

E[T]
(1-0,)1—-0,_1)

E[R,] = E[S,] + (6.10)

Example 6.2. A computer center with two priority classes.

To illustrate the impact of the use of priorities, let us readdress the computer center that
serves two types of customers. Instead of merging the two classes we now give priority to the
shorter interactive jobs. In Table 6.2 we show the results. For ease in comparison we also
include the non-priority results. We observe that the average waiting time for interactive
jobs is only slightly longer than the remaining service time of the job in service (shown
in the rightmost column of the table). As can be seen, the performance improvement for
interactive jobs is tremendous, at almost no performance penalty for the batch jobs. O
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p EWl | A p N pp EW] EW)] E[Tp]
0.1540 0.0222 | 0.4 0.004 0.6 0.15 0.0188 0.0222 0.0188
0.3080 0.0542 | 0.8 0.008 1.2 0.30 0.0378 0.0547 0.0375
0.4620 0.1046 | 1.2 0.012 1.8 0.45 0.0570 0.1059 0.0563
0.6160 0.1953 | 1.6 0.016 2.4 0.60 0.0763 0.1987 0.0750
0.7700 0.4076 | 2.0 0.020 3.0 0.75 0.0958 0.4164 0.0938
0.9240 1.4803 | 2.4 0.024 3.6 0.90 0.1154 1.5183 0.1126

S TR W N | >

Table 6.2: The waiting times in a computer center with job priorities

The non-preemptive priority scheduling strategy in fact does nothing more than change
the ordering of service of arriving jobs. The amount of work to be done by the queueing
station remains the same. Note that we assume that the overhead for “implementing”
the priorities is negligible. One might therefore expect that some kind of law exists that
expresses that whenever one gives one class of jobs a higher priority, that other classes of
jobs suffer from this.

Indeed, such conservation law does exist. This law expresses that the sum of the average
waiting times per class, weighted by their utilisations, remains the same, independent of
the priority assignment to the various classes. This law, often denoted as Kleinrock’s
conservation law [160] has the following form:

P
> PrEW,] = pE[W], (6.11)

where p = X p,, and E[W] is the average waiting time when there are no priority
classes. E[W] can thus be derived by the normal M|G|1 result. Substituting p, = /s,
(Little’s law for the server only) and E[W,] = E[N,,]/A. (Little’s law for the queue only)

we obtain
D E M E[N,,] &
PE[W] = ZPTE[WT] = Z P = ZE[Nq,r]E[ST]- (6'12)
r=1 r=1F7T T r=1
The right-hand side of this equation expresses a quantity that is often called the amount
of work in the system, that is, the sum over all priority classes of the number of queued

jobs multiplied by their average service requirements.

Example 6.3. The conservation law for the computer center with job priorities.
As an example of the conservation law reconsider the computer center with job priorities.
From Table 6.1 we read that for A = 5, the amount of work in the system equals 0.314.
Computing p; E[W;] + p, E[W}] from Table 6.2 yields the same result. ad
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6.2 Preemptive priority scheduling

In non-preemptive priority scheduling, a high-priority job might have to wait for a low-
priority job already in service when the former arrives. To circumvent this, we might
allow for the preemption of low-priority jobs by arriving high-priority jobs. In a time-
sharing computer system such a scheduling mechanism can be implemented very well; in
a communication system such a scheduling mechanism can be applied at the mini-packet
level.

A job that has been preempted can be handled in various ways when the processor
restarts working on it. Most efficient is to resume the work from the point where the
preemption took place. This is called the preemptive resume (PRS) strategy. Instead of
resuming the work, the job can also be restarted. Two possibilities exists in this case, at
least from a modelling point of view. One can either repeat exactly the same job, or one
can repeat a job with a service time redrawn from the service time distribution. The former
variant is known as the preemptive repeat identical (PRI) strategy and is what happens
most often in reality. The latter strategy is known as preemptive repeat different (PRD).
As the PRS-strategy excludes the possibility of work being redone, it seems to be the most
efficient. That the PRD-strategy is more efficient than the PRI-strategy can be seen as
follows. First observe that the probability of a job being preempted increases when the
job increases in length. If such a job is then later repeated identically, it will again be
long, and the probability that it is preempted remains relatively high. If on the other hand
a different job drawn from the same distribution is repeated, there is a fair probability
that it will be shorter than the “original” (long) one. It will thus finish faster and will be
preempted with a smaller probability.

We now focus on the PRS-strategy. For jobs of the highest priority class (class 1) the
workload imposed by the lower priority classes does not matter at all. Therefore, E[W;]
can simply be derived via the PK-formula for class 1:

ME[ST]  ME[S]]
2(1—p1) 201 —oy)

For jobs of class » = 2,---, P, the situation is slightly different. These jobs first of all

have to wait for the remaining service time of the job in service if it is of class r or higher

E[W,] = (6.13)

priority, i.e., of one of the classes 1,---,r. The expected value of this quantity equals

E[S{]
2E[S]

k=1

Notice the difference with the non-preemptive case here. There, the arriving job always
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has to wait for the completion of the job in service, regardless of its class, that is, we always
deal with a remaining processing time E[Tp].

Then, similar to the non-preemptive case, the job has to wait for the completion of
jobs of classes 1 through r that are already waiting when it arrives. Following the same
derivation as in the non-preemptive case, we obtain that the average waiting time for a job

of class r before it is put into service (denoted as W}¥) equals

E[T}]
(1-0.)(1~-0,1) .

However, there is one element that we did not yet take into account, namely the fact that

E[W?*) = (6.15)

once a class r job is in service, it can be preempted by higher-priority jobs, so that extra
waiting time is introduced. The amount of work that flows in during the service of the class
r job and that needs to be handled first equals, on average, o,_1 F[S;], i.e., the utilisation of
high-priority job class multiplied by the service duration of the class r job. However, also
when serving this extra work, additional work might flow in: a quantity equal to o?_, E[S,].
Taking this reasoning further reveals that the effective time to complete the service of the
single class r job takes

E[S,
E[S ) 1+0o 1+l +0d +-)= EIS]

= : 6.16
o (6.16)

Since the actual average service time still is F[S,], extra waiting time due to preemptions,
of length
E[S:]

1- Or-1

Ur—lE{Sr]

1- Or—1

- E[S,] = (6.17)
is introduced, so that the average waiting time for a class r customer finally becomes

B[,
(1-o,)(1- Ur—l).

Defining 0y = 0, this equation is also valid for class 1. For the average response time for

Or—1

E[Wr] = E[Sr] +

6.18
T (6.18)

class r we derive:

E[S,] E[T,]
l—g,y (1-0,)1—-0,-1)
Notice that in comparison with the non-preemptive case the average service time E[S,] for
class r jobs is stretched by a factor (1 — o,_1)7!, and E[Tp] has been changed to E[T,].

E[R,] = (6.19)

Example 6.4. Preemptive priorities in the computer center.
We can further improve on the performance (mean waiting time) for the interactive jobs
by giving them preemptive priority over the batch jobs. In Table 6.3 we show the expected
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non-preemptive preemptive

p_EW] EW)] E[W] EW)]
0.1540 0.0188 0.0222 0.00002 0.0233
0.3080 0.0378 0.0547 0.00004 0.0567
0.4620 0.0570 0.1059 0.00006 0.1090
0.6160 0.0763 0.1987 0.00008 0.2028
0.7700 0.0958 0.4164 0.00010 0.4215
0.9240 0.1154 1.5183 0.00012 1.5244

Sy U ok W N = >

Table 6.3: The waiting times (in seconds) in a computer center with non-preemptive and

preemptive priorities

waiting times for the two job classes. For ease of comparison, we have also included the
expected waiting times in the non-preemptive priority case. As can be seen, the waiting
time for the interactive jobs almost vanishes; only when another interactive job is still in
service does an arriving one have to wait (the probability that no such arrivals take place
equals e™# which is very close to 1). The batch jobs do suffer from this improvement only
to a very limited extent. 0

6.3 Shortest job next scheduling

Given that the required service times for jobs are known in advance, which is sometimes the
case when transmitting packets in a communication system or when submitting “standard
jobs” to a computer system, one might want to give priority to small jobs. This leads to
what is known as shortest job next (SIN) scheduling. In fact, SIN scheduling is a form
of priority scheduling in which shorter jobs get priority over longer jobs, i.e.,the length
of the job is the priority criterion. Therefore, a derivation similar to the one presented in
Section 6.1 is possible; however, we now deal with a continuous priority-criterion, thereby
assuming that job service times or job transmission times take values in some continuous
domain. Again, we assume that the priority mechanism works in a non-preemptive way.

Let us assume that jobs arrive to the queue as a Poisson process with rate A and with
service requirement S. S is a random variable with probability density fs(t). We say that
a job has “priority ¢” whenever ¢t < S < t+dt and dt — 0. All jobs with priority ¢ together
form a Poisson process with intensity
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Ao = APr{t < § < t+dt} = M.(t)dt. (6.20)

The jobs with priority ¢ together constitute a job class with utilisation
pr = Mt = At fs(t)dt, (6.21)

as the (average) service requirement of class t jobs is ¢ units of time.
Analogous to o, for the priority scheduling mechanism discussed in Section 6.1, we
define §; to be the cumulative utilisation of jobs of priority ¢ and higher. Note that a

higher priority corresponds to a lower value of ¢. Consequently, we have

8 = /0 s fs(s)ds. (6.22)

As a result, B = A [;° sfs(s)ds = AE[S] = p, the total utilisation.

In the derivation in Section 6.1 the average remaining processing time F[Tp] of a job in
service, given P different priority classes, played an important role. This quantity can now
be calculated as the summation over all priority classes of the product of the probability
to find a class t customer in service and its average remaining processing time; we denote
this quantity as F[T,]. First note that a class ¢t customer is in service with probability
density value p;. Then note that a class ¢ customer has a fixed service time of ¢ seconds,

so that the average remaining processing time equals ¢/2. Consequently, we have

E[T,.] = /Ooopt%dt:/()ooAtfs(t)%dt= 0°° —gt2fs(t)dt
1 o PE[S?]
SAE[S?] = 2E[S] = pE[Y], (6.23)

where Y is the residual service time. The conditional average waiting time for a class
t customer, denoted E[W;], now simply equals the average remaining processing time,
divided by (1 — ;) and (1 — B;—1) (h — 0), in a similar way as in (6.9). In this case,
however, §; and f3;_; are the same since h — 0, so that we obtain:

E[T) AE[S?]

B =5y =2 —pr 024

This result is known as Phipp’s formula [233]. This conditional waiting time can be used

to calculate the unconditional waiting time as follows:

EW] = /0 ~ E[W,)fs(t)dt. (6.25)
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Figure 6.2: Comparing SJN and FCFS scheduling for the M|U|1 queue

As in the discrete case, also in the continuous case there exists a conservation law. It takes
a form completely analogously to the form seen before:
pE[T)]

[ pEW = [ xefsvyEWide = PEo = pB[Wrces). (6.26)

Example 6.5. FCFS and SJN scheduling in a M|U|1 queue.

Let us now compare the average waiting time of two M|U|1 queues: one with FCFS schedul-
ing and one with SIN scheduling. Let the service times be uniformly distributed in [0, 1]
and let us assume that A = 1.0. Consequently, p = AE[S] = 1/2. Furthermore, we have
E[S? = 1/3. Using fs(t) we can easily calculate 3; as follows:

t t
8 = / e fs(z)dz :/ wdz = %tz, 0<t<1. (6.27)
0 0

For the FCF'S scheduling case, we can simply apply the PK-formula which yields

AE[S?] 1
E[Wrcrs) = —p) "3 (6.28)
For the SJN scheduling we find
2
E[W,] = 2)‘E[S I _ 1/3 1 0<t<1. (6.29)

(1-8)%  2(1- %t2)2 - 6(1 — %tz)z’
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In Figure 6.2 we show the two curves for the (conditional) average waiting times. As can
be observed, SIN is advantageous for short jobs; the price to be paid is the longer expected
waiting time for long jobs.

It is also possible to calculate the unconditional waiting time for SIN scheduling, simply
by unconditioning E[W;], according to (6.25):

EWsi) = [ EW)fs()i (6.30)
_ (arctanh(¢/v2) t =t _
- ( N 2))t=0 = 0.2705 (6.31)

As can be seen, the unconditional average waiting time for SIN scheduling is smaller than
for FCFS scheduling (note that we have used a formula manipulation package to establish
the last equality). ]

A disadvantage of SIN scheduling is that the required service times have to be known
in advance. As an example of a system where this is the case, consider a communica-
tion system in which packets are queued for transmission. The service times (the packet
transmission times) are then readily known, in which case SIN scheduling can be fruit-
fully employed. In general purpose computer systems, however, such knowledge will not
be available. Indications of job durations provided by the system users are generally very
unreliable and therefore not a solid basis for a scheduling discipline. One way to overcome
this problem is to quit (and later restart) jobs that last longer than the durations indicated
by the users. This prevents the users being overly optimistic about their job lengths; esti-
mating too tightly will result in necessary reruns of jobs and even higher effective response
times.

6.4 Round robin scheduling

Although SJN scheduling improves the performance of short jobs, there is still a non-zero
probability that long jobs are taken into service. In fact, in any stable system, all jobs
finally receive service. An unlucky short job can therefore experience a long delay if the job
in service happens to be a rather long one. In such a case the preemption of the long job
will help the small job significantly, whereas the long job will not be delayed that much,
relative to its own long service time.

A very special preemptive scheduling discipline is round robin (RR) scheduling. With

RR scheduling all the customers in the queue receive service on a turn-by-turn basis. Per
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turn, the customers receive a maximum quantum or time-slice of @ time-units of service. If
the customer completes during such a short service period, it leaves the system. Otherwise,
it rejoins the queue at the end. Clearly, RR is only possible when it makes sense to work on
jobs little by little. In time-shared or multi-programmed computer systems this is possible
(and normally practiced): after having received an amount of CPU time, the status of a job
can be saved. At a later stage the work on that job can be resumed. For communication
networks a similar scheme can also be employed: large application-packets from various
sources are then split into mini-packets (segmentation). These can then be transmitted
on a turn by turn basis, e.g.,in a cyclic way. The result is a multiplexing scheme at the
mini-packet level.

Below, we outline the derivation of the response time E[Ry] for customers requiring &
quanta, as given in [59]. We assume that the actual service time of a customer is an integer
number of the quantum ) and that the probability that a customer requires ¢ quanta is

geometrically distributed with parameter o:
g; = Pr{customer length = iQ} = (1 — o))"}, i=1,2,---. (6.32)

For the first and second moment of the service time distribution, we then find:

- Q

ElS] =3 (iQ)g:i = 1, (6.33)
i=0
and .
— . +o
B[S =3 (iQ)*gi = m@2- (6.34)
=0
The analysis then proceeds to compute
E[Ry] = Y _piE[Ryld], (6.35)
=0

where p; is the steady-state probability of having i customers in the queue (at arrival
instances), and E[Ryi] is the expected waiting time for a job requiring k quanta of service
when upon its arrival i jobs are already queued. A recursive expression for £ [R|i] is then
derived which, using the summation (6.35) reduces to a recursive expression for E[Ry]
which can be solved to a direct expression (as we have seen for priority queues). For a

customer requiring only a single quantum of service (k = 1), we immediately see

E[R) = p2 + BINJQ +Q. (6.36)

The first term is the remaining time for the service quantum currently given to the customer

in service, if any at all (this explains the factor p); the second term is the waiting time for
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all the quanta of service given to the customers queued in front of the arriving customer;
the third term is the quantum for the arriving customer itself. Note that p is defined as
AE[S] = AQ/(1—0) here. Furthermore, E[N,] is computed using the normal M|G|1 result,
however, with the first and second moment of the service time as given above:

_ (1+0)p?
E[N,] = Si—p) (6.37)
Knowing E[R;], we can compute E[R;] as follows (without derivation):
_ (k—1)Q . p \1=o! B
E[Rk]—E[R1]+Tp+Q )\E[R1]+0E[N] ——1_p o k=1,2,---,
(6.38)

where a = A\Q + 0.

6.5 Processor sharing scheduling

Let us now focus on the case that the quantum @ in the RR scheduling case of Section 6.4
approaches zero. However, we adjust o so that E[S] = Q/(1 — o) is kept constant. In
doing so, the number of required quanta per job goes to infinity. Under the assumption
that the switching between processes does not take any time, we obtain what is called
processor sharing (PS) scheduling. In PS scheduling all the jobs in the queue are processed
quasi-simultaneously. When there are n jobs in the queue, every job receives a fraction
1/n of the total processing capacity.

We assume that a job of general length requires ¢ seconds to complete, so that it requires
k = t/Q quanta. Substituting this value of k in (6.38) and keeping p (and thus E[S]) fixed,
we find the conditional expected response time of a job with length t:

t

E[Rps(t)] = [y

(6.39)
that is, the time spent in the queueing system is linearly dependent on the service re-
quirement. A job’s actual service time ¢ is stretched by a factor (1 — p)~! to its perceived
average response time. Note that this property holds without the need to have a priori
knowledge about the job length. This also illustrates why the PS and the RR scheduling
mechanism are attractive to use in multiprogrammed computer systems. However, note
that the limiting case PS cannot be implemented efficiently; if the quanta are too small,
too much time will be spent at context switches. Therefore, in practice the RR discipline
is implemented.
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Although there are no waiting customers in a processor sharing system, we can still
compute the difference between the average response and service time. Thus, the (virtual)

average waiting time for PS scheduling for customers of length t becomes:
pt
E[Wps(t)] = E[Rps(t)] —t = T, (6.40)
The unconditional average waiting time then becomes:

EWpsl= [~ EWes(t)fs(t)it = [~ 1’itpfs(t)dt - ’;—E_[% - )‘—ﬂ—i-. (6.41)

We observe that this result is the same as for the M|M|1 queue! This, again, is remarkable.
The use of the PS scheduling implies that the second moment of the service time distri-
bution does not play a role any more. One explanation for this is that since all jobs are
processed simultaneously in the PS case, a source of variance is removed from the queue
(short jobs do not suffer specifically from long jobs). Less variance normally implies better
performance, in this case a performance equal to the M|M|1 queue. On the other hand, if
we deal with deterministic service times, a source of variance is introduced: the processing
of a job now is dependent on how many other jobs there are in the queue, which was not
the case with FCFS scheduling. In this case, therefore, the performance becomes worse.
To make this more concrete, we can compare the PK-result (for FCFS scheduling) with
E[Wps]. We see that

E[S*] - E[SP
E[S]?
Concluding, when C% > 1, PS is better than FCFS scheduling, otherwise FCFS is better.

When C% = 1, we deal with exponential service times and PS and FCFS result in the same

E[WFCFS] > E[Wps] = E[Sz] > ZE[S]Z = Cg- = > 1. (642)

mean waiting time.

6.6 Scheduling based on elapsed processing time

Although PS scheduling and its practical counterpart RR scheduling exhibit very attractive
behaviour, there are circumstances in which one does want to decrease (or increase) the
service-intensity for jobs that already have received a large amount of service or that still
need a large amount of service. We briefly touch upon three of such disciplines in this
section.

The shortest-elapsed processing time (SEPT) scheduling discipline uses the elapsed pro-
cessing time (EPT) of a job as priority criterion; the lower the SEPT, the higher the job
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priority. Since SEPT scheduling disciplines do not require the actual processing time a
priori they are more easy to implement than SJN scheduling. Typically, SEPT scheduling
is organised using an RR mechanism with multiple queues. Upon arrival, jobs enter the
queue with highest priority. After having received a quantum of service, they are either
finished, or rejoin a queue of one priority level less, until they are finally finished. Notice
that the number of queues is not known in advance. It has been derived that the expected

response time of a job of length ¢ can be computed as follows:

I :
(1= B = A(1—Fs(t))® 1= B — At(1- Fs(t))’

E[Rsgpr(t)] (6.43)

where 8; = A [{tfs(t)dt is the utilisation due to customers with a length of at most ¢
seconds, as we have encountered before in the derivation of the SIN scheduling.

A slightly different approach is taken in the shortest-remaining processing time (SRPT)
scheduling discipline. This variant of SIN scheduling takes exactly that customer into
service (with preemption, if necessary) which requires the smallest amount of time to be
completed. Of course, as with SIN scheduling, the service requirements of the jobs have

to be known in advance. It has been derived that

_ Al sPdFs(s) + M1 - Fs(t) /0‘ : dx (6.44)

E[Rsrpr(t)] = 21— ,)? 1— )

Finally, we mention scheduling based on the so-called response ratio of a job, which is

defined as
expected response time

expected service time

By scheduling on the basis of this ratio (which is maintained and updated for all jobs in their
process record) where a higher ratio means a higher priority, all jobs will perceive in the
end a similar ratio. Notice that such a scheduling method can only be implemented using a
round robin mechanism of some form. Brinch Hansen derives the following approximation

for the expected waiting times for jobs of length ¢ in such a system:

E[T)+ 5, t<2E[T]/p,

2(1—p)?
EWnrn(t)] = pifl t > 2E[T]/p

(1-p)(1-p+ 22’

(6.45)

where E[T] = AE[S?]/2. Simulations have been conducted to validate the accuracy of this
approximation.
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6.7 Further reading

Many books on performance evaluation address the M|G|1 queue only in combination with
FCFS and priority scheduling. The more advanced scheduling mechanisms are not treated
so often. Since the M|G|1 models discussed in this chapter find their application most
directly in the context of operating systems and processor scheduling, more information
on these queues can be found in the earlier books on operating systems, most notably in
Coffmann and Denning [59] and Brinch Hansen [29]. Many more recent books on operating
systems do not address scheduling and queueing effects in so much detail.

The non-preemptive priority model was first developed by Cobham [57] and the shortest-
job next model by Phipps [233]. Early work on round robin scheduling and processor shar-
ing was reported by Coffmann, Kleinrock and Muntz [60, 61, 159, 161]. The SEPT and
SRPT scheduling disciplines have been studied by Schrage [256] and Miller and Schrage
[201]. The HRN scheduling mechanism has been studied by Brinch Hansen [29].

6.8 Exercises

6.1. The M|G|1 queue with three priority classes.

Reconsider Exercise 5.1, but now assign different non-preemptive priorities to the three
customer classes. Compute the expected waiting times per class when the priority ordering
is (from highest to lowest):

1. faculty-student—-administrative;
2. faculty—administrative-student;

3. student—faculty—administrative.

6.2. M|G|1 with 2 priority classes.
Readdress the computer center example with interactive and batch jobs given in this chap-
ter.

1. Compute the expected waiting times for the two job classes when priority is given to

the batch jobs and check the validity of the conservation law.

2. Compute the expected waiting times for the two classes when preemptive priority is
given to the batch jobs.
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6.3. SIN versus FCFS scheduling.
Compare FCFS and SJN scheduling for an M|M|1 queue. Take A =1 and E[S] = 0.8 and
find expressions for §;, E[W;] and E[Wgcrs].

6.4. FCFS versus PS scheduling.

Compare FCFS and PS scheduling for an M|G|1 queue with E[S] = 0.8 and var[S] € [0, 2].
Draw graphs of E[W] against var[S] for both queueing models thereby varying A = 0.25,0.5
and 0.75.

6.5. A voice/data multiplexer.

Consider a multiplexer that has to merge one data stream and one real-time voice stream.
The server speed is assumed to be 3642 packets per second, which totals to 1.544 Mbps
with packets of 53 bytes; note that the size of a packet conforms to the size of an ATM
cell [225, 251].

The data load forms a Poisson process and accounts for 40% of the multiplexer capacity,
i.e., \g = 1456 packet/sec (p/s). The voice load is increased from 1 to 13 calls where every
call brings an extra A, = 150 p/s, also as a Poisson process. Packets have a deterministic
length.

1. Compute the first and second moment of the packet transmission time.

2. Express the overall arrival rate and utilisation as a function of the number of active
calls k.

3. Taking no priorities into account, compute the average response time E[R(k)] for

both voice and data packets, given k active voice calls.

4. Giving priority to the delay sensitive voice packets, compute the average response
time for voice packets E[R,(k)] and the average response time for data packets
E[R,(k)], given k voice calls.

(2]

Would a preemption mechanism increase the performance of the data stream dra-

matically?
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queueing models

N Chapters 5 and 6 we have addressed queues with generally distributed service time

distributions, but still with Poisson arrivals. In this chapter we focus on queues with
more general interarrival time distributions. In Section 7.1 we address the G|M|1 queue,
the important “counterpart” of the M|G|1 queue. Then, in Section 7.2, we present an exact
result for the G|G|1 queue. Since this result is more of theoretical than of any practical
interest, we conclude in Section 7.3 with a well-known approximate result for the G|G|1
queue.

It should be noted that most of the exact results presented in this chapter are less
easy to apply in practical performance evaluation. For a particular subclass of G|G|1
queueing models, namely those where the interarrival and service times are of phase-type,
easy-applicable computational techniques have been developed, known as matrix-geometric
techniques. These techniques will be studied in Chapter 8.

7.1 The G|M|1 queue

For the analysis of the G|M|1 queue, one encounters similar problems as for the analysis of
the M|G|1 queue. As before, the state of the G|M|1 queue consist of two parts, a continuous
and a discrete part, since the state is given by the number of customers in the system and
the time since the last arrival. Unfortunately, the intuitively appealing method of moments
followed for the M|G|1 queue, based on average values, the PASTA property and knowledge
about the residual service time cannot be used in this case because the PASTA property
does not hold. Instead, we will simply state a number of important results and discuss
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their meaning in detail.

We first have to define some notation. The interarrival time distribution is denoted
F4(t), and has as first moment E[A] = 1/) and as second moment E[A?]. The service
time distribution Fs(t) =1—e ¥ ¢ >0, E[S] = 1/u, E[S*] = 2/p® and C% = 1.

As we will see below, we need knowledge about the full interarrival time distribution
and density; the latter is denoted f4(¢) and has Laplace transform f%(s):

fals) = /O T e fa(t)dt, (7.1)

The Laplace transforms of many interarrival time densities are easy to derive; some of
them are listed in Appendix B.

For the G|M|1 queue, an embedded Markov chain approach can be employed, similar to
the one discussed in Section 5.3 for the M|G|1 queue. A general two-dimensional Markov
chain can then be defined: ((N(t),V(t)),t > 0), where N(t) € IN denotes the number of
customers in the queueing station and V'(t) € IR denotes the time since the last arrival; we
have to keep track of this time since the interarrival times are not memoryless anymore.
Suitable embedding moments are now arrival instances, since then V' (¢) = 0. Taking this
further will reveal that the probability that an arriving job finds ¢ jobs in the queueing

system is of the form

ri:(l—d)a'i, ,';:Oala"'a (72)

with 0 < ¢ < 1. Surprisingly, this is a geometric distribution, just as in the M|M|1 case.
Notice, however, that the base of this geometric distribution is not p but o, which is defined
as the probability that the system is perceived not empty by an arriving customer. This
agrees with the fact that rp = 1 — o, and thus we also have that 0 = 1 —rg = >, o7i.
Notice that in general o # p; only in case of Poisson arrivals are these two quantities the
same, thus reflecting the PASTA property. As a result of this, for general arrival processes,
the probability that an arriving customer finds the queue non-empty differs from p. The
long-term probability that the queue is not empty, however, remains equal to p.

Knowing the probabilities r;, we can compute the expected waiting time for a customer
as

E[W] = ioriiE[S], (7.3)

by noting that for a customer arriving at a station with ¢ customers in it, which happens
with probability r;, ¢ services of average length E[S] have to be performed before the
arriving customer is being served. Notice that we use the memoryless property of the
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service time distribution here. Continuing our computation, we find:

EW] = iriz’E[S] ono(l —0)0"iE[S]=dE[S|(1-0 Zoza -1
= oE[S|(1—-o0) i (—Z—;(O’i) =oE[S]|(1 - a)% (iai)
- oE[S](l—a)dd (1 ia) - “lbi[i] (7.4)

This is again a remarkable result since it has exactly the same form as the M|M|1 result
for the expected waiting time, however, with p replaced by o. Hence, we can view the
G|M|1 queue as an M|M|1 queue in which p is replaced by o through some transformation.
Without proof we now state that o can be derived from the following nonlinear equation
involving the Laplace transform of the interarrival time density:

o = fi(u - po) = Fi(u(1 - o). (7.5)

This fixed-point equation can be understood as the transformation of p in o. Unfortunately,
(7.5) can most often not be solved explicitly. We therefore usually have to employ the
following (straightforward) fixed-point iteration. Pick a first guess for o, denoted o, It
can be proven that 0 < o < 1 as long as p = AE[S] < 1, so a first guess could be o(!) = p.
Then, we compute 0® = f%(u(1 — ¢)), and so on, until we find a ¢® such that (7.5)
is sufficiently well satisfied. Notice that o = 1 is always a solution of (7.5), however, this
solution is not valid as it would not result in a proper density ;.

Example 7.1. Poisson arrivals.
In case we have Poisson arrivals, f4(t) = Ae™*, and the above results should reduce to
results we already know for the M|M|1 queue. We find as Laplace transform

o0 A mee
* — —sty —-Atdt . —(s+A)t )
fa) = [T e ( ) =iy (7.6)
so that (7.5) becomes:
rm (=) (uo— ) =0 (7.7
Tui—o)+xr ad - 7)

The solution ¢ = 1 is not valid; it would not result in a proper density for r;. Therefore,

the result is 0 = A/u, which equals our expectation since for the M|M|1 queue, the queue

length distribution at arrival instances equals the steady-state queue length distribution.
O



136 7 G|M|1-FCFS and G|G|1-FCFS queueing models

Example 7.2. The D|M|1 queue.
For the D|M|1 queue, we have F4(t) = 1(¢ > 1/)), that is, arrivals take place exactly
every 1/ time units. The density fa(t) is a Dirac impulse at t = 1/ (see Appendix B).

8/A

As Laplace transform we find f3(s) = e™*/*, so that we have to obtain o from

o= e M=/ 2 o5 (7.8)
This nonlinear equation cannot be solved explicitly, so that we have to resort to the fixed-
point iteration scheme.

As a numerical example, consider the case where F[S] = 1.0 and where X increases
from 0.05 to 0.95, i.e., p increases from 5% to 95%. In Table 7.1 we compare the results
for the D|M|1 queue with those of the M|M|1 queue. As performance measure of interest,
we have chosen the average waiting time. As can be observed, the deterministic arrivals
have a positive effect on the performance since E[W] is smaller in the deterministic arrivals
case.

Also observe that o approaches p as p increases. As o has taken over the role of p
in the expression for the mean waiting time, we see that for small utilisations (when o is
much smaller than p) the waiting time is much lower than in the corresponding M|M|1
case. For larger utilisations the effect of having deterministic arrivals instead of Poisson
arrivals becomes relatively less important.

To conclude this example, we can state that with respect to man waiting times the
D|M|1 queue can be seen as an M|M|1 queue with reduced utilisation o where o follows
from (7.8). a

Since we have knowledge about the number of customers seen by an arriving customer,
we can express the waiting time distribution for such an arriving customer as well. If
n customers are present upon its arrival, there are n services to be performed, before the
arriving customer is taken into service. Since all the services are of exponentially distributed
length, the arriving customer perceives an Erlang-n waiting time distribution (denoted
F, (t)) with probability r,. This is similar to what we have already seen in Chapter 4,

all possible numbers of customers present at arrivals, and weighting with the appropriate
occurrence probabilities, we find

I

Pr{W <t} Z o Fg, (t Z 1—0)o"Fg,(t)

- 1—020 ( e_“tizzo(pi—?i)
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P o D|M|1 M|M|1
0.05 2.06x107° 2.06 x 107° 5.26 x 1072
0.15 1.28x107% 1.29x107% 1.77 x 107!
0.25 1.98x 1072 2.02x107% 3.33 x 1071
0.35 7.02x 1072 7.55x107% 5.39 x 107}
045 1.52x 107! 1.79x 107! 8.18 x 1071
0.55 2.61x 107! 3.83x 1071 1.22
0.65 3.93x 107! 6.48 x 107! 1.86

0.75 5.46x 107! 1.20 3.00
0.85 7.16 x 107! 2.52 5.67
0.95 9.01 x 107! 9.17 1.90 x 10!

Table 7.1: Comparing the expected waiting time E[W] of a D|M|1 queue with an M|M|1
queue

= (1-o0) ZO’ -(1-0o Zone““tz Nt

n=0
= 1-(1-o) —“‘Z Z
—-Un—z+1
= 1—( —#‘Z "t i n
' n=t+1
B ,ut) z+1
= 1—(1— ueNT AT
(1-0)e 2 id 1-0o
— _ —ut - (ﬂ‘at)l
= 1-—ove Z A
=0
= 1—ge =9t >0, (7.9)

In a similar way, we find for the response time distribution:
Pr{R<t} =1—e 179t ¢ >0, (7.10)

Both these results are again similar to those obtained previously for the M|M|1 queue (see
Section 4.4); the only difference is that ¢ takes over the role of p.

From the waiting time density fy (t) = ou(l — 0)e 19" we can also derive the
average waiting time as we have seen before.

Example 7.3. The Hypo-2|M|1 queue.

In the Hypo-2|M|1 queue services take an exponentially distributed time (here, we take
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E[S] = 1/p = 1). The interarrival times can be considered to consist of two exponential
phases; only after an exponentially distributed time with rate A; and an exponentially
distributed time with rate A, an arrival takes place (here we assume that A\; = 2 and
Az = 1). Thus, the mean interarrival time E[A] = 1/2 + 1/1 = 1.5 and the utilisation
p =2/3. From Appendix A we know that

falt) = 2

=5 (et —e™Mt), ¢t >0. (7.11)
17— A2

For the Laplace transform we find (with A; =2 and A, = 1):

Al )\2 2

* - = . 7.12
) = R 9 tats) ~ G261 (712

The fixed-point equation becomes:
2 =0 = 0°~50+60—-2=0. (7.13)

1l-0+2)(1-0+1)

This third-order polynomial can be solved easily by noting that ¢ = 1 must be a solution
to it (check this!) so that we can divide it by (0 — 1) yielding

o’ —40+2=0. (7.14)

This quadratic equation has solutions ¢ = 2 4 /2. Since we are looking for a solution
in the range (0,1), the only valid solution we find is ¢ = 2 — v/2 &~ 0.586. Note that
o < p ~ 0.667. Thus, we find E[W] = (2 — v2)/(vV2 — 1) = 1.42. The waiting time
distribution has the form

Fy(t)=1-(2—v2)e V2 >0, (7.15)

and is depicted in Figure 7.1. Notice the “jump” at t = 0; it corresponds to the fact that

there is a non-zero probability of not having to wait at all. O

Example 7.4. Waiting time distribution in the E;|]M/|1 queue.

We will now study the influence of the variance of the arrival process for a single server
queue with memoryless services. We assume E[S] = 1/u =1 and p = A. For an Erlang-k
interarrival time distribution with rate parameter kA, the mean interarrival time equals
E[A] = k/kX =1/ and the Laplace transform equals

f2(8)=( kA )k. (7.16)

s+ kX
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L4 Fw(t) — 7
1.2 F -

0.2

0.0 1 | | 1

Figure 7.1: The waiting time distribution in a Hypo-2|M|1 queue (p = 0.667)

The fixed-point iteration to solve becomes

kp k
={— . 1
7 (1—a+kp) (7.17)

In Figure 7.2 we show the value of ¢ as a function of p for various values of k. As can
be observed, we always have o < p. Moreover, the larger k, the more o deviates from p.
Hence, for a given utilisation p in the Ex|M|1 queue, a larger k implies a smaller utilisation
o in the M|M|1 queue. Clearly, increasing k removes variance from the model and thus
improves the performance. O

7.2 The G|G|1 queue

For the G|G|1 queue, explicit results for mean performance measures are even more difficult
to obtain. The main difficulty lies in the complex state space of the stochastic process un-
derlying this queueing system which, apart from the discrete number of customers present,
also consists of continuous components for both the remaining service time and the remain-
ing interarrival time. Even an embedding approach as has been followed for the M|G|1
and the G|M|1 queue is therefore not possible anymore. Still though, an important gen-
eral result known as Lindley’s integral equation can be obtained quite easily; its practical
applicability is, however, limited.



140 7 G|M|1-FCFS and G|G|1-FCFS queueing models

Figure 7.2: Values of ¢ as a function of p for k = 1,2,9 (top to bottom) in the E;|M|1

queue

As before, we assume that we deal with independent and identically distributed inter-
arrival and service times, with distributions (and densities) F4(¢) (fa(t)) and Fs(t) (fs(t)),
respectively. Moments and (squared) coeflicients of variation are denoted as usual.

Let us now try to express the waiting time perceived by the (n + 1)-th customer in
terms of the waiting time of the n-th customer. For that purpose, let 7,, denote the arrival
time for the n-th customer, S;, the service time and W,, the waiting time perceived by the
n-th customer. Furthermore, we can define A,, = 7, — 7,_1, so that A, is the interarrival
time between the n-th and the (n — 1)-th arrival. Notice that the random variables S,
and A,, are in fact independent of n; they are only governed by the interarrival and service
time distributions. We have to distinguish two cases now (see also Figure 7.3):

(a) the (n + 1)-th customer finds a busy system: the sum of the service and waiting
time of the n-th customer is more than the time between the arrival of the n-th and

(n + 1)-th customer, and we have

Wn+1 =W, + 5, — An+17 if Wo+5,> An+1;

(b) the (n + 1)-th customer finds an empty system: the sum of the service and waiting
time of the n-th customer is less than the time between the arrival of the n-th and
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Figure 7.3: Two cases for the evolution of a G|G|1 system: (a) system non-empty upon an
arrival, and (b) system empty upon an arrival

(n + 1)-th customer, and we have

Wn+1 =0, if W, + 5, < An+1-

The equations for these two cases describe the evolution of the G|G|1 system. By intro-
ducing a new random variable U,, = S,, — A,41, we can rewrite them as

W’I’L+UTL) Wn+Un20>

(7.18)
0, W, + U, <0.

Wot1 = max{W, + U,,0} = {

The random variable U,, measures the difference in interarrival and service time of the n-th

and (n + 1)-th customer. For stability of the G|G|1 queue, it should have an expectation

smaller than 0, meaning that, on average, the interarrival time is larger than the service

time. If we know the distribution of U,, we can calculate the distribution of W,. To start,
we have to compute

Pr{U, < u} = Pr{S, — Ap1 < u}. (7.19)

Since u can be both negative and positive, we have to distinguish between these two cases.
In Figure 7.4 we show the two possible cases. On the z- and y-axis we have drawn S and
A (since our arguments are valid for all n, we can drop the subscript n). If u > 0, the area
that signifies the events “S— A < u” is the shaded area in Figure 7.4(a) over which we have
to integrate. If u < 0 we have to integrate over the shaded area in Figure 7.4(b). Since
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A A

Figure 7.4: The two cases to be distinguished when computing Fy(u)

A and S are independent random variables, we have fa s(a,s) = fa(a)fs(s). In summary,
we have

Jo' J5° fs(s)fala)da ds + [° [, fs(s)fa(a)da ds, u >0,
fOOO fso:u fs(s)fA(a)da ds, u <0

Note that in case u > 0, the first integral reduces to Fg(u).

Pr{U <u} = { (7.20)

Now that we have obtained the distribution of U, we can derive the waiting time
distribution Fy, (t). Clearly, we have Fy, (t) = 0, for t < 0. For ¢ > 0, we have from
(7.18):

FWn.H (t) = PI‘{Wn+1 S t} = PI‘{Wn + Un _<_ t}
= / Pr{U, < t — w|W,, = w}dFy, (w), (7.21)
0

where we have conditioned on W, taking a specific value w, which happens to be the
case with probability density dFw, (w). We omit the subscripts n; this can be done under
the assumption that the system is stable, i.e.,p < 1, in which case, in steady state, all
customers experience the same waiting time distribution. Because the random variables
U =S5 - A and W are independent, we can rewrite the above conditional probability as
follows:

Fw(t) = /0 " Pr{U < t — w}dFy (w) = /0 * Fy(t — w)dFw (w). (7.22)

Combining the above two results, we obtain Lindley’s integral equation:

I Fy(t — w)dFw(w), >0,

7.23
0, t<O0. ( )

Fy(t) = {
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Lindley’s integral equation is a fundamental result for the G|G|1 queue. As this equation
is implicit in Fy(t), we still do not have an explicit expression for Fy, (t) or for E[W]. Un-
fortunately, such expressions are not readily available. They require the solution of (7.23)
which is a complicated task. Various approaches have been proposed for that purpose,
however, they all require fairly advanced mathematics and go beyond the scope of this
book.

7.3 Approximate results for the G|G|1 queue

To do practical performance evaluations for G|G|1 queues various approximate results have
been derived. It would go beyond the scope of this chapter to give a complete overview
of all these approximations. Instead we restrict ourselves to a prominent approximation
proposed by Kramer and Langenbach-Belz [164]. Adhering to the same notation as before,

we have:

ME[S])?

g9(p, C3,C3), (7.24)

where
_2(1—p)(1702)2 )
9(p,C4,C5) = e"p( W) ci <1,

(7.25)
1, C2 > 1.

Notice that this result reduces to the exact result for the M|M|1 and the M|G|1 queue.

Example 7.5. The Hypo-2|M|1 queue revisited.

We now use the KLB-approximation to compute E[W] for the Hypo-2|M|1 queue we ad-
dressed before. Since we deal with exponential services, we have C% = 1. We can compute
the variance of the hypo-exponential distribution as the sum of the variances of its expo-
nential phases. We find ¢ = § and we thus have C3 = 2/(£)? = 2 = 0.556. We then

compute g(0.667,0.556,1.000) = 0.959. Using this in (7.24) we find E[W] ~ 1.492 which
is only 5% off the exact value we have derived before. a

7.4 Further reading

In contrast to M|G|1 queues, the theory of queues of G|M|1 and G|G|1 type is not often
addressed in manuscripts on performance evaluation of computer and communication Sys-
tems. A notable exception is Kleinrock [160, Chapters 6 and 8], on which most of this
chapter is based; note that Kleinrock treats the G|G|1 queue as “advanced material”. A
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very thorough overview of single server queues of a wide variety, including the ones ad-
dressed in this chapter, can be found in the book by Cohen [62]. Lindley published his
integral equation already in 1952 [185]! Kendall published the embedded Markov chain
approach for the G|M|1 queue in 1951 [155]. Many approximation schemes do exist for
G|M|1 and M|G|1 queues; we only addressed the KLB-approximation [164].

7.5 Exercises

7.1. The H;JM|1 queue.
For hyperexponential interarrival times, the Laplace transform of the interarrival density

is given as:

fA(S)—)\1+S+ A2+S '
Take E[S] = 1, and evaluate o for increasing values of 1/E[A] = A = pA; + (1 — p)A,, and
for various values of p and A;. How does o relate to p when C%,z > 1. Compare the exact

(7.26)

value for E[W] with the Kramer and Langenbach-Belz approximation.

7.2. The IPP|M|1 queue.
Derive the fixed-point equation for ¢ in case of IPP-arrivals (see Chapter 4).

7.3. Comparison with the D|M|1 queue.

Derive the average waiting time for the D|M|1 queue with the Krdmer and Langenbach-
Belz approximation and compare it with the exact results in case E[S] = 1, for A\ =
0.05,0.10,---,0.95.

7.4. Fy(u) for the M|M|1 queue (adapted from [160, Example 8.2]).
Show that for the M|M|1 queue (with usual parameters A and p) Fy(u) can be computed
as:
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Chapter 8
PH|PH|1 queueing models

IN this chapter we address the class of PH|PH|1 queues. These queues can be seen
as special cases of G|G|1 queues; however, due to the specific distributions involved,
efficient numerical algorithms known as matrix-geometric methods can be applied for their
solution.

The aim of this chapter is not to present all the known material on PH|PH|1 queues
and their matrix-geometric solution. Instead, our aim is to show the usefulness of matrix-
geometric methods, to provide insight into their operation, and to show that PH|PH|1
models, together with their efficient solution techniques, are a good alternative to G|G|1
queueing models.

This chapter is further organised as follows. In Section 8.1 we readdress the analysis
of the M|M|1 queue in a “matrix-geometric way”. This is used as an introduction to the
matrix-geometric analysis of the PH|PH|1 queue in Section 8.2. Numerical algorithms that
play an important role in the matrix-geometric technique are discussed in Section 8.3. We
then discuss a few special cases in Section 8.4. In Section 8.5 we discuss the caudal curve
which plays an interesting role when studying the “tail behaviour” of queues. We finally
comment on additional queueing models that still allow for a matrix-geometric solution in
Section 8.6.

8.1 The M|M|1 queue

Consider an M|M|1 queueing model with arrival rate A and service rate u. The Markov
chain underlying this queueing model is a simple birth-death process where the state vari-
able denotes the total number of packets in the queueing station. Since the state variable

is a scalar, such a process is sometimes called a scalar state process. The generator matrix
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Ll T T Tl
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Figure 8.1: The state-transition diagram for the M|M|1 queue

Q of the CTMC underlying the M|M|1 queue has the following form:

— A 0
po|—(A+p) A 0

Q=| 0 p —(A+p) A 0 - . (8.1)
: 0 p —(A+u) A

Observe that, apart from the first column, all the columns are basically the same, except
that “they are shifted down one row”. We call the first column a boundary column and
the other ones repeating columns. Notice that the repeating structure can also be observed
nicely in the state-transition diagram of the CTMC underlying the M|M|1 queue, as given
in Figure 8.1. The balance equations for states ¢ = 1,2, - - -, have the following form:

pi(A + 1) = piciA + pigip. (8.2)

Now, let us assume that the steady-state probability for state ¢ only depends on the prob-
ability p;—; and the rates between states ¢ and 7 — 1. As those rates are constants, we
guess that there is a constant p, of yet unknown value, which defines that p; = pp;_1, for
i =1,2,--+, or equivalently, p; = p'pg, for i = 1,2,---. Substituting this in the global
balance equation for the repeating portion of the CTMC (i = 1,2, -):

Pop (A + 1) = pop' ' X + pop . (8.3)

Since all steady-state probabilities depend via the multiplicative factor p on pg, we have
to assume that p > 0, otherwise all p; would be equal to 0. In doing so, we may divide the
above equation by p*~!, so that we obtain

Pop(A + 1) = oA + pop’ s = po(pp® — (A + p)p+A) = 0. (8.4)

The latter is true when either pg = 0 which does not make sense because in that case

all the p; = 0, or when the quadratic equation in p evaluates to 0. This is true for two
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values of p: p = A/p or p = 1. The latter solution cannot be accepted due to the fact that
a proper normalisation of all the probabilities requires p < 1, otherwise 3, p; # 1. We
thus conclude that p = A/u. Using this result, we can solve the “boundary” of the global
balance equations as follows. We have

PoA =pijt = PoA = ppo = poX. (8.5)

This equality is always true and does not yield us the value of py. We therefore use the

normalisation equation:

0 0
Zpi:1=>p02pi= 12? =1, (8.6)
i=0 i=0 p
provided that p < 1. We therefore conclude that py = 1 — p, and, consequently, p; =
(1 —p)p', i € IN. This result is of course well-known; however, the method by which we
derived it here differs from the methods we used earlier.

We need the fact that p < 1 in order for the geometric sum to be finite. The requirement
p < 1 also exactly expresses a stability requirement for the queue: on average, the rate of
incoming jobs must be smaller than the rate at which jobs can be served. In the state-
transition diagram, this property can be interpreted as follows: the rate to the next higher
state must be smaller than the rate to the next lower state.

Once the steady-state probabilities p; (¢ = 0,1,---) are known, we can derive various

performance metrics, such as:

e the average number of jobs in the queue: E[N] = 32, ip; = 1555

w = Z8 with the average

o the average response time (via Little’s law): E[R] = s

service time E[S] = 1/y;
e the probability of at least k jobs in the queue: B(k) = 2, p; = p*.
In summary, to evaluate the M|M|1 queue, we have gone through 4 steps:
1. Guessing a solution based on the repetitive CTMC structure;

2. Substituting this solution in the repeating part of the global balance equations to

derive the multiplicative constant p;

3. Computing the solution of the “boundary probabilities” by solving the corresponding
part of the global balance equations, thereby using the normalisation equation and

the result from Step 2;
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4. Computing performance measures of interest.

In the next section we will use this 4-step approach to evaluate more complex queueing

systems.

8.2 The PH|PH|1 queue

In Section 8.2.1 we present a structured description of the CTMC underlying a PH|PH|1
queue. In Section 8.2.2 we then proceed with the matrix-geometric solution. Stability
issues are discussed in Section 8.2.3 and explicit expressions for performance measures of

interest are discussed in Section 8.2.4.

8.2.1 A structured description of the CTMC

Now, consider the PH|PH|1 queue, the generalisation of the M|M|1 queue in which both
the service and the interarrival times have a phase-type distribution (see also Chapter 3
and Appendix A). In this case, the state of the underlying CTMC is not totally described
by the number of jobs in the queueing system. Part of the state description now is the
phase of the arrival process, and the phase of the job in service, if any. Consequently, the
state is a vector of three elements. The underlying Markov chain is therefore referred to
as a vector state process.

Suppose that the representation of the arrival process is given by (a, T), where T is
an mg X m, matrix, and that the representation of the service process is given by (8, S),
where S is an m, x m, matrix. Ordered lexicographically, the states of the Markov chain
underlying this PH|PH|1 queueing system are of the form (n, a, s) where n is the number of
jobs in the queue, a € {1,---,m,} is the phase of the arrival process, and s € {1,---,m,}

is the phase of the service process:
Z={(0,1,1),(0,2,1),---,(0,mq,1),(1,1,1),--+,(1,1,m,),(1,2,1),- -+, (1,2,m,),
Y (Lma) 1)7 Ty (1’mmms)a ttty (25 maams)a Y (Oo5ma7ms)}~

All the states that have the same number of jobs in the queue are said to belong to one

level. For example, level 7, i = 1,2, - - -, corresponds to the set of states
{(7'5 17 1)7 Ty (17 1: ms)7 (7'7 2a 1)7 Ty (7’) 27ms)1 ) (iamay 1)) Tt (iamaams)}'

Level 0 consists of the states {(0,1,1),(0,2,1),---,(0,m,,1}}. Apart from some irregu-

larities at the boundary, the matrix Q shows great similarity with the generator matrices
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we have seen for birth-death queueing models. In particular, we observe that Q is block-
tridiagonal. The upper-diagonal blocks describe the transitions from a certain level to the
next higher level: they correspond to arrivals. The lower-diagonal blocks describe the tran-
sitions from a certain level to the next lower level: they correspond to service completions.
The diagonal blocks describe transitions internal to a level causing arrivals nor departures,
that is, they correspond to phase changes in the arrival or service process. Viewing the
levels as “super states” the matrix Q in fact describes a birth-death process on them. For
this reason vector state processes are most often called quasi-birth-death models (QBDs).
Returning to the specific case at hand, the generator matrix Q of the underlying Markov

chain has the following structure:

Byw B | 0 O
B A |Ay O
Q=| 0 A, |A, Ay - | (8.7)
0 0 A, A

The square matrices A; are of size m,m, X mym, and have the following form:

AO = IOQ ® Is
A = (TD+(I®S),
A2 = I ® ﬁogy (88)

where the binary operator ® is used to represent the tensor or Kronecker product of two
matrices (see Appendix B). The matrix Ay describes the transitions to the next higher
level and includes the component T° which indicates the rate at which the arrival process
completes. The factor a accounts for the possible change in phase in the next arrival
interval directly starting afterwards. Similarly, A, describes the rate at which services
complete (factor S°) multiplied by the vector B in order to account for the starting phase
of the next service epoch. The matrix A; describes changes in arrival or service process
phase within a single level. The matrices B;; are all differently dimensioned and have the

following form:

Boy = T (size my x m,),
By = Ta® B (size mq X mamy),
By = I®S° (size mym, x my,). (8.9)

Matrix Bgy describes state changes internal to level 0; because there.is no job in the queue

at level 0, only changes in the arrival process need to be kept track of, which explains its
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equality to T. Matrix Bg; has a similar structure to Ag; however, as it represents the
arrival of the first job after the system has been empty for some time, it needs an extra
factor taking into account the phase at which the next service is started, which explains the
factor 3. Similarly, B;o much resembles A,; however, as this matrix represents transitions

to the empty system, no new service epochs can start, so that a factor 3 is missing.

Example 8.1. The E;|H,|1 queue (I).

Consider a queueing model with a single server and with Erlang-2 interarrival times and
hyper-exponentially distributed service times. Notice that this model is a special case of
the G|G|1 queue, which we cannot solve. We use the following PH-type representation of
a 2-stage Erlang distribution:

T = ( _(:)2)‘ __2; ) , T° = ( 2(; ) and a = (1,0), (8.10)

that is, we have two exponential phases which are visited one after another. If both phases
have been passed, an arrival takes place and the next interarrival period begins (a renewal

process). We take the following representation of a 2-stage hyper-exponential service time

— U1 0 0 Hi (1 3)
S = , S = ,and 8= (-,- ], 8.11
( 0 —pe ) ( th2 ) 2=\v1 (811

that is, with probability 1/4 phase 1 is taken, with mean length 1/u; and with probability
3/4 phase 2 is taken, with mean length 1/p,.

distribution:

The CTMC describing this queueing model is a QBD process where the number of
states per level is 4 (2 x 2; two phase possibilities for the service as well as for the arrival
process). When the system is empty, only the arrival process can be in one of its two
states, hence, the first level (level 0) only has two states. The state transition diagram is
depicted in Figure 8.2. As can be observed, transitions related to services always point to
states one level lower. Notice that at the end of a service period, the next service period is
started; the probabilities 8 are used for that purpose by multiplying them with the service
rates pu;. The first phase in the arrival process always leads to a state transition within
a level; the completion of the second phase in the arrival process leads to a next higher
level. Notice that only at the arrival of the first customer (transition from level 0 to level
1) the service time distribution is chosen (with probability §; take rate u;). For arrivals at
a non-empty queue the choice of the service time distribution is postponed until the next

customer has completed its service.
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@ 3ua D

Figure 8.2: State transition diagram for the QBD underlying the Eo|Hz|1 queue

From Figure 8.2 the generator matrix for this queueing system can readily be obtained.
Instead, one could also apply the definitions of the block matrices to arrive at:

—2X  2) 0 0 0O
B00=T=( ), B01 Ta®ﬁ ( )

0 —2A 2\ 6X 0 0
g O 0 0 00
0 0 0 00
Bo=Ies'=|" , Ap=T'a®I= :
™ 24 0 0 0
0 0 2A 0 0
—(p1 +2)) 0 2 0
0 —(p2 +2X) 0
A1:
0 0 —(p1 +2X)
0 0 0 N2+2)\
1 3pr 0
34 0 0
and Ay =Igsg=1| " " (8.12)
- 0 0 M1 3[1,1

0 0 po 3
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8.2.2 Matrix-geometric solution

We now proceed to solve the CTMC for its steady-state probabilities in a way that closely
resembles the approach followed for the M|M|1 queue. First, let z; denote the vector
of lexicographically ordered steady-state probabilities of states in level i. Then, for i =
1,2,---, we have

2 = (PGa)s ) Plitma)s P:22)s s Pi2ama)s 1 Plimanl)s** * » Plisma,ma))- (8.13)

The arguments that led to the simple geometric form for the steady-state probabilities
in an M|M|1 queue apply again here; however, we now have to take levels of states as
neighbours between which probability flows. That is, the probability of residence in level
i (2;) depends only on the probability of residence in level i — 1 (z;_,), for those levels ¢
which are already in the repeating portion of the CTMC, i.e.,for i = 2,3,---. Since the
rates between neighbouring levels of states are constants, we hope that the relation we
are aiming at can be expressed as a multiplicative constant between z; and z;,_;. Note,
however, that since we are dealing with vectors now, this constant needs to be a square

matrix R of size mom, x mom,. If we assume that
zi=2z;i.1R, (8.14)
it follows that the steady-state probability vectors z; must have the form
z=2zR7Y i=1,2-. (8.15)

Notice that we “go back in the recursion” to level 1 here, and not to level 0 as in the M|M|1
case. This difference is due to the fact that in the M|M|1 case we had only one boundary
level, whereas we have two here. The length of the vectors z;, i = 1,2,---, is mym,. Asin
the M|M|1 case for p, the square matrix R of size mym, x mym, follows from a quadratic
equation obtained by substituting the assumed geometric form in the repeating portion of
the global balance equation:

rPQ=0= [0 2 Zip1r 2iv2, Q=02 2, Ao+ 2,1 AL + 2,4, =0, (8.16)
which, after rewriting the vectors z; in terms of z; yields
_Z_l(R2A2 + RlAl + RUA()) = Q (817)

This equation can only be true when either z; = 0, or when the quadratic equation within

parentheses equals 0. For the same reasons as mentioned when discussing the M|M|1
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queue, the latter must be the case, and the matrix R thus follows from the following
matrix quadratic equation:

R?A; + R'A; + R°A; = 0. (8.18)

We discuss the actual computation of R from this quadratic equation in Section 8.3; for
the time being we assume that we can do so.

To start the recursive relation (8.15) the following boundary equations must be solved
to obtain z, and z;:

B B,
(go,gl)-(B‘”):Q, and (29,21,25) | Ay | =0. (8.19)
10 A2

By the fact that z,As = (2;R)A» we can rewrite the right-hand equation as

Bo:
) : =0, 8.20
(10 21) <A1+RA2> 1% ( )

so that we obtain the following boundary equations:

Boo Bo
29, 21) " ={0,0). 8.21
(20,21) (Bm A1+RA2) ©.0) (8:21)

As can be observed, the length of zy = (P(0,1,0)s" " *» P(0,ma,0)) IS Ma. Also, since (8.21) is
not of full rank, the normalisation equation has to be used to arrive at a unique solution:

igl i&il Zol + (ZR)1=§ol+§1(I—R)_1l=l- (8.22)

i=0 =1

This equation might be integrated in (8.21) to yield one system of linear equations although

this might not be most attractive to do from a numerical point of view (see Chapter 15).

8.2.3 Stability issues

Let us now return to the question under which conditions (8.18) can indeed be solved and
lead to a unique matrix R.

First recall from the M|M|1 queue that such a queue is stable as long as A < p.
Translated to the state-transition diagram, this inequality can be interpreted as follows.
As long as the “drift” to higher level states is smaller than the “drift” to lower level states,

the system is stable: A < p= p = A/u <1 and a steady-state solution exists.
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A similar reasoning can be followed when we deal with QBDs. Let us denote A =
Ao+ A+ Az; this matrix can be interpreted as a Markov generator matrix which describes
the transition behaviour within a level. Transitions between levels, normally described by
matrices Ap and A, are simply “looped back” to their originating level. Now, define the
vector 7 to be the steady-state probability vector belonging to the CTMC with generator
matrix A. =« follows from 7A = 0 under the normalising condition 3°;7; = 1. Thus,
given presence in some repeating level j, the probability of being in the i-th state of that
level, i.e., in state (,1), equals ;. Given this probability, the total “drift” to a next higher
level can be expressed as >, m; > Ag?,)l)v where AE?,)z) is the (4,!)-th element of matrix A,.
Similarly, the drift to the next lower level can be expressed as 3, m; ¥, Ag)l) Notice that
in both these expressions, the rates to the next higher (lower) level are weighted by their
relative occurrence. Now, as long as the drift to next higher levels, i.e., >, m Y, AE?,)I), is
smaller than the drift to a next lower level, i.e., >, ;> A%i)l), we have a stable system. In

matrix notation, the required inequality for stability then becomes:

Once the matrices A; have been derived, this inequality can easily be verified.

8.2.4 Performance measures

Once the matrix R and the boundary vectors z, and z; have been obtained, various

interesting performance metrics can be derived:
e Arrival and service process characteristics:
— the average interarrival time E[A] = —aT'1; we define A = 1/E[A];
— the average service time E[S] = —3S™'1; we define u = 1/E[S].
e Average performance measures:
— the utilisation E[Ns] = p = A/u;

— the average number of jobs in the queue and server:

EIN] = Y lizl=2z (ZiRll)l
=1 i=1
= 2z (;ﬁR)l_glﬁ (;R)l

= At (AR -D1=40-RL (824)
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— the average number of jobs in the queue E[N,] = E[N] — p;
— the average response time E[R]| = E[N]/\,

— the average waiting time E[W]| = E[N,]/\.
e Detailed performance measures:

— the probability z; of having 4 jobs in the queue: z; = z;1;

— the probability By, of having at least k jobs in the queue, which for £ > 1 can
be written as:

B(k) = izz 1=z (iRH\ 1
i=k \i:k }
= aR™ (Z Ri) 1=zR"(I-R)7'L (8.25)
=0

For all these measures, the similarity with the corresponding measures for the M|M|1 queue

is striking.

8.3 Numerical aspects

In order to really compute steady-state probabilities we have to solve for the matrix R
as well as for the (normalised) boundary equations. We discuss the numerical solution
of the boundary equations in Section 8.3.1. Ouly in special cases can R be computed
explicitly (see Section 8.4). Normally, R is computed iteratively. We present a simple and
straightforward substitution algorithm in Section 8.3.2, after which we present the recently

developed logarithmic reduction algorithm in Section 8.3.3.

8.3.1 Solving the boundary equations

The calculation of the boundary probability vectors from the (normalised) system of linear
equations can be done using the standard techniques for solving linear systems of equations,
as will be described in Chapter 15. As the number of boundary equations is normally not
too large, direct approaches such as Gaussian elimination are in general well-suited. Notice

that we need to compute R before we can solve the linear system .of boundary equations
(8.21).
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8.3.2 A successive substitution algorithm

From the quadratic matrix equation
F(R) = R?A, +R'A; + R%A, = 0, (8.26)

we can derive

R =—(A;+R2A )AL (8.27)

Now, taking as a first guess R(0) = 0, we obtain the next guess R(1) = —A A;!. We

obtain successive better approximations of R as follows:
R(k+1) = —(Ap+ R*(k)A2)A[Y, k=1,2,---. (8.28)

The iteration is stopped when ||F(R){| < €. It has been shown that the sequence {R(k), k =
0,1,---} is entry-wise nondecreasing, and that it converges monotonically to the matrix R.

The following remark is of importance when implementing this method in an efficient
way. First notice that R(1) is defined as —A¢A;*. In many cases we will see only a few
non-zero entries in the vectors o and 7°. Since Ay = (IO -a) ®I (it describes arrivals
to the queue) we see that rows containing just 0’s in Ag will yield similar zero-rows in
R. Further iteration steps do not change this situation for the matrix R. Therefore, the
matrix R will often have many rows completely zero. This fact can be exploited in the
multiplications by simply skipping rows which contain only zero entries.

For each iteration step, 3 matrix-multiplications have to be made. If R is of size
N x N, then we require O(3N?) operations per iteration step. The number of iteration
steps heavily depends on the utilisation of the queue under study.

Example 8.2. The E,|H;|1 queue (II).

Consider again the E;|Hz|1 queue in which we assume the following numerical values:
A =8, p1 = 20 and pz = 10. Due to this choice, p = 0.7. The matrix R is calculated with
the above simple algorithm, with precision 107 in 72 steps and equals:

0.0000 0.0000 0.0000 0.0000
. .0000 0.000 .
R — 0.0000 0 0 0.0000 . (8.29)
0.4678 0.0970 0.2229 0.1217

0.0415 0.7879 0.0521 0.6247

First notice that the matrix R has two non-zero rows; these correspond to those situations

in which arrivals ¢an take place (at each level). There are 4 states per level, but in only two
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°2A p  E[N] SS LR
2 00875 00023 6 3
4 01750 00160 11 4
6 02625 00492 15 4
8 03500 0.1122 21 4
10 04375 02200 28 5
12 05250 0.3985 38 5
14 06125 06963 52 5
16 07000 1.2186 72 6
18 0.7875 22432 100 6
20 0.8750 4.8242 100 7
22 0.9581 17.5829 100 9

Table 8.1: Analysis results for the E;|Hs|1 queue

of them can arrivals take place, namely in those states where the Erlang-2 arrival process
is in its second phase.

To compute the boundary probabilities, we have to solve (8.21) under the normalising
condition (8.22). We find 2z, = (0.1089,0.1911) from which we quickly verify that p =
1 — 2l = 0.70.

In Table 8.1 we show some more analysis results. We vary A from 1 through 11. Note
the increase in the average queue length with increasing utilisation. We tabulated the
required number of steps in the successive substitution procedure to compute R (column
SS). Note that when p increases the iterative solution of R slows down tremendously; since
we stopped the iterative procedure after 100 steps, the last three rows do not represent

accurate results. O

We finally note that a number of more efficient methods (based on successive substi-
tutions) have been developed than the one presented here. These methods rely on the
computation of the intermediate matrices G and U, which will be introduced and related
to R in the next section. However, since these algorithms are also outperformed by the
recently developed logarithmic reduction algorithm, we do not discuss them any further
here; for further details, refer to [172, 188].
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8.3.3 The logarithmic reduction algorithm

Recently, Latouche and Ramaswami developed the logarithmic reduction (LR) algorithm
to compute R [173]. It is regarded as the most efficient to date. The algorithm is based on

the following three matrix-quadratic equations (here given in the case of a discrete-time

QBD):

G = A,+A G+ AG?
R = A;+RA; +R?%A,,
U = A +A(I-U)A,. (8.30)

The three unknown matrices (all of size N x N) have the following interpretation:

a thao eclement a. . of the matriv (3 3
e tile eiement Gi,j O L€ marrix 1

QBD process eventually visits leve

e the element u;; of the matrix U is the taboo probability that, starting from state
(1,t), the QBD eventually returns to level 1 by visiting state (1,7), under taboo of

level 0, that is, without visiting level 0 in between;

o the element r; ; of the matrix R can be interpreted as the expected number of visits

into state (1, 7), starting from state (0, ), until the first return to level 0.

Once one of these matrices is known, the other ones can be readily computed. For instance,
having computed G, we can derive U = A; + A;G, and R = —A,U%

When the QBD is recurrent, the matrix G is stochastic. We can therefore iteratively
compute successive estimates for G, denoted as G(k), k = 1,2,---, until the row sums
equal (almost) 1, that is, until |1 — G1|| < €, where ¢ is a prespecified accuracy criterion.
We have: limg_,o G(k) = G.

The (¢, j)-th element of G(k), denoted as g; j(k), now has the following interpretation
[173]: g;;(k) is the probability that, starting from state (1, ¢), the QBD visits level 0 in state
(0, ), under taboo of levels k+1 and beyond. Clearly, to compute G accurately, we should
make k large, so that even very long queue lengths are allowed for (so that effectively the
taboo is not there). The algorithms developed in the past all compute successive matrices
G(k) by increasing k one-at-a-time. Especially for queueing models with high utilisation,
large queue lengths occur quite often, thus requiring many iteration steps (as witnessed by
Table 8.1). In contrast, the new LR algorithm doubles the value of k in every step, thus

reaching a far smaller effective taboo, given a fixed number of iteration steps. In practice,



8.3 Numerical aspects 159

1. B, = —A['Ay; By = —ATTA,
2. G:=B,; T =B,

3. while ||1 — Gl1|| > € do
4, D = ByB; + B;By
5. B, =(I-D)'B}
6. B, :=(I-D)'B2
7. G =G+ TB;

8. T := TByg

9. od

10 U:.=A;+AG

11 R :=-A,U!

Figure 8.3: The logarithmic-reduction algorithm for continuous-time QBDs

20 iteration steps suffice most of the time, thus allowing the QBD to have upsurges to
levels as high as 2% (about 1 million).

Without going into the detailed derivations, we now present the basic equations to
compute G (note that we treat the case of a continuous-time QBD here; in [172, 173, 268],
the discrete-time variant is presented):

G=-y (k_lBo(i)) Ba(k), (3.31)
k=0 \i=0
T(k)
with
BQ(O) = —Ale, and BQ(O) = —AlAQ, (832)
and
Bi(k + 1) = (I — (Bo(k)Bay(k) + By (k)Bo(k))) 'Bi(k), i=0,2. (8.33)
D(k)

The corresponding algorithm is given in Figure 8.3. The first line represent the initialisation
according to (8.32), and in the second line G is set equal to the first term in (8.31); note
that when k = 0, T(0) = I so that G = Bj. Then, until G truly is a stochastic matrix,
successive terms for D(k) and the matrices B;(k) are computed in lines 4-6, according to
(8.33). In line 7 the current term is added to G and in line 8 the.new value for T(k) is
computed. When the iteration ends, U and R are finally computed.
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Regarding the complexity of the LR algorithm, it can be shown that the number of
operations per iteration step equals O(%N 3). This is about eight times more than in the
case of the successive substitution method. However, the strength of the LR algorithm lies
in the fact that it does need far less iterations; roughly speaking, when the successive sub-
stitution method requires k. iteration steps to reach an accuracy ¢, then the LR-algorithm
requires only O(log, k.) steps. Recently, a slightly faster iteration step has been proposed
by Wagner et al. [282]; their algorithm requires O(32n?) per iteration steps and the same
number of steps as the LR algorithm.

Example 8.3. The E,|H;|1 queue (III).

In the last column of Table 8.1 we show the number of steps required by the LR algorithm
to reach the same accuracy as the SS algorithm. The increase in performance is indeed
tremendous. The number of steps still increases for increasing p, however, only very slowly.
Needing more than 20 iterations to compute R has been an exception in the case studies

we have performed so far. ]

Example 8.4. The IPP|E;|1 queue (I).

To model the bursty nature of many arrival processes we can use an IPP which has two
states: “off” (0) and “on” (1) (see also Section 3.9.1). The transition rate from state i to
state j equals 7; ;. In state ¢, jobs are generated as a Poisson process with rate \;. Such

an IPP is completely described by the matrix T:

T = ( —70,1 Y0,1 ) , (8.34)

10 —(mo+A)

and the vector (@, a4) = (0,1,0). Note that due to the choice of a, we have established
that after an arrival (an absorption) the PH distribution stays in state 1 so that the arrival
process remains in a burst. An important parameter for an IPP is the burstiness b. It is

defined as the ratio between the arrival rate in a burst and the overall average arrival rate:

arrival rate in a burst A _ Yoa+ 710 (8.35)
overall average arrival rate  Ayo1/(Yo1 +710)  Yo1 '

We will first study the influence of the burstiness of the IPP on the average number of
customers queued while keeping the utilisation constant. This allows us to investigate
quantitatively the influence of b on the performance. At the same time, we vary the
number of Erlang phases k in the service time distribution from 1 to 10. We address four
different burstiness levels: b = 1, 2.75, 5.5 and 11; we kept 7,1 = 10 and varied ;o from
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E[N,] for given b

E b=1 b=275 b=55 b=11
1 037  1.759 2.859  3.496
2 0284 1.59 2.741  3.394
3 0.253 1537 2.702  3.361
4 0.237  1.508 2.682  3.344
5 0.227  1.489 2,670  3.334
6 0.221 1.477 2,662  3.328
7 0216  1.468 2.657  3.323
8 0.213  1.462 2.652  3.320
9 0210 1457 2.649  3.317
10 0.208  1.452 2.646  3.315

Table 8.2: The average queue length E[N] in the IPP|E,|1 queue, for increasing number
of phases k and different burstiness factors (p = 0.4545)

17.5 via 45 to 100 in the latter three cases. We want to keep the utilisation equal to 45.45%
in all cases and we therefore adjusted A to 45.45, 125, 250 and 500 respectively; the service
rate 4 = 100. Notice that the case b = 1 corresponds to the case where the IPP has been
replaced by a normal Poisson arrival process (or an IPP with ~; o = 0).

The results are depicted in Table 8.2. We observe that for all burstiness levels the aver-
age number of queued customers decreases as the service times become more deterministic,
i.e.,as k increases. Notice, however, that the relative decrease becomes less pronounced for
higher values of b. This implies that for (very) bursty sources, the service time distribu-
tion (or its second moment) plays a less important role, as far as the average performance
variables are concerned. Looking at the arrival rates, we see that for the larger burstiness
values, the queue is overloaded when the arrival process is active; this causes the enormous
increase in average number of customers queued for larger values of b (and so, via Little’s
law, in the average waiting time).

In Figure 8.4 we show the effect of increasing the number of Erlang stages in the service
time distribution from 1 to 50. The figure shows the expected queue length when the
arrival process has b = 11 and utilisation 72.73%. Notice that altering k to a value around
5 already makes the services very deterministic. Adding more phases does not change the
performance measure of interest very much any more; it does change the number of states

per level. The number of rows and columns in R equals 2k. O
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Figure 8.4: E[N,] for the IPP|E4|1 queue as a function of the number of phases &k in the
Erlang service time distribution

8.4 A few special cases

We address a few often recurring special cases of the general theory we have addressed so
far. These, and a few other cases can also be found in {217, Section 3.2]. We discuss the
M|PH|1 queue in Section 8.4.1 because it allows for an explicit computation of R. We then
discuss the PH|M|m multi-server queue in Section 8.4.2.

8.4.1 The M|PH|1 queue: an explicit expression for R

Consider an M|PH|1 queue in which the Poisson arrival rate equals A and in which the
service time distribution has representation (3, S) of order m,. We assume that the queue
is stable, i.e.,p = AE[S] = —A\3S~!1 < 1. The CTMC describing this queueing system
has states T = {0} U {(¢,j)[s € INT,j5 = 1,---,m,}. State 0 signifies the empty state and
state (4, 7) is the state with ¢ customers and the service process in phase j. The generator

matrix Q is then given as:
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(8.36)

oo e g L

The steady-state probability vector z = (zo, 21, 29, - - ) is then given as

1— =
5= po =0, (8.37)
(1_p)ész 221)27”'7

where the matrix R is given as

R=AAM-)XB-8)1, (8.38)

8.4.2 The PH/M|m queue

As the next special case we consider an M-server queueing system with exponentially
distributed service times and a general PH-renewal process as arrival process. Although
for this queueing system no explicit expression for R exists, we include it here since it can
be regarded as a computationally attractive special case of the GI|M|m queueing system.

We assume that the interarrival distribution has a PH-representation (T, ) and that we
deal with an exponentially distributed service time with mean 1/u. The generator matrix

describing the corresponding QBD is then given as (only non-zero blocks are shown):

T TI%
pIl T—pl  T'a

2ul T —2ul T
Q= . T—(m-ul| T - (8.39)
) mul T — mul T’




164 8 PH|PH|1 queueing models

All submatrices have their size equal to the size of T: m x m. The difference with the
PH|PH|1 queue, is that we now have m boundary columns, instead of only 2. Therefore,
the geometric regime in the steady-state probability vectors per level now starts from level

zi=2z,R™™ i=mm+1,--, (8.40)
where the matrix R again is the minimal nonnegative solution of the matrix quadratic
equation

R?A; +RA; + Ay =0, (8.41)
where
Ay =mpl,A; =T —mul, and Ag =71° - a. (8.42)

The first m (boundary) probability vectors, z, through z,,_;, follow from the boundary

A e +3 o
Cyuaulods.

gi-—lzog + gt(T - ”‘LI) + (7’ + 1):“'§i+1 = Q} 1= 1: e, Mm — 27 (843)

{ 2T + pz; = 0,
U ZmeoT%a + 2p 1 (T = (m — 1)pI + muR) = 0.

This system of linear equations is not of full rank, so we need the normalisation equation

to reach a unique solution:

[e’s} m—2 oo
Yozl = (D zl)+( ) zl)
=0 =0 i=m—1
m—2
= zl+z,I-R)"'1=1 (8.44)
1=0

8.5 The caudal curve

A specially interesting result that can be obtained from the matrix R is the so-called caudal
curve, which is the graph of the largest Eigenvalue of R, denoted 7, as a function of the
utilisation p. The name caudal curve stems from the Latin cauda, meaning tail, a name
that will become clear shortly. It has been shown that
i1l R’1

lim 2412 =y 2 n. (8.45)

isoo 2,1 i—oo z; RI-11

This means that for large ¢ the ratio of the relative amount of time spent at level i + 1
compared to that at level 7 is approximately equal to 7. A similar result holds for any

two corresponding elements of the probability vectors z; and z;,;. Recalling that a level
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corresponds to the set of states for which the number of customers in the queue is the
same, it is clear that (8.45) expresses the rate of decay of (the tail of) the queue length

distribution. In a similar way, the equality
Pr{N, > k} = hn* + o(n*), for k — oo, (8.46)

holds, with h a nonnegative constant. So, we observe that n “rules” the rate of decrease of
the steady-state queue length distribution. Knowledge of 1 thus gives us insight into the
tail of the queues.

Only for very few queueing systems can the caudal curve be obtained with little effort.
For M|M|c queueing systems, we have R = (p), so that n(p) = p. We could regard an
M|M|c queueing system as a reference queueing system.

For E.|E,|]1 queueing systems, it can be derived that n(p) = p", which implies that
n(p) < p. Intuitively, one might have expected the latter inequality. Erlang-r distributions
have a smaller coefficient of variation than exponential distributions. Less variance often
implies better performance (smaller waiting times and smaller queues). Thus, 7 can be
expected to be smaller than p because then there will be less probability mass for states
representing longer queue lengths.

In a similar way, for an H2|M|1 queueing system, the explicit solution for the cau-
dal curve reveals that n(p) > p. By a suitable parameter choice for the 2-phase hyper-
exponential distribution, the caudal curve will increase very steeply to close to 1 in the
interval [0, '), and then increase very slowly to 1 in the interval [/, 1], for small A’ > 0
(see also [218]). Again, this is intuitively appealing since the hyperexponential distribution
is known to introduce more randomness in the system, which often implies worse perfor-
mance (longer queues and longer waiting times). A value of 5 larger than p will cause a
shift in the queue length distribution towards states representing longer queues.

For more general queueing systems than those mentioned, the caudal curve n(p) can
best be computed numerically from R. A practical method for that purpose is the Power

method; it will be discussed after the following examples.

Example 8.5. The E;{H,|1 queue (IV).

We present the values of the largest Eigenvalue 7 of R as a function of p in Table 8.3. As
can be observed, for all utilisations, we have n < p. This means that the Ey|H,|1 queue
is a very “friendly” system, in the sense that it has a smaller tendency than the M|M|1

queue to build up long queues. a

Example 8.6. The IPP|E;|1 queue (II).
When we address the caudal curve of the IPP|E,|1 queue, we find that despite the rather
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20 p n 22 p n 20 p n

1 0.044 0.00836 | 2 0.088 0.02882| 3 0.131 0.05705
4 0175 0.09057 | 5 0219 0.12783 | 6 0.263 0.16800
7 0306 021018 | 8 0.350 0.25406 | 9 0.394 0.29928
10 0.436 0.34560 | 11 0.481 0.38288 | 12 0.525 0.44097
13 0.569 0.48979 | 14 0.613 0.53927 | 15 0.656 0.58936
16 0.700 0.64000 | 17 0.744 0.69117 | 18 0.786 0.74282
19 0.831 0.79495 | 20 0.875 0.84752 | 21 0.919 0.90051

Table 8.3: The values of 7 against p for the E5|Hy|1 queue

deterministic arrivals, the value of 7 is always at least as large as that of p. This implies
that in this queue, there is a clear tendency towards states with more customers queued.
As an example, when b = 11 and k = 10, we find = 0.9613 in case p = 0.7273. Note
that in both the examples the arrival process dominates the service process regarding the

influence on the caudal curve. a

Let us now return to the actual computation of the caudal curve. The Eigenvalues of
R are defined as those values A for which Rz = Az for any z. To find them all, we have
to find those values of A for which the determinant of (R — AI) equals zero. When doing
so, we have to solve the so-called characteristic polynomial, which is of the same order as
the number of rows (and columns) in R. If we have computed them all, we can select the
largest one.

Instead of computing all the Eigenvalues, we can also compute the largest one only,
via a numerical procedure known as the Power method. This method can be described as

follows. We choose an initial row-vector go and successively compute
g(k“) = Ry(k’]). (8.47)

Suppose that the matrix R has N Eigenvalues which can be ordered as follows: || =
[m| > |n2] > -+ > |nn|. We furthermore introduce an initial approximation vector y®

which can be written as a linear combination of the Eigenvectors y; corresponding to 7;
(t=1,---,N):

N
y O =3z, (8.48)

i=1
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After k iterations in the Power method, the resulting vector can be described as:

N N Nk
y® =R =3 winfy, = n* (Wi + (Z_) Z") ' (549
i=2 1
N ’ /

1=1
\

The smaller the ratios |n;/m| (i = 2,---, N), the faster the summation on the right-hand
side will turn to zero. For large &k, what remains is the following approximation:

y® =z, (8.50)

so that the most-dominant Eigenvalue of R can be computed as the ratio of the j-th
element in two successive vectors y():

(k+1)
n = lim = (8.51)
Y

In practice, the iteration is continued until two successive approximations of n differ less
than some predefined value € > 0. Since 0 < 1 < 1, the computation of g(k) might lead to
loss of accuracy if k& is large. To avoid this, the successive vectors g("’) are often renormalised

during the iteration process as follows:

1
— Ry, (8.52)

y(k+l) — l y
k-1

where [, = minj{y](k*l)}. This does not change the result since in the quotient that
computes 7 these factors cancel.

8.6 Other models with matrix-geometric solution

The queues of PH|PH|1 type we have addressed so far are not the only queueing models
that can be solved using matrix-geometric methods. In this section we will briefly address
other queueing models for which similar methods as those presented here can be applied.

First of all, we can use the QBD structure when we are dealing with queues of PH|PH|1
type, in a more general context. The QBD structure still exists when the arrival and ser-
vice process are no longer renewal processes but they are still Markovian. This can best be
understood by addressing an arrival process with multiple active modes; in each mode the
(Poisson) arrival process may have a different rate. Mode changes in the arrival process
can coincide with arrivals, but can also be dependent on another Markov chain, i.e., we

deal with a Poisson process of which the rate is modulated by an independent Markov
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chain. At the service side, we can have a similar situation; we then often speak of a
multi-mode server. General QBD models are very important in studying the performance
aspects of communication systems subject to complex arrival streams and to systems with
server breakdowns and repairs. However, their specification at the level of the block ma-
trices constituting the Markov chain is cumbersome. Instead, one should use higher-level
mechanisms to construct these models; we will see an example of such an approach in
Chapter 17.

In the QBD models we have addressed in this chapter the state space has been un-
bounded in one direction. In other words, we have addressed system models with an
infinite buffer. QBD models on a finite state space can be studied with similar means. For
the M|PH|1 and the PH|M|1 queue, the matrix R that needs to be computed is in fact
the same as the one that is computed in the unbounded case; the only difference lies in
another normalisation equation. For general QBDs on a finite state space, we have to deal
with two different boundaries of the state space (one corresponding to the empty system
and one corresponding to the completely filled system). This most naturally leads to two
second-order matrix equations that need to be solved, as well as two sets of boundary
equations. The state probabilities 2; can then be computed as the sum of two geometric
terms.

A remark should be made here about another powerful solution method for queueing
models with a QBD structure known as the spectral ezpansion method. Using this method,
the global balance equations for the states in the repeating part of the CTMC are in-
terpreted as a matrix-vector difference equation of second order. To solve this difference
equation, a characteristic matrix polynomial has to be solved. Using an Eigenvalue analy-
sis, the probability vectors for each level can be written as a sum of weighted Eigenvectors;
the coefficients in the sum are given by powers of the Eigenvalues. Recent comparisons
with the logarithmic reduction algorithm show favourable performance for the spectral
expansion method in most cases [119)].

Finally, queues of type G|M|1 and M|G|1 can be handled using matrix-geometric tech-
niques. Studying these queues at arrival and departure instances, the embedded Markov
chains have an upper and lower triangular form, respectively. In practice, this means that
we have to deal with matrices A; (i € IN) in the repeating part of the Markov chain.
This then leads to the following non-linear equation that needs to be solved (for the M|G]|1
case):

R=Y RA,. (8.53)
=0

Special variants of the successive substitution and logarithmic reduction algorithm then
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have to be used to compute R. The solution of the boundary probabilities and the proba-
bility vectors z; remain as we have seen.

8.7 Further reading

Despite their great applicability and their numerically attractiveness, only a few books on
model-based performance evaluation of computer-communication systems address matrix-
geometric methods, all very concisely; most notably are [117, 152, 156, 216]. The tutorial
paper by Nelson provides a good introduction [215]. Background information can be found
in the books by Neuts [217, 219] and in many mathematical journals; a seminal paper has
been written by Evans [85]. Matrix-geometric analyses of queues subject to complex arrival
processes, such as Markov-modulated arrival processes, can be found in [89, 187]. Surveys
on algorithms to solve for the matrix R can be found in [172, 188]. The logarithmic-
reduction algorithm has been published by Latouche and Ramaswami [173]. Information
on the caudal curve can be found in [218]. The spectral expansion method has been
advocated by Daigle and Lucantoni [71] and Mitrani et al. [203]; a comparison with the
logarithmic reduction method has been performed by Haverkort and Ost [119]. Finite
QBD models have been discussed by various authors as well. Giin and Makowski [114],
Bocharov and Naoumov [24] and Wagner et al. [282] present a matrix-geometric solution.
Chakka and Mitrani use the spectral expansion method also for these models [39] whereas
Ye and Li recently proposed a new (and fast) folding algorithm [293].

8.8 Exercises

8.1. The E;|M|1 queue.
For the Ex|/M|1 queue with k& > 1:

1. Draw the state-transition diagram.
2. Find the matrices A,;.
3. Given the specific form of the matrices A;, what will be the form of R?

4. For k = 2, A = 10 (rate per arrival phase), 4 = 10 (service rate) and compute
E[N] for this queueing model. Compare your results with those obtained via the
Laplace-transform approach for the G|M|1 queue (see Chapter 7).
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8.2. The IPP|M|1 queue.
Consider an IPP|M|1 queue with arrival rate A, service rate ¢ and on- and off-rates o
and Y1,0-

1. Draw the state transition diagram.
2. Recognise the block matrices A; and B;;.
3. Compute the matrix R for suitable numerical values of the model parameters.

4. Recognise the boundary blocks B;; and solve the boundary equations.

8.3. An M|M|1 queue with slow-starting server.
Consider an M|M|1 queueing system in which the server only starts working when at least
T = 3 customers are queued. Once it is serving customers, it continues to do so until the

queue is empty. The job arrival rate A = 2 and the service rate p = 3.
1. Define the state space Z of the QBD underlying this model.
2. Draw the state-transition diagram.
3. Recognise the QBD structure and the block matrices A; and B;;.
4. Compute R. Does the value of R surprise you?
5. Compute the boundary probabilities.

6. Show that E[N] = 3 in this slow-starting M|M|1 queue. For a normal M|M|1 queue,
i.e., with T = 1, we would find that E[N] = 2. Explain the difference.

8.4. Two queues in series.

Consider a system that can be modelled as a tandem of two queues. At queue 1 jobs arrive
as a Poisson process with rate A and are served with rate ;. After service at queue 1, jobs
are transferred to queue 2. The service rate of queue 2 is po. The number of customers that
can be held in queue 2 is limited to K (in queue 1 this number is not limited). Whenever
queue 2 is completely filled, the service process in queue 1 is stopped, in order to avoid a
customer ready at queue 1 being unable to move into queue 2. This form of blocking at
queue 1, due to a full successor queue is known as communication blocking. The model

sketched so far can be regarded as a QBD.
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1. Define the state space Z.
2. Draw the state-transition diagram.

3. Define the block matrices A; and B;;.

8.5. Exponential polling systems with 2 stations.

Consider a two-station polling model (see also Chapter 9) with arrival, service and switch-
over rates A;, i; and d; respectively (¢ = 1,2). The service strategy is exhaustive in both
stations. Furthermore, the queue at station 1 has infinite capacity, the queue at station 2

is bounded to K customers.
1. Define the state space Z of this Markovian polling model.
2. Draw the state-transition diagram for K = 1.

3. Indicate how a matrix-geometric solution can be performed (define the matrices A;
and B“)

4. Indicate the changes in the model and matrices when both stations are served ac-
cording to the 1-limited strategy.
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Chapter 9

Polling models

HE principle of polling is well-known in many branches of computer science applica-

tions. In early timed-sharing computers, terminals were polled in order to investigate
whether they had any processing to be done. These days, intelligent workstations access
file or computing servers via a shared communication medium that grants access using a
polling scheme. Also in other fields, e.g., manufacturing, logistics and maintenance, the
principle of polling is often encountered.

When trying to analyse systems that operate along some polling scheme, so-called
polling models are needed. In this chapter we provide a concise overview of the theory and
application of polling models. Although we do provide some mathematical derivations,
our main aim is to show how relatively simple models can be used, albeit sometimes
approximately, for the analysis of fairly complex systems.

This chapter is further organised as follows. In Section 9.1 we characterise polling
models and introduce notation and terminology. In Section 9.2 we address some important
general results for polling models. Symmetric and asymmetric count-based polling models
are addressed in Section 9.3 and 9.4 respectively. Using these models, the IBM token
ring system is analysed in Section 9.5. Time-based polling models, both symmetric and

asymmetric, are finally discussed in Section 9.6.

9.1 Characterisation of polling models

In polling models, there is a single server which visits (polls) a number of queues in some
predefined order. Customers arrive at the queues following some arrival process. Upon
visiting a particular queue, queued customers are being served according to some scheduling
strategy. After that, the server leaves the queue and visits the next queue. Going from
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one queue to another takes some time which is generally called the switch-over time.

In the above description a number of issues have deliberately been left unspecified. It
is these issues that, once specified, characterise the polling model. In particular, the visit
ordering of the server to the queues and the strategy being used to decide how long a
particular queue receives service before the server leaves, characterise the model. These
issues will be addressed in Section 9.1.2 and 9.1.3 respectively after some preliminary
notation and terminology has been introduced in Section 9.1.1.

9.1.1 Basic terminology

We will assume that we deal with a polling model with N stations, modelled by queues
Q) through Q. We use queue indices i,7 € {1,---,N}. At queue i customers arrive
according to a Poisson process with rate A;. The mean and second moment of the service
requirement of customers arriving at queue i is E[S;] and E[S?] respectively. The total
offered load is given by p = SN, p;, with p; = \;E[S;]. The mean and variance of the time
needed by the server to switch from queue ¢ to queue j are denoted 4; ; and 51(? respectively.

When the queues are assumed to be unbounded, under stability conditions, the through-
put of each queue equals the arrival rate of customers at each queue. The main performance
measure of interest is then the customer waiting time for queue 7, i.e., W;. Most analytic
models only provide insight into the average waiting time E[W;]. When the queues are
bounded, the throughput and blocking probability at the stations are also of interest; we
will come back to finite-buffer polling models in Chapter 16.

9.1.2 The visit order

We distinguish three different visit orders: a cyclic ordering, a Markovian ordering and an
ordering via a polling table.

e Cyclic polling. In a cyclic visiting scheme, after having served queue ¢, the server
continues to poll station ¢ @ 1 where & is the modulo-N addition operator such that

N@®1=1. As a consequence of this deterministic visit ordering only “neighbouring”
2)

switch-over times and variances are possibly non-zero, i.e.,d;; = 51«(,1- = 0 whenever
j # 1 ® 1. For ease of notation we set §; = 0;;01 and 6,.(2) = égél. The mean

and variance of the total switch-over time, defined as the total time spent switching
during a cycle in which all stations are visited once, are given by A = Eilil d; and
A? =N 61(2) respectively. In Figure 9.1 we show a polling model with cyclic visit
ordering.
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Figure 9.1: Basic polling model with cyclic visit ordering

Due to the fact that most, and especially the earlier, results on polling models as-
sumea the cyclic visit order, polling models are often called cyclic server models.
This, however, is a slight abuse of terminology: the class of polling models is larger,

as discussed below.

e Markovian polling. In a Markovian polling scheme, after having polled queue
i, the server switches to poll queue j with probability p; ;. Since the probabilities
p;; are independent of the state of the polling model this form of polling is called
Markovian polling. The probabilities are gathered in an N x N matrix P. The mean
and variance of the total switch-over time are now defined as A = YN, Z;Y__l Di 055
and A® =N, jyzlp,-ﬁ,-(?j) respectively.

Notice that the degenerate case of Markovian polling in which p; ;1 = 1 and p;; =

0 (j #1®1) is equivalent to a polling model with a cyclic visit ordering.

e Tabular polling. Finally, an ordering via a polling table T = (Ty,T5,---,Tx)
establishes a cyclic visit ordering of the server along the queues; however, these
cycles may contain multiple visits to the same queue. The server starts with visiting
queue Qr,, then goes to Qr,, etc. After having visited Qr,, the server visits Qp

again and a new cycle starts.

Typically, when the polling process is controlled in a centralised way, a polling table is
used, e.g., when station 1 actively controls the system, we have T = (1,2,1,3,1,4,---,
1,N — 1,1, N). Also the scan-polling order can be observed quite frequently:
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T=(1,23--,N-1,NNN—1,N—-2,---,2,1), e.g., when the queues model disk
tracks that are visited by a moving disk head.

The mean and variance of the total switch-over time are now defined as A =
leyzﬁTk,Tk@l and A® = Zkle‘Sgc),Tkm respectively. Note that the @-operator is
now defined on {1,---, M}.

Whenever T = (1,2,---,N), i.e., M = N, a polling model with polling table T is
equivalent to a polling model with a cyclic visit ordering.

9.1.3 The scheduling strategy

The scheduling strategy defines how long or how many customers are served by the server

once it visits a particular queue. Two main streams in scheduling strategies can be distin-

guished: count-based scheduling and time-based scheduling.

Count-based scheduling. With count-based scheduling the maximum amount of service

that is granted during one visit of the server at a particular queue is based on the number

of customers served in the polling period. Among the well-known scheduling disciplines
are the following (for a more complete survey, see [286, Chapter 1}):

Exhaustive (E): the server continuously serves a queue until it is empty;

Gated (G): the server only serves those customers that were already in the queue
at the time the service started (the polling instant);

k-limited (k-L): each queue is served until it is emptied, or until k& customers
have been served, whichever occurs first. The case where & = 1 is often mentioned

separately as it results in simpler models;

Decrementing or semi-exhaustive (D): when the server finds at least one cus-
tomer at the queue it starts serving the queue until there is one customer less in the
queue than at the polling instant;

Bernoulli (B): when the server finds at least one customer in the queue it serves
that customer; with probability b; € (0,1] an extra customer is served, after which,

again with probability b; another one is served, etc.;

Binomial (Bi): when the server finds k; customers in queue ¢ at the polling instant,
the number of customers served in the current service period is binomially distributed

with parameters k; and b; € (0, 1].
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All of the above strategies are local, i.e.,they are determined per queue. One can also
imagine global count-based strategies. For instance, the global-gated strategy marks all
jobs present at the beginning of a polling cycle. During that cycle all of those jobs are
served exhaustively. Jobs arriving during the current cycle are saved for the next cycle.

Time-based scheduling. With time-based scheduling the maximum amount of service
that is granted during one visit of the server at a particular queue is based on the time

already spent at that queue. Two basic variants exist:

e Local time-based: the server continues to serve a particular queue until either all
customers have been served or until some local timer, which has been started at the

polling instant, expires;

¢ Global time-based: the server continues to serve a particular queue until either
all customers have been served or until some global timer, which might have been

started when the server last left the queue, expires.

In fact, the first mechanism can be found in the IBM token ring (IEEE P802.5) [35] whereas
the second one can be found in FDDI [35, 277, 284].

9.2 Cyclic polling: cycle time and conservation law

In this section we restrict ourselves to polling models with a cyclic visit order and a mixture
of count-based scheduling strategies (exhaustive, 1-limited, gated and/or decrementing).

The mean cycle time E[C] is defined as the average time between two successive polling
instants at a particular queue. E[C] is independent of ¢, also for asymmetric systems. This
can easily be shown using the following conservation argument. Assuming that the service
discipline is exhaustive, one cycle consists, on average, of the servicing of all jobs plus the
total switch-over time. The latter component equals A = Y, §;. In one cycle all the jobs
that arrive at station i, i.e., \, E[C] jobs, have to be served. This requires, for the i-th
station A, E[C]E[S;] time units. Thus we have:

N N A
E[C] =ZJi+Z/\iE[C]E[Si] =A+E[Clp= E[C] = ﬁ (9.1)
i=1 i=1 -
This result is also valid when the service discipline is other than exhaustive. The average
service period E[P,] for queue i can be derived as
pilA

E[P) = MECIEIS] = {=

(9.2)



178 9 Polling models

This equation follows from the fact that for stability reasons, on average, everything that
arrives in one cycle at station ¢, must be servable in one cycle. For the average time between
the departure of the server from station ¢ and the next arrival at station ¢, the so-called

inter-wisit time I;, we have

Bl1) = EC) - E[P) = S

(9.3)
Important to note is that upon the arrival of a job at station ¢, the average time until
the server reaches that station is not E[[;]/2. This is due to the fact that I; is a random
variable, and we thus have an example of the waiting time paradox. The average time
until the next server visit therefore equals the residual inter-visit time E[I?]/2E[L]. Notice
that, in general, an explicit expression for E[I?] is not available.

The (cyclic) polling models we address are generally not work conserving, that is, there
are situations in which there is work to be done (the queues are non empty) but in which
the server does no real work since it is switching from one queue to another. When
the switching times are zero, the polling model would have been work conserving and
Kleinrock’s conservation law would apply ([160]; see also Chapters 5 and 6 on M|G|1
queues):

N N

S puwi) = p R MO,

i=1 (1-p)
Because p; E[W;] = M E[Si] x E[Ny;]/\i = E[N4;)E[S;], the left-hand side of (9.4) is often
called the amount of work in the system. Independent of how the queues are visited, this

(9.4)

amount always equals the steady-state amount of work in a model in which the service
order is FCFS (the right-hand side of (9.4)). If we have only one station (N = 1) and zero
switch-over times, we obtain a normal (work conserving) M|G|1 queue, and the right-hand
side of (9.4) is just the expected waiting time in the M|G|1 model. When we have only
one station with exhaustive service but now with positive switch-over times, we obtain a
queue with multiple server vacations.

When the model is not work conserving, that is, when the switch-over times are positive,
Kleinrock’s conservation law does not hold anymore. It has, however, been shown by
Boxma et al.[28, 27, 112] that a so-called pseudo-conservation law still does hold. This

pseudo-conservation law is based on the principle of work decomposition:
V=V+4Y, (9.5)

where V is a random variable indicating the steady-state amount of work in the model

with positive switch-over times, V' is a random variable indicating the steady-state amount
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of work in the model when the switch-over times are set to 0, and Y is a random vari-
able indicating the steady-state amount of work in the model at an arbitrary switch-over
instance. The principle of work decomposition is valid for cyclic polling models as well
as for polling models with Markovian routing or a polling table. V is totally independent
of the scheduling discipline, whereas Y and therefore V are dependent on the scheduling.
Intuitively, one expects Y and V to decrease if the switch-over times decrease, if the visit
order becomes more efficient or if the scheduling becomes “more exhaustive”. In particular,
for polling models with non-zero switch-over times (with cyclic, tabular or Markovian visit

ordering) a pseudo-conservation law of the following form applies:

YN ANE[SE]

51 —p) + E[Y). (9.6)

E[V]= ﬁ:mE[Wi] =p

When we are dealing with a cyclic polling order, one has:

; ; XA ; Ai(1— pi)A
Y lEw)+S 2 (1 - ) EW]+ 3 & (1 - (—l’-)—) EW) =
i€E,G el P l—p D P l—p
_ Zizil AE[SF] A Alp— E?_,—:l Pl A 2icG,L P} _ AYiep PN E[S]] (9.7)
2(1-p) 2A 2p(1 = p) p(1—p) 2p(1=p) 7

where F, G, L, and D are the index sets of the queues with an exhaustive, a gated,
a 1-limited and a decrementing scheduling discipline, respectively. Clearly, the pseudo-
conservation law expresses that the sum of the waiting times at the queues, weighted by
their relative utilisations (for F and G directly and with more complex factors for L and
D) equals a constant.

The pseudo-conservation law does not give explicit expressions for the individual mean
waiting times since it is only one equation with as many unknowns as there are stations.
Nevertheless, it does provide insight into system operation and in the efficiency of schedul-
ing strategies. Also, it can be used as a basis for approximations or to verify simulation
results (see below).

It is interesting to study the stability conditions for cyclic server models. For cyclic
server models with an exhaustive or a gated service discipline a necessary and sufficient
condition is p < 1. For models with a 1-limited service strategy, a necessary condition
can be derived as follows. The mean number of customers arriving at station ¢ per cycle
equals A, E[C]. This number must be smaller than 1, as there is only 1 customer served
per cycle. Using the fact that E[C] = A/(1 — p), the necessary stability condition equals
p+ MA < 1, for all 2. For models with a decrementing scheduling strategy a necessary
stability condition of the form p + A;(1 — p;)A < 1, for all 4, can be derived.
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Example 9.1. A 2-station asymmetric polling model (I).

Consider an asymmetric polling model with 2 stations: station 1 has exhaustive scheduling
and station 2 1-limited scheduling. Furthermore, the following parameters apply: E[S;] =
0.4, E[S?] = 032, \; = 1, & = 0.05 and 62 = 0 for i = 1,2. Clearly, the stability
conditions are satisfied so finite average waiting times do exist for both stations. We are
not in the position to compute E[W;] and E[W,] directly; however, we can apply the
pseudo-conservation law, yielding the following relation between E[W;] and E[W,]:

E[Wi] + %E[Wz] _37 (9.8)

This linear relation can be drawn in the E[W;]-FE[W;] plane; the exact solutions for E[W]
and E[W5] have to lie on this line. ]

9.3 Count-based symmetric cyclic polling models

When we address models in which all the scheduling disciplines and parameters are station
independent, we can obtain closed-form results for the average waiting times by using the
pseudo-conservation law, since in a fully symmetric system all the average waiting times
are equal to one another so that we are left with only one unknown in (9.7). We will not
use this approach here, since it does not provide us much insight into the actual system
operation. Instead, we will derive the expected waiting time in a fully symmetric exhaustive
scheduling polling model in an operational way, following the lines of the proofs for the
expected waiting times in the M|G|1 and related queues as presented in Chapters 5 and 6.

For an exhaustive count-based symmetric polling model, the expected waiting time for

an arriving customer can be thought to consist of 4 components:
E[W] = E[W)| + E[W,] + E[Ws] + E[W4], (9.9)
where the 4 components can be understood as follows:

1. An arriving customer will, due to the PASTA property, find another customer (at
some queue) in service with probability p. The remaining service time of this cus-
tomer equals E[S?]/2E][S].

2. Similarly, with probability 1 — p an arriving customer will find the server switching
from one queue to another. The remaining switch-over time equals §%/2§ (notice
that 6 denotes the variance in switch-over times, whereas §2 denotes the second

moment of the switch-over time here).
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3. An arriving job arrives at any queue with equal probability, so on average (N —1)/2
switch-overs, each of expected length §, are needed for the server to arrive at the
particular queue (since the number of queues N is a constant, the waiting time

paradox does not apply).

4. Finally, upon arrival of a customer, the steady-state amount of work in the system
equals NE[N,E[S]. In equilibrium, this amount of work should be handled before
the randomly arriving customer is served.

Adding these 4 components, we have:

2% N-1 E[S?
+ 5+ pEl5]

E[W] :(1—.0)% 5 p2E[S]

+ NE[N,E[S]. (9.10)

Using Little’s law to rewrite E[N,| = AE[W], we obtain

2 N-1 E[S7?]
(1=pEW] = (1-p)55+— 5+p2E[S]
% N-1 E[S?]
We can rewrite the first two additive terms as follows:
2 N-1 6@ (N —p)s
%+-~——2(1_p>5 = 54—*—-2(1——;7)’ (9.12)
so that we have 50 NAE(ST 4 6(N
By = 5 NABST 0N = p) (9.13)

26 2(1 - p)
The subscript ‘E’ is added to indicate that the formula is valid for exhaustive scheduling.
Along the above lines, one can also derive the mean waiting time when all scheduling
strategies are of gated type:

6@ NAE[S?] +§(N + p)

E[We) = S5 + ) . (9.14)

For the 1-limited scheduling discipline we have:

8@ NAE[S?] + 6(N + p) + N 6@
EW;] = 55+ [ 2]( . _(p_ N))\ 5 ) (9.15)

Finally, for the decrementing scheduling discipline we have:

6@ NAE[SH(1— A6) + (N — p)(8 + A6®)
EWp] = 55 + 2(1 = p— (N — p)) '

(9.16)



182 9 Polling models

p  EWg| EWs] EW:] EWp]| p E[Wg| E[Ws] E[Wi] E[Wp]
0.05 0.6000 0.6053 0.6085 0.6031 | 0.55 1.711 1833 2089 1931
0.15 0.7176 0.7353 0.7485 0.7302 | 0.65 2.314 2500 3.070  2.793
0.25 0.8667 0.9000 0.9310 0.8953 | 0.75 3.400 3.700 5286  4.690
035 1.062 1.115 1179 1.119 [0.85 5933 6500 1500 12.27
045 1327 1409 1535 1428 | 095 1860 2050 - -

Table 9.1: E[W] in symmetric polling models with exhaustive, gated, 1-limited, and decre-
menting scheduling

From these explicit formulae, the earlier derived stability conditions can also easily be seen;
they correspond to those traffic conditions where the right-hand denominator becomes zero.

From these expressions, it can also be observed that
E[Wg] < E[Wg] < E[WL], and E[Wg| < E[Wp] < E[WL], (9.17)
and

E[Wg] > E[Wp] (at low load), and E[Wg] < E[Wp] (at high load). (9.18)

Example 9.2. Symmetric polling models: influence of scheduling.

In Table 9.1 we have tabulated the average waiting times for symmetric polling models
with exhaustive, gated, 1-limited, and decrementing scheduling strategies for increasing
utilisation (established by increasing the arrival rate). The other parameters are: N = 10,
§ = 0.1, 6@ = 0.01, E[S] = 1.0, and E[S?] = 1.0. The above inequalities can easily
be observed. Also notice that for p = 0.95, the 1-limited and decrementing systems are
already overloaded. i

The fact that the exhaustive scheduling discipline is the most efficient can easily be
understood. It simply does not spoil its time for switching purposes when there is still
work to do, i.e., when the queue it is serving still is not empty. The gated and decrement-
ing discipline, however, sometimes take time to switch when there are still customers in
the current queue. This counts even more for the 1-limited case where every service is
effectively lengthened with the succeeding switch-over time. The fact that the amount of
switching overhead per customer is smallest with an exhaustive scheduling strategy does

not necessarily imply that it is also the best. From a fairness point of view, the other
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disciplines might be considered better since they prevent one station from totally hogging
the system.

Example 9.3. A 2-station asymmetric polling model (II).

Reconsider the asymmetric polling model addressed before. Since station 2 uses a 1-limited
scheduling strategy, station 1 profits from this as it receives more opportunities to serve
customers. In fact, E[W;] should be smaller in the mixed scheduling case than when both
stations would have exhaustive scheduling. In this latter symmetric case, however, we can
exactly compute the average waiting times: E[W;,] = 1.75. So, in the asymmetric case
station 1 is expected to perform better, i.e., E[W;] < 1.75. This implies, by the pseudo-
conservation law derived for this example, that in the asymmetric case station 2 will suffer
more, i.e., E[W;] > 3.9.

We can improve on the above bounds by considering the case where the arrival rate of
station 2 is set to zero. In that case, the model reduces to an M|G|1 queue with exhaustive
service and multiple vacations (as seen from station 1) because at station 2 no jobs arrive.
Thus, after the queue in station 1 empties, the server switches to queue 2 and directly back
to queue 1. This switching can be interpreted as a vacation with average length 0.1 (two
switches of length 0.05). The variance of the switching (vacation) time is 0, so that we can
compute F[W;] using (5.38) as follows:

ElV?  )E[S?] 0.1 0.32

1
2BV Ta—p) 2 T a0 0d) 0.317. (9.19)

EW,] =

We thus have: 0.317 < E[W;] < 1.75 and, using the pseudo-conservation law again,
3.9 < E[W,] < 6.766. ]

9.4 Count-based asymmetric cyclic polling models

The analysis of asymmetric cyclic server models is much more complicated than the analysis
of symmetric models. We will present the exact analysis of an asymmetric cyclic polling
model with exhaustive service in Section 9.4.1 followed by a number of approximate results
derived by using the pseudo-conservation law in Section 9.4.2.

9.4.1 Exhaustive service: exact analysis

In the exhaustive asymmetric case the average waiting time E[W;] perceived at station

i has the following form (see also (5.38) for the M|G|1l queue with server vacations in
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Chapter 5):
per 5) E[IZ] )\>E[S2]
QE[I] 1_/)1)

where we recognise as the first term the residual inter-visit time, i.e., the average time it

E[Wg;] = (9.20)

costs for the server to arrive at the station. The second term is simply the M|G|1 waiting
time applied for station ¢ only. Since the scheduling discipline is exhaustive, once the
server is at station ¢, we can analyse station ¢ in isolation as if it were an M|G|1 queue.
The second term can readily be computed. E[[;] directly follows from (9.3). The only
problem we have in evaluating E[Wg,]| is the determination of E[I?]; it has been derived
by Ferguson and Aminetzah [88] as

1—p
B[] = BILP + 62 + —2 Y or, (9.21)
i
where the coefficients r;; (i,j =1,---, N) follow from a system of N? linear equations:

f% Eﬁ—-zﬂhl Tjm + Zm—l Tjm + ir::ly Tmj) -7 <1i,
rig = { 12 (Shie1 Tom + S Tmg + S Tmyg ) > > 6, (9.22)

6 2 I .

o+ R+ 12 Tys e j=t

A similar solution exists for gated systems. For k-limited and decrementing systems such

solution schemes do not exist. For these cases, one has to resort to approximate solutions.

9.4.2 Some approximate results

For most asymmetric system models, exact results do not (yet) exist. For these cases, there
is a wide variety of approximate results, some of which we will present here. The pseudo-
conservation law plays an important role in the construction of these approximations, by
the use of the following three-step approach:

1. The expected waiting time for queue i, E[W], is expressed in terms of the expected
residual cycle time E[R;] = E[I?]/2E[Ii] (for the congestion due to traffic at other
queues) and some local parameters (for the congestion at queue i, e.g., in the form of
an M|G|1 result). As a result, E[W;] is expressed as a function of known parameters
and the unknown parameter E[R;], similar to (9.20).

2. It is then assumed that the residual inter-visit times are equal for all the stations,
i.e., E[R;] = E[R], for all . This assumption has been shown to be less accurate

when the system becomes more asymmetric and when the variance of the switch-over
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times increases. The resulting expressions for E[W;]| are substituted in the pseudo-
conservation law in which, due to the assumption just made, only one unknown

remains, being E[R]. This yields an explicit expression for E[R].

3. The results of Steps 1 and 2 are combined to obtain explicit expressions for all the

Using this approach, for a mixture of exhaustive and gated scheduling disciplines, the
following result has been derived by Everitt [86]:

- A p (1-p)A® ¥, \E[S]]
AW = (14 p) ™ (14 SAPXCETY (e 22),
(9.23)
For the gated scheduling discipline the + sign should be taken, whereas for the exhaustive
scheduling discipline the — sign holds.
Similarly, for an asymmetric 1-limited model, the following approximation has been
derived by Boxma and Meister [28]:

1—p+pi 1-p
Wed > T, NA e R

e N
X (P2AA +2(1_ ZA E[Sz]+ﬁgm(1+pi)). (9.24)

i=1

An iterative and more accurate solution procedure for asymmetric 1-limited models has
been proposed by Groenendijk [112, Section 7.2.3].
For models in which a mixture of exhaustive, gated, and 1-limited scheduling disciplines
exists, the following approximation has been proposed by Groenendijk [111]. First set
_ 5 _ 5 _ P+ pi 5

EWg,] = (1 - p)E[R], EWg,]=(1+p)E[R], E[W.;]= —mE[R], (9.25)
where E[R] approximates the mean, scheduling dependent, residual cycle time. Substitut-
ing this result in the pseudo-conservation law yields:

pz;v L N EIST) A(p‘Zfd o3 A E]’GG,L o

4oy +
E[R} ~ 2(1-p) 2(1-p) 1—-p (9.26)
ZjeEPJ( p]) +Z]er](1 +P]) +Z;€ijﬂ

Example 9.4. A 2-station asymmetric polling model (III).
Reconsider the asymmetric polling model addressed before. Using the above approximation
we calculate E[R] ~ 1.028 and consequently E[W;] ~ 0.617 and E[W;] ~ 6.167. As can
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be observed, these values not only lie on the line described by the pseudo-conservation law
but also within the bounds we established before. m|

Finally, for k-limited systems, Fuhrmann has derived the following bound for the symmetric
case [101]:

1-p
EWiiim] + E[S] < T =AMk (E[WE] + E[S]). (9.27)

This bound is so tight that it can be used as an approximation. Note that the equal
sign holds if either k¥ = 1 (1-limited) or k¥ = oo (exhaustive). For asymmetric k;-limited
systems, Fuhrmann and Wang have also provided an approximation based on the pseudo-
conservation law [100].

9.5 Performance evaluation of the IBM token ring

In this section we discuss the use of count-based cyclic server models for the analysis of
timed-token ring systems such as the IBM token ring. We briefly touch upon the IBM
token ring access mechanism in Section 9.5.1. Then we discuss an approximation of this
timed-token access mechanism by means of (approximate) k-limited cyclic server models in
Section 9.5.2, and discuss the influence of the token holding time on the system performance
in Section 9.5.3. The methods presented here have been developed by Groenendijk in his
Ph.D thesis [112, Chapter 8].

9.5.1 Timed-token access mechanisms

In this section a brief operational explanation is given of the timed-token network access
mechanism as used in the IBM token ring. We do not address the priority mechanism. For
more details, we refer to the survey paper by Bux [35].

In a token ring system a number of stations, denoted @; through @y, are connected to a
ring shaped medium. On this medium, a special pattern of bits circulates, the token. There
are two types of tokens: busy tokens and free tokens. A busy token is always followed by
an actual data packet. At the beginning of the data packet is the header which contains,
among others, a field of bits reserved for the indication of the destination address (the
address field).

Whenever a token passes a particular station @, there are two possibilities. When
the passing token is of the busy type, @; checks whether the address field matches its own
address. If so, it starts copying the trailing data packet(s) in its input buffer. If the address
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field does not match the station’s address, @; simply lets the busy token and the trailing
packet pass.

When a free token passes the station, there are again two possibilities. If @; has no
data packets to send, it just does nothing to the token: it simply passes it to the next
downstream station which will take a certain switch-over time. If Q); has data packets to
send, it grabs the empty token, changes it to a busy token and puts it on the ring again,
directly followed by the data packets it wants to send, of course preceded by the correct
header.

At the moment ); starts transmitting data packets on the ring, it also starts its (local)
token holding timer (THT), which operates as a count-down timer with initial value tht;.
Now, ); continues to send until either all its data packets have been transmitted or the
THT expires, whichever comes first. After finishing the transmission of data packets, by
one of the two above reasons, the station issues a new free token.

Important to note is that the expiration of the THT is non-preemptive. This means
that once the THT expires, Q; is still allowed to finish the transmission of the data packet
that is in progress. Because data packets have a maximum length, one can calculate the
maximum time a station will hold the token.

Upon receipt of a data packet by a station, there are two ways to go. The receiving
station might change the busy token in a free token (so-called destination release) or it
forwards the token to the sending station, which then releases a free token (source release).
Note that destination release is more efficient, although it might incur unfairness between

stations as a truly cyclic polling order is not guaranteed.

9.5.2 Approximating the timed-token access mechanism

We cannot directly model the above timed-token ring access mechanism in terms of count-
based polling models. However, we can approximate it by a cyclic (asymmetric) polling
model with a k-limited scheduling strategy as follows.

Consider a timed-token ring system, in which for station ¢ the token holding time is
tht; and the average packet transmission time is E[S;]. E[S;] and E[S?] should reflect the
transmission time of the packet, plus possibly the propagation delay on the medium or
even the total round-trip delay, depending on which token scheme is used [35].

Whenever tht; is much smaller than E[S;], in most cases no more than 1 packet will
be transmitted per visit to station 7. This situation can conveniently be modelled as a
1-limited scheduling discipline.

If, on the other hand tht; is much larger than E[S;], in most cases all queued packets
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simulation 1-limited 2-limited
p_EW)] EWys] EW)] E[Wys] E[W)] E[W;gs]
0.3 0421 0.347 0.525 0.370 0.420 0.322
0.5 1.12 0.747 1.51 0.775 1.12 0.670
0.8 10.6 2.33 55.7 2.31 9.67 2.23
0.3 0.442 0.399 0.506 0.444 0.317 0.558
05 1.20 0.989 1.38 1.16 0.861 1.38
08 7.52 5.60 10.72 8.30 6.91 6.22

Table 9.2: Comparison of the expected waiting time for a timed token protocol; simulation

results and approximate results using k-limited cyclic server models (results from [112])

at station 7 will be served. This can be modelled as an exhaustive scheduling discipline.

Clearly, interesting modelling problems arise whenever tht; ~ E[S;]. Noting that, on
average, tht;/ E[S;] packets “fit” in a single service period at station 7, a k-limited scheduling
strategy seems reasonable to assume, with

tht;
k = round (1 + E[S,]) . (9.28)

The addition of 1 comes from the fact that the timer expiration is non-preemptive.

Example 9.5. A 3-station, timed-token ring system (adapted from [112]).
Consider a timed-token ring system with only three stations. For comparison purposes,
the average waiting times E[W;] have been derived in two ways: (1) by simulation, using
the timed-token mechanism in all its details, and (2) by using cyclic server models with a
1-limited and a 2-limited scheduling strategy.

The value of the token holding time in station ¢ is equal to the average packet service
duration, i.e.,tht; = E[S;]. The switch-over times §; are assumed to be 0.1, determin-
istically, i.e., 552) = 0. All packet lengths are assumed to be exponentially distributed.
According to (9.28), we should use a 2-limited scheduling discipline when these parameters
apply (k = 2).

In the upper half of Table 9.2 we present the results for Ay = 0.6, A, = A3 = 0.2,
and E[S;] = E[S;] = E[S;]. In the lower half of Table 9.2 we present the results for
A = Ay = A3 = 1/3, and E[S)| = 3E[S;] = 3E[S;]. The results for the 1-limited cyclic
server models have been obtained by the Boxma and Meister approximation (9.24) for
small utilisation (p = 0.3) and by an improved approximation for the higher utilisations
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[112]. The results for the 2-limited case have been derived with the Fuhrmann and Wang
approximation [100]. The results reveal that especially for higher loads (p = 0.8) the 1-
limited approximation overestimates the waiting time, especially for the station with the
higher arrival rate. This is due to the fact that when at a polling instant a queue is not
empty (which is normally the case when p is high), then in the timed token protocol at
least one packet will be transmitted whereas in the 1-limited case at most one packet is
transmitted. This causes more switching overhead and consequently higher waiting times.
Also notice that the approximations for the system with different arrival intensities (upper
half of Table 9.2) are more accurate than the approximations for the systems with different
service intensities (lower half of Table 9.2). -

Example 9.6. Stability condition.

Observing Table 9.2, we see a very high value for E[W;] in the 1-limited case. This is
not surprising if we consider the stability condition for 1-limited models: we should have
p+ NA < 1. Although p = 0.8 does not directly suggest that the model is extremely
heavily loaded, the per-station stability condition p+ A;A = 0.840.6 X 0.3 = 0.98 actually
does indicate that it is operating close to saturation. |

9.5.3 The influence of the token holding timer

One of the problems in the management of token ring systems is the setting of the token
holding times for the stations. Dependent on the overall loading of the system and the
relative loading of the connected stations, one or another choice might yield a better
performance or might be more or less unfair. One of the things which we expect from
(9.28) is that large THTSs coincide with the exhaustive scheduling discipline, i.e., a k-limited
discipline with £ — oo, whereas very small THTs coincide with a 1-limited scheduling
strategy.

Example 9.7. The symmetric case (adapted from [112]).

Consider a symmetric cyclic server system with only two connected stations. The following

parameters are chosen (i = 1,2): \; = A = 0.5, E[S;] = E[S] = 0.5 where the distribution is

assumed to be negative exponential. The switch-overs equal §; = § = 0.1 deterministically.
We derive that p = NAE[S] = 0.5. Assuming that tht; = tht, we have a totally

symmetric system. If we choose tht very small, the system will behave as a 1-limited cyclic

server system, so that according to (9.15) we have:
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tht — 0= 1-limited = E[W.]=0.938. (9.29)

Conversely, taking tht very large, we end up with an exhaustive cyclic server system, with
the following solution {(according to (9.13)):

tht = oo = exhaustive = E[Wg] = 0.650. (9.30)

By the symmetric nature of the model one would now expect that E[Wg] < E[Wiy,] <
E[W_]. Simulations of a model including the timed-token mechanism have indeed con-
firmed this [112]. ]

Example 9.8. The asymmetric case (adapted from [112]).

Now, consider an asymmetric cyclic server system with only two connected stations. The

following parameters are chosen (i = 1,2): E[S;] = E[S] = 0.5 where the distribution is

assumed to be negative exponential. The switch-overs again equal §; = § = 0.1 determin-

istically. The arrival rates, however, differ for the two stations: A; = 0.7 and A\, = 0.3.
We derive that p = 3; A,E[S;] = 0.5. Once again, we choose both THTs to be the

same. If we choose tht very small, the system will behave as an asymmetric 1-limited

cyclic server system which can be solved approximately. We thus have, following (9.24):

E[WL,I] ~ 1133,

9.31
E[Wp 5] = 0.709. (8:31)

tht - 0= 1-limited = {

An exact result, only available for a 2-station asymmetric 1-limited cyclic polling model
derived by Groenendijk [112, Chapter 6] provides

E[Wp,] = 1.152,

9.32
E[Wp2] =0.671. (6.32)

tht — 0 = 1-limited = {

Conversely, taking tht very large, we end up with an asymmetric exhaustive cyclic server

system, for which the following exact solution can be obtained (see (9.21)—(9.22)):

E[Wg4] = 0.585,
E[Wpg,] = 0.792.

Interesting to observe here is that for a small THT, station 1 does worse than station 2,

tht - co = exhaustive = { (9.33)

whereas for a large THT, station 1 does better than station 2. By the asymmetric nature
of the model it is now not correct to assume that E[Wg;] < E[Wyw,] < E[WL;]. An
increase in the THT now makes the access mechanism more efficient, but also more unfair.
Especially the large value for THT might not be acceptable for station 2. We will come

back to this issue in Section 16.2 where we discuss SPN-based polling models. a



9.6 Local and global time-based polling models 191

9.6 Local and global time-based polling models

As has become clear from Section 9.5 many real systems do not operate with the mathemat-
ically attractive count-based scheduling strategies. Instead they use scheduling strategies
based on the elapsed service time already spent at the queues. Although it often makes
sense to use count-based scheduling strategies for bounding purposes, it would be good to
have closed-from results available for time-based scheduling strategies as well. To the best
of my knowledge, only the work of Tangemann proceeds in this direction [279)].

The model addressed by Tangemann is a cyclic polling model where the scheduling
strategy is either locally or globally timed. Let £ be the set of nodes having a locally
timed scheduling strategy and let G be the set of nodes having a globally timed scheduling
strategy. In the first case, there is a limit 7} on the time the server may stay at station
i during one visit. In the second case, there is a limit 77 on the sum of the time the
server may stay at station ¢ in one visit and the length of the previous cycle. These two
scheduling strategies correspond to the operation of the access mechanisms of the IBM
token ring and FDDI [246, 277, 284] respectively. Since both access mechanisms allow for
so-called overrun of the timers, i.e., a packet being transmitted when the timer expires will
be completed, the above timers include an additive factor accounting for the allowance of
overrun. This factor equals the expected remaining service time, i.e., E[S?]/2E[S;]. If an
access mechanism is studied which does not allow for overrun, the above timers should not
include such a component.

The stability conditions are derived as follows. For the overall model we must have
p < 1. For the individual queues, however, some extra restrictions apply. In the locally

timed case, the expected amount of work flowing into queue ¢ must be less than the timer
threshold 77, i.e., \\E[S;]E[C] < T} or, by the fact that E[C] = A/1 — p,

A <L (9.34)

P+Pi‘Tj

Notice that in case T} = E[S;], this condition reduces to the stability condition for the
1-limited system. For globally timed models, the amount of work flowing into queue i
during one cycle, i.e., \;E[S;]E[C], must be less than the threshold T minus the length of
the previous cycle. This results in the condition
A

p+(1+p)ms <1 (9.35)
T
Tangemann now proceeds by deriving approximate solutions for the mean unfinished work
E[U}] at queue i, that is, the expected amount of work left behind in queue 7 when the
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Figure 9.2: The influence of T! in a symmetric locally-timed polling model

server leaves there (the * denotes either a ‘g’ or an ‘1’). The pseudo-conservation law can
be written as N N ¥
> pEW] = 3 piEWsil + 3 piEIUS), (9.36)
i=1 i= =
where E[W}] is the exact average waiting time in the globally and locally timed stations and
where E[Wg ;] is the expected waiting time in the queues when all the scheduling strategies
would have been of exhaustive type. Using an approximation for E[U}], Tangemann derives

the following approximate pseudo-conservation law for time-based cyclic polling models:

> piE[W] ( p’E[C]) +>_ piB[WY] (1 - (‘”L)E[C])

et T i€g (T{ = A)
~ szE[WE 1+3 g ( — - Bl (1 ) Eﬁ]))
(p+ p, E[S IE[C] \E[C] E[S)]
+§ —A) (p@ (1 —Pi)T (1 - T,-”—A))’ (9.37)

where

N N oy 2 (2
. 11— Ei:l )‘ZE[Sl] A (p Zz—l pz)

and where E[C] = A/(1 — p) is the mean cycle length. For symmetric systems, the

(9.38)

approximate pseudo-conservation law can directly be used for deriving expected waiting
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times since it will then only contain one unknown. For locally-timed scheduling we can

derive
(1= pEWE]+ AEIS] (;V’— — (=p/NE(] (1 _ E%g))
Blwd = A ; (9.39)
1—p—

where E[WEg] is as in (9.13). For globally timed scheduling we can derive

N+1)AE[S 1—p/N)AE[C E[S
—_— (1—p)E[WE}+( 7;g)_A[ ] (ﬁ _ (=p/ 2) €] (1_ Tg[—]A))
gl = 1_p_!N+1pA

N({T9-B)

(9.40)

For asymmetric systems, an approximation procedure as in Section 9.4.2 can be followed.
The average waiting time in each queue is expressed in terms of known parameters and the
expected remaining cycle time, which is then assumed to be station independent. Taking
into account the stability conditions and the limiting case 7% — oo, the following two
results have been derived:

1-p (1 Fglee)

EW]e = - %Q tor
Ll pEWed] + i, 25 (pz- —(1-p)2E4 (1 - gﬁf}))
x Sily pi (1—pl— (1_%;3_:,5)) )
(9.41)
and
O 1 Gl . 1=

+p)E[C
1— ﬁﬂ(iﬂlA)
SN, pEWa] + £I, CHISEC (o — (1 p) 5 (1 - 7))
Zi]\il Pi (1 - pPi (1 - (Tlf?[fii)?_:ﬁ)) 7
(9.42)

where Y; p; E[WE,] is defined in (9.38).

Example 9.9. The influence of T*.

Consider the symmetric polling model with 10 stations we have addressed before: N = 10,
§ =0.1,6® = 0.01, E[S] = 1.0, and E[S? = 1.0. In Figure 9.2 we depict the expected
waiting time as a function of 7! based on the approximation (9.39) for p = 0.05, 0.45, 0.75

and 0.85. Comparing these results with those calculated in Table 9.1, we observe that for
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T' = 1 the values rougly agree with those calculated for the 1-limited scheduling strategy
and that the results for 7! = 3 rougly agree with those calculated for the exhaustive
scheduling strategy. o

Example 9.10. Limiting cases for large values of T*.

The above approximate results are correct for large values of the timers. In the two sym-
metric cases, taking the limit 7% — oo reduces the expressions to the average waiting time
in symmetric exhaustive models as given in (9.13), which seems intuitively correct. Simi-
larly, in the asymmetric case, taking T* — oo reduces the expressions to the approximate

result for the average waiting times for exhaustive models (9.25). |

9.7 Further reading

Polling models have been the subject of research for many years now. Early papers in this
field were written in the 1970s, e.g., by Avi-Itzhak et al.[9], Cooper and Murray [67, 66],
Eisenberg [82, 83], Kithn [167], Konheim and Meister [163] and Bux and Truong [36].
Surprisingly though, polling models are treated in only a few textbooks on performance
evaluation, see e.g., [152, 156]. Over the last 10 to 15 years the number of research papers
on polling models has increased tremendously; Takagi reports about 250 publications in
the period 1986-1990 only [272, 273]! The book on polling models by Takagi [271] focusses
on mathematical issues, whereas the survey by Levy and Sidi puts more emphasis on
applications [181]. The Ph.D. theses by Groenendijk [112] and Weststrate [286] also provide
excellent reading on the topic. Recently, Blanc published interesting work on the power
method with application to polling models [21, 20]. The Ph.D. thesis of Tangemann treats
time-based scheduling in polling models in great detail [279]. Background on the IBM
token-ring can be found in [35]. FDDI is described in [246]. The issue of timer-setting in
token ring networks is discussed by Jain in more detail [146]. Johnson and Sevcik discuss
stability and cycle time issues for FDDI in detail [151, 259]. We will come back to the
evaluation of polling models in Chapter 16 where we discuss applications of stochastic Petri
nets.

9.8 Exercises

9.1. Symmetric polling systems.

Use the pseudo-conservation law to compute the expected waiting time when all the stations
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have either gated, 1-limited or decrementing service ordering.

9.2. Priority and polling systems.

Consider a 2-station polling model where, at each station, jobs arrive as a Poisson process
with rate A = 5 and have fixed duration E[S] = 75 msec. Furthermore, the switch-over
times 6 are fixed and small. This model can be interpreted as a model of a priority
queueing system when station 1 has exhaustive scheduling (highest priority) and station 2
has 1-limited scheduling (lowest priority). The switch-over time now models the overhead

incurred by the switching between priority classes.
1. Approximate E[W;] and E[W3] as a function of A.

2. Compute E[W;] and E[W;] using a suitable priority model from Chapter 6, thereby
neglecting the switching overhead.

3. What happens when we take the limit A — 0 in the result of 1?

9.3. Polling models with matrix-geometric solution.

Consider a 2-station polling model with exhaustive service with the following parameters.
Arrivals form a Poisson process with rate A; and services are negative exponentially dis-
tributed with rate p;. The switch-overs take a negative exponentially distributed amount
of time with rate §;. Furthermore, the queue in station 1 has unlimited capacity but the

queue in station 2 has a limited capacity of K.
1. Define the state space Z of this Markovian polling model.
2. Draw the state-transition diagram of this quasi-birth-death model for K = 2.

3. Discuss how such a model can be solved, thereby explicitly stating the block matrices

Ai and Bi,j-
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Chapter 10

Open queueing networks

N the previous chapters we have addressed single queueing stations. In practice, many

systems consist of multiple, fairly independent service providing entities, each with their
own queue. Jobs in such systems “travel” from queueing station to queueing station in
order to complete. Instances of these so-called queueing networks can be observed at many
places: in computer systems where a number of users are trying to get things done by
a set of processors and peripherals, or in communication systems where packets travel
via independent links and intermediate routers from source to destination. In fact, in
Chapter 4 we already saw an example of a queueing network: the simple terminal model
in which many system users attended a central processing system and their terminals in a
cyclic manner. In this chapter we will elaborate in particular on the class of open queueing
network models, i.e., queueing networks in which the number of customers is not a priori
limited.

We first introduce basic terminology in Section 10.1 after which we discuss the class
of feed-forward queueing networks in Section 10.2. This discussion provides us with a
good insight into the analysis of more general open queueing networks, such as Jackson
networks in Section 10.3. Although Jackson queueing networks can be applied in many
cases, there are situations in which the model class supported does not suffice, in particular
when arrival streams are not Poisson and service times are not exponentially distributed.
Therefore, we present in Section 10.4 an approximation procedure for large open queueing
networks with characteristics that go well beyond the class of Jackson networks. We finally
address the evaluation of packet-switched telecommunication networks as an application

study in Section 10.5.
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10.1 Basic terminology

Queueing networks (QNs) consist of a number of interconnected queueing stations, which
we will number 1,---, M. Individual queneing stations or nodes, are independent of one
another. They are, however, connected to each other so that the input stream of customers
of one node is formed by the superposition of the output streams of one or more other nodes.
We assume that there is a never-empty source from which customers originate and arrive
at the QN, and into which they disappear after having received their service.

A more formal way to describe QNs is as a directed graph of which the nodes are the
queueing stations and the vertices the routes along which customers may be routed from
node to node. The vertices may be labelled with routing probabilities or arrival rates.
When dealing with open QNs, the source (and sink) is generally denoted as a special node,
mostly numbered 0 (we will do so as well).

A well-known example of an open QN model is a model of a (public) telecommunication
infrastructure where calls are generated by a very large group of potential system users.
We will address such a model in Section 10.5.

10.2 Feed-forward queueing networks

In this section we discuss feed-forward queueing networks (FFQNs). In such networks the
queues can be ordered in such a way that whenever customers flow from queue ¢ to queue
4, this implies that 7 < 7, i.e., these QNs are acyclic. Note that due to this property FFQNs
must be open. We focus on the case where the individual queueing stations are of M|M|1
type, but will indicate generalisations to multi-server queueing stations.

In order to increase the understandability we present the evaluation of FFQNs in three
steps. We first discuss the M|M|1 queue as the simplest case of an FFQN in Section 10.2.1.
We then discuss series of M|M|1 queues in Section 10.2.2 and finally come to the most
general form of FFQNs in Section 10.2.3.

10.2.1 The M|M|1 queue

Consider a simple M|M|1 queue with arrival rate A and service rate p. Given that the
queue operates in a stable fashion, i.e.,p = A/pu < 1, we know from Chapter 4 that the
steady-state probability of having ¢ customers in the queue is given by

pi=Pr{N =i} =(1-p)p', i € V. (10.1)
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1 Mo Ky

Figure 10.1: Series connection of M queues

The correctness of this result can be verified by substituting it in the global balance equa-
tions of the underlying CTMC. From p all kinds of interesting performance measures can
1 ) B . 1 AT o il i 1 . L R 3 1. . 1 11 i i - I | 1 1 M

be obtained. Notice that we have implicitly defined the state space Z of the underiying

CTMC to be equal to IV.

10.2.2 Series of M|M|1 queues

Now consider the case where we deal with M queues in series. The external arrival rate
to queue 1 equals A and the service rate of queue ¢ equals ;. For stability we require that
all p; = A/p; < 1. If there are queues for which p; > 1, these queues build up an infinitely
large waiting line and the average response time of the series of queues goes to infinity as
well. The queue with the largest value of p; is said to be the bottleneck node (or weakest
link) of the QN. In Figure 10.1 we show a series QN.

Since there are no departures from the QN, nor arrivals to the QN in between any
two queues, the arrival rate at any queue ¢ equals A. Furthermore, a departure at queue
i (1 =1,---,M — 1) results in an arrival at queue 7 + 1. In Figure 10.2 we show the
state-transition diagram of the CTMC underlying a series QN with M = 2. Notice that
the state space Z = IN2. Every state (7,j) € Z signifies the situation with ¢ customers in
queue 1 and j customers in queue 2. The sum of ¢ and j is the total number of customers in
the series QN. As can be observed form Figure 10.2, a “column of states” represent states
with the same overall number of customers present in the QN. Recognising that there are
basically 4 different types of states, it is easy to write down the GBEs for this CTMC:

state {0,0) : popA = po,ift2,
states (4,0), i€ Nt : pig(A+ p1) = pic1,0A + Pii 2,
states (0,7), 7€ INY : po;(A+ p2) = p1j—1p1 + Poj+1le,
states (7,7), 4,5 € INT @ pij(A 4 p1 + p2) = Pi1 ;A + Pigrj—141 + Dijr1fe,

oo 0o
normalisation : Y 3 p;; =1 (10.2)
=0 j=0

Solving these GBEs seems a problem at first sight; however, their regular structure and
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Figure 10.2: CTMC underlying two M|M|1 queues in series

the fact that we already know the answer when M = 1 might lead us to try whether

piy = (1= p1)pt x (1 — p2)ph (10.3)

is the correct solution. That this is indeed the case, we leave as an exercise to the reader.
Now we will spend some more time on interpreting this result. In a series QN it seems that
the overall customer probability distribution can be obtained as a product over the per-
queue customer probability distributions. It is therefore that series QNs (and many more
QNs we will encounter later) are often called product-form queueing networks (PFQNs).
For series QNs the product-form property is easy to show. In fact, all the customer streams

in a series QN are Poisson streams. This fact has been proven by Burke and is known as:

Theorem 10.1. Burke’s theorem.
The departure process from a stable single server M|M|1 queue with arrival and

service rates A and p respectively, is a Poisson process with rate A. O

That Burke’s theorem is indeed valid, can easily be seen. Consider an M|M|1 queue
as sketched. As long as the queue is non-empty, customers will depart with the inter-

departure time distribution being the same as the service time distribution. If upon a
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departure the queue empties, one has to wait for the next arrival, which takes a negative
exponentially distributed length (with rate A), plus the successive service period. So, when
leaving behind an empty queue, the time until the next departure has a hypo-exponential
distribution with 2 phases, with rates A and p (see Appendix A). The probability that
upon departure instances the queue is non-empty equals p, so that we can compute the
inter-departure time distribution Fp(t) as follows:

Fp(t) = p(1 — ™) + (1 - p) (1 - “—f—Ae-“ + ,Lif’_’“) : (10.4)
which reduces to Fp(t) = 1 — e = Fy(t).

In fact, Burke’s theorem also applies to M|M|m queues, in which case the output process
of every server is a Poisson process with rate A. However, it is easy to see that for an M|M|1
queue with feedback, the resulting outgoing job stream is not a Poisson stream any more.
In fact, also the total stream of jobs entering such a queue is no Poisson stream. The
superposition of the external arrival stream and the jobs fed back after having received
service is not a Poisson process since the superpositioned Poisson streams are no longer
independent.

Given the steady-state probability distribution for series of queues, we can address
average performance measures for the individual queues. Here also the results for an
individual M|M|1 queue simply apply. As an example, the average number of customers
in queue 2 is derived as

E[N,] = iim; ii (1= p1)pl x j(1 = p2)ph

=0 j=0 =0 j=0
= <1~p1 ) ((1—p2)2jp%>
=0
P2
= 10.5
T (10.5)

Finally, we generalise the above results to a series of M queueing stations (given all p; < 1).
Denoting with N; the number of customers in queue %, the vector valued random variable
N = (Ny,- -, Ny) represents the state of the series QN. Consequently, we have state space
Z = INM and find the following steady-state probabilities:

Pr{N =n} = [[(1—p)pi"

=1

(i_ﬁl(l - pi)) (11%[1 p?‘) = éﬁpi"", (10.6)



204 10 Open queueing networks

where G is called the normalising constant, i.e.,

(M \ 7!
G= Lizl_[l(l - pi)) : (10.7)

which assures that the sum of all probabilities 3, ez Pr{N = n} = 1.

10.2.3 Feed-forward queueing networks

In this section we address general FFQNs, i.e., acyclic QNs, not necessarily in series. All
the queues themselves are M|M|1 queues. Denote the environment with “0” and let the

overall arrival process from the environment be a Poisson process with rate Ag. Let r;;

nr. 3 at a cniataom ) o
probability that a customer leaving queue ¢ goes

ot

o queue j. By
definition, we have r; ; = 0 whenever j <. The probabilities rp; indicate how the arrivals
are spread over the individual queues and the probabilities r; ¢ represent departures from
the QN.

The overall flow of jobs through queue j now equals the sum of what comes in from

the environment and what comes from other queues upon service completion, i.e.,

A= Aoroj + D Airig, j=1,-++, M. (10.8)
i<j
These equations are called the (first-order) traffic equations. Their number equals the
number of queues in the QN. As FFQNs are acyclic we can solve the traffic equations
successively:
A AL > A= Ay (10.9)

Now, if all the p; = A\;/p; < 1, the QN is said to be stable. If that is the case, the
overall steady-state probability distribution of the QN can again be seen as the product
of the per-queue steady-state probability distributions. Again, the queues can be regarded
as independent from each other. Using the same notation as above, the steady-state
probabilities are given as:

M
Pr{N =n} = Pr{/\lNi:"i}
= HPI{N—n,} Hl—pz =*Hp : (10.10)

The factor 1/G is independent of N and can again be regarded as a normalisation constant

for the probabilities to sum up to 1.
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When we deal with multiple server FFQNs, a similar results hold. Only the normali-
sation constant changes according to the results derived in Chapter 4 for M|M|m queues.
In any case, Burke’s theorem applies so that in FFQNs all the job streams are Poisson
streams.

o9

A_forurar rogtri
UUTLIUL VWAl UL 1 TOouL

tion” is removed, i.e., jobs may be routed to queues they attended before. The job streams
between the various queues now are not Poisson streams because they are composed out
of dependent streams. Surprisingly enough, however, the queue-wise decomposition of the
QN can still be applied! Despite the fact that the job streams are not Poisson, the steady-
state probabilities for the QN take a form as if they are! This also implies that we still
have a nice product-form solution for the steady-state probabilities. The only difference
with the FFQN is now given by the traffic equations:

M
A= Xoro; + > Nirij, j=1,--, M. (10.11)
i=1
These cannot be solved successively any more, so that we either have to use a Gaussian
elimination procedure or an iterative technique (see Chapter 15). Once the values A; are
known we can establish the stability of the QN by verifying whether p; = X;/p; < 1 for all
¢. If this is indeed the case, we have the following solution for the steady-state customer
probability distribution:

S

1

1= ) = =TT o™, 10.12
(1 - pi)p; G“p, ( )

e

i
—

Pr{N =n} =

k2

with G = ( f‘il(l — pi))_l. Again, the state space of the underlying CTMC equals Z =
INM.

As we will see in the application in Section 10.5, we do not always have to specify
the routing probabilities. In many cases, it is more natural to specify routes through the
queueing network and to compute the values A; directly from them. Furthermore, under
the restriction that all queues are stable, the throughputs X; are equal to the arrival rates
A, for all queues.

When changing from single-server queues to multiple-server queues, the presented

product-from result still holds. The only difference lies in the steady-state probability
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Figure 10.3: A simple Jackson QN

distributions for the multiple-server queueing stations (all according to the results given in
Section 4.5). The first-order traffic equations remain unchanged.

Example 10.1. A simple Jackson queueing network.

Consider the simple 2-station Jackson QN given in Figure 10.3. We denote the external
arrival rate at queue i as Aorg;; the overall arrival rate at queue ¢ is A;. Services in queue ¢
take place with rate p; and after service, the customer leaves the QN with probability r; o or
goes to the other queue with probability 7; 3_; = 1—7r; 0. The corresponding state-transition

diagram is given in Figure 10.4. From the state transition diagram we can conclude the
following GBEs:

Pooro = PoiMaTzo + PLoMiT1,0

Dio(Xo + 1)
Po,j(Ro + p2)
Pij(do+ 1+ p2) = Dij_1AoTo2 + Pit1j-1M171,2 + Pit1,H171,0

It

Pi—1,0A0T0,1 + Pit1,0M17T1,0 + Pi1H2T2,0 + Pic1,1M2T2,1, © € N*,

Il

Po,j—1A0T0,2 + Poj+1M2T20 + P1jpaT1,0 + Prj—1M1T12, J € N,

+ Pij+1MaT20 + Pic1j-1M2T21 + Pic1jdoToy, 4,5 € INT. (10.13)

To verify whether the general solution given satisfies these GBEs (including the normali-
sation equation) we have to solve the traffic equations first. The overall traffic arriving at
queue i can be computed as:

)‘i = )‘OTO,I + )\3_5;7’3_,;71‘, = ].7 2. (1014)

From these equations we find:

_AoToa + AoTo2T2,1
1—riora;

AoTo,2 + AoT0,171,2

A
1 —7r1or21

, and A = (10.15)

Notice the easy interpretation of these expressions: the overall traffic that flows into queue
1 equals that what flows in from the environment, plus that which flows in after it has
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Figure 10.4: State transition diagram for the simple Jackson QN

been at queue 2. However, since customers may cycle through the queues more than once,
this sum has to be “stretched” by a factor (1 — ryare )t

The stability conditions are p; = A;/p; < 1. Using these p;-values, the result for Jackson
QNs can be verified by substituting it in the above GBEs. We will start with the case
i =7 = 0. We have:

(1= p1)(1 = p2)ro = (1 — p1)(1 — p2)paparoz + (1 — p1)p1(1 — p2)pario. (10.16)
Dividing by (1 — p1)(1 — p2) and using the fact that p;u; = A;, we obtain:
Ao = AiT10 + AT, (10.17)

This equality must hold, since it expresses that whatever flows into the QN, i.e., Ag, equals
that which flows out of both queues together. Moreover, if we substitute (10.15), and write
ri0 = 1 — 13-, this equality becomes trivial. We leave the validation of the other GBEs
as an exercise to the reader. a

10.4 The QNA method

In many modelling applications, the restriction to Poisson arrival processes and negative
exponential service times in combination with FCFS scheduling cannot be justified. As
an example, think of a model for a multimedia communication system in which arrivals

of fixed-length packets (containing digitized voice or video) have either a very bursty or
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a very deterministic nature. For such systems, Jackson queueing networks might not be
the most appropriate modelling tool. Instead, a modelling method known as the Queueing
Network Analyzer (QNA) might be applied in such cases.
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quick analyses of large open queueing networks with fixed routing probabilities and FCFS
scheduling. Its most important characteristic, though, is that it treats queueing networks
in which the arrival processes need not be Poisson, and the service-time distribution need
not be exponential. With QNA all arrival processes are assumed to be renewal processes
characterised by their first two moments, i.e.,successive arrivals are still independent of
one another. Similarly, all service time distributions are characterised by the first two
moments; in particular, constant services times can be dealt with, albeit approximately.
Besides that, the QNA method also allows for the merging and splitting of customers, as
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of Jackson queueing networks as we have seen in Section 10.3.

With QNA the computational complexity is linearly dependent on the number of queue-
ing stations. Once the traffic equations have been solved, all queueing stations can be stud-
ied individually. This advantage, however, comes not without costs; the decomposition of
the overall queueing network into a number of individual queueing stations is approximate.
We will discuss how good this approximation is.

This section is further organised as follows. The considered queueing network class is
introduced in section 10.4.1. The computational method is discussed in Section 10.4.2 and
a summary of the involved approximation steps is given in Section 10.4.3.

10.4.1 The QNA queueing network class

A queueing network to be solved with QNA consists of M nodes or queueing stations. Cus-
tomers travel between nodes according to fixed routing probabilities r; ;, 4,7 = 0,1,---, M
(i and j not both equal to 0). There is one special node, the environment (indexed 0) from
which external arrivals and to which departures take place.

A special property of QNA is that it allows for customer creation (splitting) and com-
bination (merging) so as to represent the segmentation and reassembly process in com-
munication networks or the fork/join-operation in parallel processing. The combination
or creation capability is indicated with every station. For each queueing station %, the

following parameters have to be defined:

o the arrivals from the environment, characterised by the first and second moment,

i.e., by the arrival rate Ag; and the squared coefficient of variation Cﬁ;o,i;
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the number of servers m;;

the service time distribution, characterised by the first and second moment, i.e., by

the average service time E[S;j] = 1/u; and the squared coefficient of variation C%,;;

the routing probabilities r; ;;

the customer creation or combination factor ;, with

(0,1), for combination stations,
v E L1, for ordinary stations, (10.18)
(1,00), for creation stations.

For all the queues, it is assumed that the scheduling strategy is FCFS and that the buffer

is infinitely large.

10.4.2 The QNA method

The general approach in the QNA method consists of four steps:

1. Input. Description of the QN in terms of the defining parameters as given in Sec-
tion 10.4.1;

2. Flows. Determination of the customer flows inside the network which includes the
generation and the solution of the traffic equations, both for the first moment (similar

to that seen in Section 10.3), and for the second moment (to be discussed below);

3. Per-node results. The computation of the results for the individual queues, given
the first and second moment of the service time distribution, and the first and second

moment of the interarrival time distribution, using exact and approximate results for
the M|G|m, the G|M|m and the G|G|m queue;

4. Network-wide results. Calculation of the network-wide performance results, i.e., the
throughput, the customer departure rate, mean and variance of the sojourn time and

number of customers, per queue and for the overall network.

These steps are treated in more detail in the following subsections.
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Input

Although the QNA method allows for multiple customer classes, we restrict ourselves here to
the single-class case. In the papers on QNA a multiple class queueing network is transformed
to a single class queueing network by aggregating customer classes.

Once all the parameters for the single class queueing network have been specified, it

might be the case that some values r;; > 0, i.e.,some queues have immediate feedback.

the immediately fed-back customer as one larger visit, and to compensate for this later
in the computations. With immediate feedback probability r;;, the expected number of

successive visits to node 7 equals (1 — r;;)"!, so that we alter the model for node ¢ as

follows:
E[S;
L —rig
Ci: + rii+(1—7:)C5,,
4,7 . .
i 3 1]
Tij T VEE)

When computing the performance measure per node, we have to correct for these changes.

Flows: first-order traffic equations

In this step the customer flows between nodes should be obtained. We first concentrate
on the mean traffic flow, i.e.,the arrival rates A; to all the nodes. The first-order traffic

equations are well-known and given by

M
Aj=Xoj+ > Nviriy, j=1,--,M, (10.20)
i=1
that is, the arrival rate at node j is just the sum of the external arrival rate at that node,
and the departure rates A; of every node )\;, weighted by the customer creation factor +;
and the appropriate routing probabilities r; ;.
There are basically three operations that affect the traffic through the QN and which
are illustrated in Figure 10.5:

(a) the probabilistic splitting of a renewal stream, induced by the constant routing prob-

abilities which take place after customer completion at a queueing station;
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-4 1O~

(a) (b) ()

Figure 10.5: The basic operations (a) splitting, (b) superpositioning and (c) servicing that
affect the traffic streams

(b) the service process at a particular queueing station;
(c) the superpositioning of renewal streams before entering a particular queueing station.

The fact that the first-order traffic equations are so easily established comes from the fact
that the superpositioning of renewal streams as well as the probabilistic splitting of renewal
streams can be expressed as additions and multiplications of rates. Also, the service process
at a queueing station does not affect the average flows.

The first-order traffic equations form a non-homogeneous system of linear equations,
which can easily be solved with such techniques as Gaussian elimination or Gauss-Seidel
iterations.

Now that the arrival rates to the queues have been found, it is possible to calculate the
utilisation p; = A;/m;u; at node 1. If p; > 1 for some ¢, that queueing station is overloaded.
If all the p; < 1, the queueing network is stable and the analysis can be taken further.

Flows: second-order traffic equations

To determine the second moment of the traffic flows we use the so-called second-order traffic
equations. The three operations that affect the traffic characteristics are superpositioning
and probabilistic splitting of renewal streams, and the service process. We therefore focus
on these three factors and the way they influence the second-order characteristics of the

arrival processes.

(a) Splitting. The probabilistic splitting of renewal processes can be expressed exactly.
As we have seen in Chapter 3, if a renewal stream with rate A and squared coefficient
of variation C? is split by independent probabilities a;, ¢ = 1,---,n, then the out-
going processes are again renewal processes, with rates A; = a;A and with squared
coefficient of variation C? = o;C? + (1 — ;). If, however, at node i customer creation
or combination takes place with value «;, then C? is scaled by a factor v; as well,
e, C? = a;%;C? + (1 — o). It should be noted that this scaling is an approximation.
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(b) Servicing. The service process also has its influence on the departure process. If the

service process has a very high variability, it increases the variability of the outgoing

stream, or on the other hand, a more deterministic service process decreases the
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Apart from the service time variability, the utilisation of the server is also of impor-

tance, and therefore the average service time, i.e.,

— when the utilisation is low, the outgoing stream will more closely resemble the

characteristics of the incoming stream;

— if the utilisation is high, there will almost always be customers present so that

the departure process is almost completely determined by the service process.

In QNA , an adaptation of Marshall’s result for C%, the variability of the departure

process in the GI|G|1 queue, is used. Marshall’s result states that

a7

I
vy

E[S]

—

C% = C% +2p°CE — 2p(1 — p) (10.21)
Since E[W] is not known for the GI|G|1 queue, the Krdamer and Langenbach-Beltz
approximation (7.24) is used, under the assumption that C% > 1:
E[S]
E[W] = (C% + C3) =2 10.22
Recall that this approximation is exact in the M|G|1 and the M|M|1 case. Combining

these two results, we obtain
C% = p*Ci + (1 — p*)C5. (10.23)

We observe that the coefficient of variation of the service process is weighted with p?
and the coefficient of variation of the arrival process is weighted with (1 — p?) to add

up to the coeflicient of variation of the departure process.

For multiple server queues, i.e., GI|G|m queues, this result has been extended to

2

14

Ch = 1+(1—/)2)(C/24—1)\/—ﬁl—
2

= Lt a-Ah+ 0 -

N

(C5-1)

\/im)' (10.24)
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This result reduces to the earlier result for m = 1, and yields C} = 1 for the M|M|m
and the M|G|oo queue, as it should.

Practical experience has revealed that although low-variance service processes can
decrease the variability of the departure process, this decrease is often less than pre-
dicted by (10.24). Therefore, instead of taking CZ, in the QNA approach max{C%,0.2}

is proposed.

(c) Superpositioning. Finally, we turn our attention to the superpositioning of renewal
streams. Consider the case where we have to superposition a number of renewal
streams with rates \; and coefficients of variation C?. A first approximation for the

coefficient of variation of the merged stream would be

C? = Z (Z;\ ) C2, (10.25)

which is a weighted sum of the coefficients of variation of the merged streams. Ex-
perimental work, however, showed that the actual C? is better given by

C? = wC + (1 -w)C3, (10.26)
where a good choice for C3 is C3 = 1. The weighting factor w (0 < w < 1) is derived

as

1
T 1+40-p2v-1)

v= (Z (Zi\i)\k)2> _1. (10.28)

It should be noted that these last three equations are based on experience and ex-

(10.27)

with

tensive simulations, rather than on theory.

Combining the results for superpositioning, splitting and the service of customer flows, we
obtain the following system of second-order traffic equations:

M
Chi=aj+2.Cabij j=1,-,M, (10.29)

i=1

where a; and b;; are constants which follow from the above considerations:

a; =1+ wj((pﬂ,jc,zcx;o,j )+ me — 1) F ViTiP; Fz:)), (10.30)
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and
bij = wipiri (1 — pi), (10.31)
with p; ; the proportion of arrivals to j that came from s:
AiViTi;
Pij = =5 (10.32)
Y
and
max{C%.,02} -1
z; = 1 + { S, } ’
VI
1
w; = ,
! 1+4(1—p;)*(v; — 1)
! (10.33)
V] = . .
! Zgopﬁj

Consequently, (10.29) comprises a non-homogeneous system which can be easily solved
using such techniques as Gaussian elimination or Gauss-Seidel iterations (see also Chap-
ter 15).

Example 10.2. Second-order traffic equations: simple case.

To obtain more insight into the QNA approximation, consider the case where w = 1 in
(10.26), i.e., where the first approximation for the superpositioning of renewal streams is
used. The total coeflicient of variation of the stream arriving at node j is then just the

weighted sum of the incoming streams:

M
Ci,J = poyjc.i;[),j + sz,]c%,z,jv (1034)

i=1

where C},; ; is the coefficient of variation of the stream that left node 4 and is directed to
node j and Oi;o,j is the coefficient of variation of the external arrival stream. The weighting
factors p; ; are derived such that they express the relative weight of stream ¢ in the total
arrival stream at node j, i.e.,if A;; = Avrij, then p;; = X;j/X;. The stream from ¢ to j
is the result of the splitting or merging of the stream that has been multiplied by ; after
it left node i:

Chyj = 1ii%Cpy + (1 —1ij), (10.35)
where C},; is the coefficient of variation of the stream that left server 4, but before the
splitting or merging took place. But this stream is the result of an incoming stream at

node 1 and the service process there:

2
P
‘C.%;i +(1- P?)Cft,z‘ +pi(1 -

N

3, = ). (10.36)

1
V1Y
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Using these two results, we can rewrite (10.34), in a number of steps, to

M M 2
v . 2 N \N k) 2
Chy = PoiClapy+ 2 pig(L—7ig) + ) vipiriy——=C;
=1 =1 V 2

M
+ 3 pigrigviet (1 -

i=1

M
+ Zpi,jn',j%:(l - P?)Ci;i

1
V m’) =1
M
= aj+) bi;jChy (10.37)

i=1
with a; and b, ; as defined before. Notice that the only difference that remains is that the
above equation uses Cg;i directly, whereas the more general result presented before uses
max{C%,,0.2}. As this adaptation was based on experience rather than on a mathematical
argument, this is no surprise. a

Performance measures at the nodes

Now that we have decomposed the queueing network into separate service facilities of
GI|G|m type characterised by the first two moments of the interarrival time and the service
time distribution, we can analyse them in isolation. We first focus on the single server case,
i.e.,m = 1, and then on the multi-server case.

An important performance measure is the mean waiting time E[W] for which the
Kramer and Langenbach-Belz approximation (7.24) is used:

BIW] ~ (C4+ OB 0 (5, B, CB), (1039

where
2(1-p)(1-C%)?
exp (_—W'?SA)——) , Ci <1,

g(p, Civcg) =
1, Ci>1

(10.39)

The mean of the number of customers in the queueing station, E[N], can easily be found
employing Little’s law:
E[N] = p+ AE[W]. (10.40)

The probability of delay, i.e., 0 = Pr{W > 0}, is also based on the Krdmer and Langenbach-
Belz approximation as follows

g & p+(Ch—1)p(L - p)h(p,C3,C3), (10.41)
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with
1+C2 +pC% 2 <1
hip,C2%,C2) = { HA(Cs-D+p2UCE+CE)y ~A =5 (10.42)
Pals e 2 >1 )
Chi+r7(aCh+C2)’ A=

Notice that in case of an M|G|1 queue (10.41) reduces to o = p, which is correct since in
that case the Poisson arrivals see the average utilisation of the queue (due to the PASTA
property). The squared coefficient of variation of the waiting time, i.e., C%,, is approxi-
mated as follows (see [288, (50)—(53)]):

1
C% ~ = (2
W U(/-’+

4(1 - p)(2C3 + max{C},1}) U) , (10.43)

3(CEi+1)

From this result, the squared coefficient of variation of the number of customers in the
facility, i.e., C% is derived as:

1—p+o

2 202 /\2 max{l—o+p,10-6} ) .
Cx = (E[N] + p°C5 + Var[W])max{E[NP, 105 (10.44)

Also here various approximations and results based on experience have been used.

In the case of multiserver nodes, only a few approximate measures can be computed,
by modifying the exact results for the M|M|m queue. The multiserver results are therefore
less accurate. As an example of such an approximate result, the average waiting time in a
GI|G|m node is obtained as

C% + C?

BWlarcm = (4

) EW]MMm, (10.45)
where F [W]M|M]m is the average waiting time in an M|M|m queue with the same arrival and
service rates. For M|G|m queues, this approach is known to perform well. More advanced
methods can of course be included here.

Finally, notice that for those queues for which we have eliminated the immediate feed-
back in the input-phase, we have to adjust the obtained performance measures as follows:

Ai
A 1= ’r‘i’i,
E[Sl] «— (1 —’l"i,,')E[Si],
Cg'z — C‘“7§,1 — ri,i,
' 1—rig
EW] <+ (1—ry)E[Wi. (10.46)

For higher moments of N and W, more complex back-transformations are necessary [288].
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Network-wide performance measures

In the last step the performance results of the separate queueing facilities have to be
combined to final network-wide performance results. The throughput is defined in QNA as
the total external arrival rate:

)\0 = )\(),1 + -+ )‘O,M- (1047)

When no customers are combined or created at the nodes, the departure rate from the
network will be equal to the throughput. Otherwise the departure rate can differ from the

throughput. In general, the departure rate from the network is given as:

M M
A=Y Ay | 1=D rig]- (10.48)
i=1 j=1
The mean number of customers in the network is given by
E[N] = E[N;] +---+ E[Ny]. (10.49)

Neglecting the fact that the nodes are dependent, the variance of the number of customers

can be approximated as:
var[N| = var[N] + - - - + var[Ny]. (10.50)

The response time is calculated from the perspective of an aggregate customer. A customer
enters queue ¢ with probability Ag;/Xo. The expected number of visits to node ¢, the so-
called visit-count V; (see Chapter 11), is

Vi = A/ Ao (10.51)

The mean time an arbitrary customer spends in node ¢ during its total time in the network

(for all its visits to node i) therefore equals
E[R;) = Vi(E[S{] + EW]). (10.52)

Note that the response time for an arbitrary customer to pass through queue i once, simply
equals E[S;] + E[W;]. The expected total response time for an arbitrary customer to pass
through the network then equals

E[R] = fle[Ri]. (10.53)
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Figure 10.6: The nine-node example queueing network

C%=05C3=05

C%=60,C2=05

C%=6.0,C2=40

QNA SIM RE QNA SIM RE QNA SIM RE

E[Wys] 0.533 0497 7.2 3972 3.220 234 6.111 6.228 -1.9
EW, 3.008 2931 26 9.189 10.97 -16.2 21.00 2292 -84
EWs] 1377 1301 58 159 1559 24 6.005 6.591 -9.7
EWg] 1091 0.985 10.8 1372 1.282 7.0 5.257 5.956 -11.7
EW;] 1830 1695 7.9 5604 6.026 -7.5 1229 13.31 -7.7
E[Wg] 0820 0.758 8.2 3.273 2685 219 6.719 7.597 -11.6
E[Wy] 2022 1840 99 3451 7025 -50.9 113.1 1002 12.9

Table 10.1: The expected waiting times for the nine-node example queueing network

Example 10.3. Kiihn’s nine-node queueing network.

We take a queueing network similar to the one discussed in [166, Section 4.2.3] and [287,

Section VI]. It is a nine-node queueing network as depicted in Figure 10.6. Customers

arrive via a renewal process at nodes 1-3, each with arrival intensity A = 0.55. All node

service times are, on average, equal to 1, except for node 5, at which the mean service time

equals 2. Three cases are addressed, with different coefficients of variation for the arrival

and service processes. For every case, all the arrival processes have identical coeflicients of

variation, and so have the service times.
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The results are presented in Table 10.1. For the three different cases we present the
expected waiting time at each node (notice that nodes 1-3 have the same expected waiting
time), both derived with QNA and with simulation (siM). The relative error (RE) is defined
as RE= 100% x (QNA —sIM)/SIM. In the first case, QNA gives acceptable results. In the
second case, QNA provides less good results, except for queues 5-7. This is most probably
due to the rather extreme coefficient of variation of the arrival process. In the last case,
the results are a little better again. It is interesting to see that the QNA result for the
queues “in the middle” of the queueing network are often better than those for queues “on
the border”. As QNA is based on a number of approximations, it is difficult to track down
the exact source of the errors. O

10.4.3 Summary of approximations

It is important to realise that the QNA method is not exact but is based on a number of
approximations. The results obtained with QNA therefore always have to be interpreted
carefully. Below we mention which pproxunatlons are made in the QNA approach:

1. Performance measures for the network as a whole are obtained by assuming that the

nodes are stochastically independent given the approximate flow parameters;

2. Tt is assumed that traffic streams are renewal processes that can be characterised

adequately by the first two moments of the interrenewal time;

3. A GI|G|m approximation for the performance at a node is used which is only exact
for the M|M|1 or the M|G|1 queue;

4. Several equations are not based on an exact mathematical derivation, but on approx-

imate results, sometimes obtained after extensive simulations.

To avoid the third approximate step, one can consider the use of PH|PH|m queues, for
which an exact matrix-geometric solution exists. For networks with queues in series and
where some of the queues include customer creation, the arrival processes at intermediate
nodes are no renewal processes. In fact, such arrivals are better described as batch arrivals,
as we have seen in relation to the M|G|1 queue. Under some circumstances, it is therefore

better to use batch queueing models for the intermediate nodes.
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Figure 10.7: An example telecommunication network with M, links connecting M,, nodes

10.5 Telecommunication network modelling

In this section we present a typical application of open queueing network models: the
evaluation of possibly large packet-switched telecommunication networks. We begin with
a system description of such a telecommunication network in Section 10.5.1. We then
proceed with the first modelling approach, based on Jackson networks, in Section 10.5.2.
We refine our evaluation method by switching from networks of M|M|1 queues to networks
of M|G|1 queues in Section 10.5.3. We finish this section by illustrating the use of QNA for

the evaluation of telecommunication networks in Section 10.5.4.

10.5.1 System description

Consider a packet-switched telecommunication network consisting of M, nodes connected
by M, links. The topology of the network might take any form, i.e., we do not restrict
ourselves to ring- or star-shaped networks. Most often, we will see meshed structures, as
depicted in Figure 10.7, with switching nodes A, B, - - -, I. In what follows, we assume that
all the links, as depicted in the figure, are bidirectional but may have different capacity
in each direction (notice that this includes the case of having uni-directional links). The
nodes are capable of buffering incoming traffic and transmitting it on any of the outgoing
links. For this reason, these networks are also often called store-and-forward networks.
Examples of such networks are the ARPANET and the Internet [161, 277, 284].

The nodes in the network model should not necessarily be understood as end-nodes in
the network; they can best be understood as concentrators for a large user group. As an
example of this, the nodes could be university computer centers and the network could
span a complete country. All computer users within a certain university would then be
able to communicate with all other users at all other universities via the central nodes

for their respective universities. We denote the aggregate stream of traffic originating in
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node

Figure 10.8: The queueing network equivalent of a switching node and its associated bi-
directional links

node ¢ destined for node j as 7;; (in packets per second) and assume that it is a Poisson
process; normally ; ; = 0. Since the traffic originating at one node is the aggregate traffic
of many users connected directly to this node, this assumption seems reasonable. The
overall aggregate network traffic, measured in packets per second, is denoted

M, My,

Y= iy (10.54)

i=1j=1

The complete traffic to be transported by the network is often summarised in a square
traffic matrix I' with entries ~; ;.

Let us now have a look at a possible queueing network model for such a telecommuni-
cation network. We take an abstract point of view and assume that a switching node can
be modelled as a single-server queue. Furthermore, we assume that each unidirectional
link has to be modelled as a separate queueing station as well. The queueing-network
equivalent of a switching node such as B, C, E or H in Figure 10.7 and its three associated
bidirectional links is illustrated in Figure 10.8. In doing so, we end up with a queueing
network with M, = M, queueing stations representing the nodes and M; = 2M, queueing
stations representing the links.

Let us now come to the characteristics of the queueing stations. For every switching
node ¢ we assume that the scheduling order is FCF'S and that the service rate p; (in switch-
ing operations per second) is known. For now, we do not dwell on the actual switching
time distribution. For the queueing stations representing the links, the situation is more

complicated. Every link [ is assumed to have a certain capacity ¢ (in bits per second). Now
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consider a packet generated at node ¢ and destined for node j; its length is drawn from a
particular packet length distribution. On its way, the packet passes through a number of
links and switching nodes. Since the packet length does not change on its way, we observe

+im avar tha inka ara in fn,.+ nat ind .,.d,w.u-. I 1

imes over the links are in fact not independent WwOrk
models we have introduced so far, however, the service time at every node is assumed to
be independent of the service times at all the other nodes. Thus, when we try to model the
actual packet flow through the network realistically, we end up with a queueing network
model that we cannot solve. However, it seems reasonable to assume that in the overall
network, packets from many source-destination pairs will be transmitted in an interleaved
fashion. This source of randomness then justifies the assumption that the packet length
itself is a random variable with fixed mean, that is regenerated at every queue. In a sense,
we assume that the queues operate independently from one another. This assumption has
become known as Kleinrock’s independence assumption and has been vali
using extensive simulations.

We assume that all the packets originating at any of the nodes have the same mean
length and obey the same packet length distribution Fg(b) (in bits) with mean value 1/u
(bits per packet). A packet of b bits length will then take b/c; seconds to be transmitted
over link ¢. The number of packets that can be transmitted over link 7 is uc; (packets per
second).

Now that we have established the characteristics of the queueing network nodes, we
have to compute the workload per node. We do so by readdressing the traffic matrix I and
the actual routes through the network. Let R(7,j) be the set of links visited by packets
routed from 7 to j and let (4, ) be the set of switching nodes in the route from i to j. We
assume that these sets are uniquely defined and that they are static. We do not address
the question how these sets, i.e.,the actual routes through the network, are obtained or

established. We then can compute the arrival rate of packets to a link [ as
=Y Y (10.55)
{GA)IERH)}
and the arrival rate to switching node n as
Ap = > Yij- (10.56)
{(LD)IneN (.4)}

Given these arrival rates, we can validate the stability of the system by verifying whether
the utilisations p; = \;/uc; and p, = A\, /u, are all smaller than 1. We can then compute
the expected response time for packets from 7 to j (often denoted as the expected delay)
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as the sum over the response times at all the links and nodes visited along the way:

E[RG,j)] = > E[R]+ ) E[R
1ER(4,5) neN(i,5)
= Y (EWI+ES]+PR)+ ¥ (EWa+E[S.)), (10.57)
1ER(i,5) neN(4,5)

where we have split the response times per link and node in waiting and service time per
link and node, for reasons to become clear below. For links, we furthermore have added
the term P, which is the propagation delay for link I. It depends on the actual size of the
network and on the technology employed whether P, does play a role in the response time
for a link or not. In networks with links of moderate capacity and small geographical size,
the service time, i.e., the transmission time, normally dominates the propagation time; in
these cases P, is often neglected. In high-speed wide-area networks, on the other hand, P
can play an important role and can even be larger than E[S)].

The overall average network response time can be expressed as the expected response
time on a route from node i to j, weighted by its relative importance with respect to the

overall traffic carried, i.e.,
M, M,

ZE ’]E (10.58)

i=1j=1

Notice that we do not specify the routing probablhtles r;; directly. Instead, we specify
routes. Given the information on the routes, we can of course compute the long-term
probability that an incoming packet in a switching node needs to be transmitted over a
particular outgoing link, but we do not need these probabilities as such.

10.5.2 Evaluation using Jackson queueing networks

We can evaluate a packet-switched communication network as sketched in the previous
section easily using a Jackson queueing network. Note, however, that we have already
made a number of assumptions in the sketched modelling trajectory in order to make this
possible.

The queueing network model of the communication network is completely specified by
the link and switching node parameters (¢; and p;), the traffic matrix I', the mean packet
length 1/ and the routing information (the sets R(4, j) and N (3, 7)). Extra assumptions
we have to make here are that the packet length and the switching time are negative
exponentially distributed random variables.

Having made these assumptions, we can compute the per-link expected delay as:

1 mE[S]
pa—XN l—p

E[R) = + E[S)], (10.59)
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where the first term represents the expected waiting time and the second term E[S}] = 1/ uc
is the expected service time (see Chapter 4). Note that we have left out the propagation
delay over link /. Similarly, the expected per—node delay at node n is:

PuBlS:]
E[R,] = . E[S.], (10.60)

with E[S,] = 1/ .

We can adapt this model slightly when we consider the expected delay in the com-
munication network for a specific class of packets, e.g., user-oriented packets. The overall
traffic mix will consist of user packets and control packets. Since control packets are gen-
erally shorter than user packets, the overall expected packet length will be smaller than
the expected user packet length. For the per-link delay, we then can compute the expected
waiting time using the overall expected packet length, but the service time for user-packets
is then changed to the specific value for the user packets. For the switching nodes, we do
not change anything.

2
)
w
5
o
-~
&
o+
@
o
—
]
w2
D
a
=
O
jo]
—_
w

distributions for the model,

10.5.3 Evaluation using networks of M|G|1 queues

There are a number of restrictions in the use of Jackson queueing networks to evaluate
communication networks that might be overcome when switching to networks of M|G|1
queues. First of all, such queueing networks allow us to use other than exponential service
times (in the switching nodes) and packet length distributions. Secondly, the use of different
packet lengths (in mean or distribution) would be possible. However, these advantages do
not come without cost. The computational procedure we will outline below is slightly more
complicated than the one sketched before and it is no longer exact.

Let us first address the case with fixed-length packets, since many networks do operate
with them. As we have seen in Chapter 5 the expected waiting time in a queueing station
with deterministic service times as opposed to negative exponentially distributed service
times, reduces by a factor 2. Hence, the only thing we change in the computations is the
M|M]|1 based term for E[R;] with the corresponding term for the M|G|1 queue. A similar
procedure can be followed for the expected response times at the switching nodes. First
note that this approach can also be followed when distributions other than deterministic
are required. Secondly, notice that we are making an approximation here. The fact that we

can analyse a network of queues by assessing one queue at a time is a typical characteristic
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of Jackson queueing networks (its product-form result) that does, in fact, not apply to
networks of M|G|1 queues. Still though, simulation studies have confirmed that in most
cases this approximate approach yields results that are reasonably accurate.

We can take this even further by assuming that the packets from node i to j, which
form a Poisson process with rate ; ;, have fixed length 1/y; ;. A random packet arriving
at link [ then has the following mean and second moment (of transmission time):

Els)= Y L

(i) IeR (i) N Clig

; 21 _ Jig L

, and E[S? {);{H W CTER (10.61)
We finally comment on the use of even other M|G|1 queues as models for the links and
switching nodes. We already addressed the possibility that in the network two types of
packets are communicated: control packets and user packets. By addressing these streams
of packets separately, one can use M|G|1 models with priority scheduling to further enhance
the performance of the control packets. Any of the other M|G|1 queueing models presented
in Chapter 6 might be used for modelling the nodes and links in a more appropriate way.
It should be noted, however, that these approaches are all approximate and thus should
be practiced with care.

10.5.4 Evaluation using QNA

In the previous section we have addressed a number of extensions to Jackson queueing net-
works that lead to approximate performance measures. A large number of these extensions
have already been captured in the QNA approach. Given a telecommunication network as
we have defined in Section 10.5.1, with QNA the performance evaluation would take the
following form.

The traffic matrix T" would be used to compute the values A; and A,, and also to
compute the routing probabilities r; ;. The second-order traffic equations are then used to
compute the second moment of the packet streams between links and nodes. Notice that
the traffic originating at node ¢ and destined for node j does not nced to be a Poisson
process any more. Furthermore, the packet length between each pair of end-nodes may
be different. As we have indicated in Section 10.5.3, in many cases the packet length per
source-destination pair is deterministic. We can then easily compute the first two moments
of the transmission or service time distribution at each of the links and nodes. The number
of servers per node m; can still be varied; the packet splitting and reassembly option can
also be used.

When the above has been given, the complete QNA input is known and the computa-
tional procedure as sketched in Section 10.4 can be performed.
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10.6 Further reading

an aguenginge nofnrnrl{c was done hv 1T
CL UL uvLIC Y v

| queueir g networks was done by 4
Later, his work has been extended and combined with other queueing network results (see

Chapter 12). Burke presented the result on the flow out of a M|M|1 queue as early as 1956
[34].

The work on the QNA method was initiated by Kiihn [166] and has later been extended
by Whitt [288, 287]. Important steps in the QNA method are given by the Kramer and
Langenbach-Beltz approximation [164] and by Marschall’s result [191]. Haverkort recently
improved on the approximation for the individual node performance by using matrix-

geometric methods under the restriction of having phase- type renewal arrival streams and

nhasp-fvnp service time distribut

model class to the case where the nodes have finite capacity so that customer losses can
oceur [122, 123].

Kleinrock has done pioneering work in the application of Jackson queueing networks
(and various variants) to computer networking problems. In [161], Chapters 5 and 6 are
devoted to the analysis of the early ARPANET in which a similar (but less detailed)
modelling approach is presented to that given here.

10.7 Exercises

10.1. Feed-forward queueing networks.
Show that the suggested solution for the series QN in Section 10.2.2 indeed fulfills the
given GBEs (case M = 2). Also show that a similar result applies for general M.

10.2. Jackson networks.
Show that the suggested solution for the Jackson network in Example 10.1 indeed fulfills
the given global balance equations.

10.3. A central server QN.

Consider the central server QN given in Figure 10.9. Jobs arrive at the CPU (the central
server) with rate A as a Poisson process. After service at the CPU, they either leave
the system (with probability ryp) or they move to one of the M — 1 I/O-devices (with
probability 1 ;, j = 2,- -+, M). After service at the I/O-device of choice, the jobs return to
the central server. All service times are assumed to be negative exponentially distributed.

We here address the case with M = 3, i.e., we have 2 I/O subsystems. Furthermore,
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Figure 10.9: A central server QN

it is given that E[S;] = 2 and E[S;] = 1.2 ( = 2,3), A = 1/7 and the non-zero routing
probabilities are rip = 0.3, 113 = 0.6 and 7 3 = 0.1.

1. Draw the CTMC underlying this JQN.

2. Write down the GBEs and show that Jackson’s solution for these equations is indeed
valid.

3. Compute the mean queue lengths at the stations.

4. Compute the mean time a (random) customer spends in this system.

10.4. QNA without customer creation and combination.
Derive the simplified QNA traffic equations when no customer creation nor combination

takes place, i.e.,all v; = 1 and w = 1.

10.5. QNA without multiserver queues.
Further reduce the simplified QNA traffic equations when all queues are served by single
servers, i.e.,all m; = 1.

10.6. A simple QNA application.

Consider a QN with M = 2 queues and the following numerical parameters. For the
arrival streams we have: Xo; = 2 with C%,; = 2 and Az = 3 with C%,, = 3. For the
service time distributions we have: E[S;] = 0.1 with Cs,; = 3 and E[S;] = 0.05 with
Cg;2 = 0.5. Furthermore, the following routing probabilities are given: r12 =1, ro7 = 0.5
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and 729 = 0.5. Finally, there is no splitting and combining (; = 1) and the queues have a
single server (m; = 1).

1. Derive and solve the first-order traffic equations.
2. derive and solve the second-order traffic equations.
3. Compute E[W;] and E[N;].

4. Assume that the squared coefficients of variation are all equal to 1. Now, compute

E[W;] and E[N;] using Jackson queueing networks, and compare the results.
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Chapter 11
Closed queueing networks

TN Chapter 10 we addressed queueing networks with, in principle, an unbounded number
s

his chapter we will focus on the class of queueing networks with a fixed
number of customers. The simplest case of this class is represented by the so-called Gordon-
Newell queueing networks; they are presented in Section 11.1. As we will see, although
the state space of the underlying Markov chain is finite, the solution of the steady-state
probabilities is not at all straightforward (in comparison to Jackson networks). A recursive
scheme to calculate the steady-state probabilities in Gordon-Newell queueing networks
is presented in Section 11.2. In order to ease the computation of average performance
measures, we discuss the mean value analysis (MVA) approach to evaluate GNQNs in
Section 11.3. Since this approach still is computationally quite expensive for larger QNs or
QNs with many customers, we present MVA-based bounding techniques for such queueing
networks in Section 11.4. We then discuss an approximate iterative technique to evaluate

GNQNs in Section 11.5. We conclude the chapter with an application study in Section 11.6.

11.1 Gordon-Newell queueing networks

Gordon-Newell QNs (GNQNs), named after their inventors, are representatives for a class
of closed Markovian QNs (all services have negative exponential service times). Again we
deal with M M|MJ|1 queues which are connected to each other according to the earlier
encountered routing probabilities 7; ;. The average service time at queue i equals E[S;] =
1/p;. Let the total and fixed number of customers in such a QN be denoted K, so that we
deal with a CTMC on state space

I(M,K)={ne€ N"n; + -+ +ny =K}
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To stress the dependence of the performance measures on both the number of queues and
the number of customers present, we will often include both M and K as (functional)
parameters of the measures of interest.

As we have seen before, the involved customer streams between the queues are not
necessarily Poisson but this type of QN still allows for a product-form solution as we will
see later. Let us start with solving the traffic equations:

X;(K) ziw:Xi(K)ﬁ,j, (11.1)

where X;(K) denotes the throughput through node j, given the presence of K customers
in the QN. This system of equations, however, is of rank M — 1. We can only calculate
the values of X relative to some other X; (i # j), and therefore we introduce relative
throughputs as follows. We define X;(K) = V;X;(K), where the so-called visit count or
visit ratio V; expresses the throughput of node 7 relative to that of node 1; clearly V} = 1.
These V;-values can also be interpreted as follows: whenever node 1 is visited once (Vi = 1),
node ¢ is visited, on average, V; times. Stated differently, if we call the period between
two successive departures from queue 1 a passage, then V; expresses the number of visits
to node ¢ during such a passage. Using the visit counts as just defined, we can restate the

traffic equations as follows:

M M M
Vi= Y Virj=Vi+ > Virij =1+ Viri;. (11.2)

i=1 i=2 i=2

This system of linear equations has a unique solution. Once we have computed the visit
counts, we can calculate the service demands per passage as D; = V,E[S;] for all i. So,
D; expresses the amount of service a customer requires (on average) from node i during
a single passage. The queue with the highest service demand per passage clearly is the
bottleneck in the system. Here, D; takes over the role of p; in open queueing networks.

Notice that in many applications, the visit-ratios are given as part of the QN specifi-
cation, rather than the routing probabilities. Of course, the latter can be computed from
the former; however, as we will see below, this is not really necessary. We only need the
visit-ratios to compute the performance measures of interest.

Furthermore, notice that the values for D; might be larger than 1; this does not imply
that the system is unstable in these cases. We simply changed the time basis from the
percentage of time server ¢ is busy (expressed by p;) to the amount of service server ¢ has
to handle per passage (expressed by D;). Moreover, a closed QN is never unstable, i.e., it
will never build up unbounded queues: it is self-regulatory because the maximal filling of
any queue is bounded by the number of customers present (K).
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Figure 11.1: A small three-node GNQN

Let us now address the state space of a GNQN. Clearly, if we have M queues, the state
space must be a finite subset of INV™. In particular, we have

I(M,K)={n€ NYn, +---+ny = K}. (11.3)

We define the vector N = (Ny,---, Njs) in which N; is the random variable denoting the
number of customers in node ¢. Note that the random variables N; are not independent
from one another any more (this was the case in Jackson networks). It has been shown by
Gordon and Newell that the steady-state distribution of the number of customers over the
M nodes is still given by a product-form:

Pr{N = n} = G—Wl——K—)l_l D, (11.4)

where the normalising constant (or normalisation constant) is defined as

GM,K)= Y. ﬁD;‘i. (11.5)
neZ(M,K) i=1

It is the constant G(M, K'), depending on M and K, that takes care of the normalisation so
that we indeed deal with a proper probability distribution. Only once we know the normal-
ising constant are we able to calculate the throughputs and other interesting performance
measures for the QN and its individual queues. This makes the analysis of GNQNs more
difficult than that of JQNs, despite the fact that we have changed an infinitely large state
space to a finite one.

Example 11.1. A three-node GNQN (I).
Consider a GNQN with only three stations, numbered 1 through 3. It is given that E[S;] =
1, E[S,] = 2 and E[S3] = 3. Furthermore, we take rio = 0.4, 113 = 0.6, r3; = r3; = 1.
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The other routing probabilities are zero. The number of jobs circulating equals K = 3.
This GNQN is depicted in Figure 11.1.

We first calculate the visit ratios. As usual, we take station 1 as a reference station,
ie,V; =1, so that V5 = 0.4 and V3 = 0.6 (in a different type of specification, these visit-
counts would be directly given). The service demands equal: D; = 1, Dy = 2(0.4) = 0.8
and D3 = 1.8. Station 3 has the highest service demand and therefore forms the bottleneck.

Let us now try to write down the state space of the CTMC underlying this GNQN. It
comprises the set Z(3,3) = {(ny,n2,n3) € IN*|ny + ny + ny = 3} which is small enough to
state explicitly:

Z(3,3) = {(3,0,0),(0,3,0)

(
(n 2
\v &

—~~

1.2.(2.1.0) n 1 1\ (11 &)
yLy& )y ey LyV ), yVy L) )i \+L-vy

As can be observed, |Z(3,3)| = 10. Applying the definition of G(M, K), we calculate

G(3,3)= Y. DPDyDy =19.008. (11.7)
n€I(3,3)

The probability of residing in state (1,1,1) now, for instance, equals

DiD,D;  1.44
Pr{N = (1,1,1)} = 6}(323)“ = 75008 = 0-0758. (11.8)

The probability that station 1 is empty can be calculated as
0.8% +1.8% + 0.8(1.8%) 4+ 0.8%(1.8)  10.0880
19.008 ©19.008

Consequently, we have p;(3) = 1—0.5307 = 0.4693, and X;(3) = p1pu1 = 0.4693. Note that
we stress the dependence on the number of customers present by including this number

Pr{n, =0} = = 0.5307. (11.9)

between parentheses. From this, the other throughputs can be derived using the calculated
visit counts. The average filling of e.g.,station 1 can be derived as

(D, D2 + D,D? + Dy DyDs) + 2(D2D, + D2Ds) + 3D3
19.008
13.520

= =0. ) 11.10
19.008 07113 ( )

E[Nl(‘?’)] =

Then, the expected response time when there are 3 customers present, denoted E[R;(3)],

can be calculated using Little’s law as

E[N,(3)] _ 0.7113
BRG] =33 = 0460

= 1.516. (11.11)
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Figure 11.2: The CTMC underlying the three-node GNQN

In a similar way, we can compute for node 2: Pr{n, = 0} = 0.6246, p2(3) = 0.3754, X,(3) =
0.1877, E[N2(3)] = 0.5236 and E[R»(3)] = E[N2(3)]/X2(3) = E[N2(3)]/VaX1(3) = 2.789.
For node 3, the corresponding values are 0.8447, 0.2816, 1.765 and 6.2683 respectively.
Note the large utilisation and average queue length and response time at node 3 (the
bottleneck station). O

Notice that it is also possible to solve directly the CTMC underlying the GNQN from
the previous example. The only thing one has to do for that is to solve the global balance
equations that follow directly from the state-transition diagram that can be drawn for the
QN; it is depicted in Figure 11.2, where a state identifier is a triple (i, 7, k) indicating
the number of customers in the three nodes and where p; 5 = pyr12 and g3 = 14 3. In
general, the derivation of the CTMC is a straightforward task; however, due to its generally
large size, it is not so easy in practice. In this example, the number of states is only 10,
but it increases quickly with increasing numbers of customers. To be precise, in a GNQN
with M nodes and K customers, the number of states equals

(11.12)

1I(M,K)|:(M+K"1).

M—-1

This can be understood as follows. The K customers are to be spread over M nodes.
We can understand this as the task to put M — 1 dividing lines between the K lined-up
customers, i.e., we have a line of K + M — 1 objects, of which K represent customers and
M — 1 represent boundaries between queues. The number of ways in which we can assign

M — 1 of the objects to be of type “boundary” is exactly the number of combinations
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of M — 1 out of K + M — 1. For the three-node example at hand we find |Z(3, K)| =
T(K? + 3K + 2), a quadratic expression in the number of customers present. For larger
customer populations, the construction of the underlying CTMC therefore is not practically
feasible, nor is the explicit computation of the normalising constant as a sum over all the
elements of Z(M, K). Fortunately, there are more efficient ways to compute the normalising
constant; we will discuss such methods in the following sections. Before doing so, however,
we present an important result to obtain, in a very easy way, bounds on the performance
of a system.

It is important to realise that in a GNQN all queues are stable. The worst thing that can

happen is that almost all customers spend most of their time waiting at a particular queue.

Weo denote the auenei
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its index is denoted b. Since p;(K) = X(K)V,E[S;] < 1 for all 4, we can immediately derive

)

the following throughput bound:

1 1
X —— = —, foral K 11.1
(K) < e D; Dy or all K, (11.13)

that is, the bottleneck station determines the maximum throughput. If we increase K, the
utilisation of station b will approach 1:

1

I}Lr'noopb(K) =1, and I}l_lgoX(K) =Dy (11.14)
By this fact, the utilisations of other stations will also be bounded. We have
li (K) = lim V;E[S]\K) = Di 1 foralli (11.15)
A, pi(K) = Jim VEISIAU) =5, < 1, foralli |

Thus, when K increases, the utilisation of station 7 will converge to a fixed, station-specific
value, the utilisation limit D;/Dy. It is very important to realise that not all the limiting
utilisations are equal to 1. Some stations cannot be used to their full capacity because
another station is fully loaded. This result also implies that when a bottleneck in a system
is exchanged by an z-times faster component it does not follow that the overall speed of
the system is increased by the same factor. Indeed, the old bottleneck may have been
removed, but another one might have appeared. We will illustrate these concepts with two

examples.

Example 11.2. A three-node GNQN (II).
We come back to the previous three-node GNQN. There we observed the following three
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service demands: Dy = 1,Dy = 0.8, D3 = 1.8. Since Dj is the largest service demand,
node 3 is the bottleneck in the model (b = 3). This implies that

1

}}gnm MK) = D. = 0.5556. (11.16)
Furthermore, we find that
. D, 1
. D, 08
: Dj
I}I_I;l;l)opg(K) = D, = 1. (11.17)

We observe that nodes 2 and 3 can only be used up to 55% and 44% of their capacity! O

Example 11.3. Bottleneck removal.

Consider a simple computer system that can be modelled conveniently with a two-node
GNQN. Analysis of the system parameters reveals that the service demands to be used
in the GNQN have the following values: D; = 4.0 and D; = 5.0. Clearly, node 2 is the
bottleneck as its service demand is the largest. The throughput of the system is therefore
bounded by 1/D; = 0.2. By doubling the speed of node 2, we obtain the following situation:
D} = 4.0 and D} = 2.5. The bottleneck has been removed but another one has appeared:
station 1. In the new system, the throughput is bounded by 1/D] = 0.25. Although this
is an increase by 25%, it is not an increase by a factor 2 (200%) which might have been
expected by the doubling of the speed of the bottleneck node. a

11.2 The convolution algorithm

In the GNQNs presented in the previous section, the determination of the normalising
constant turned out to be a computationally intensive task, especially for larger queueing
networks and large numbers of customers, since then the employed summation (11.5) en-
compasses very many elements. This is made worse by the fact that the summands are
often very small or very large, depending on the values of the D; and the particular value
of n one is accounting for (one can often avoid summands that become either too small or
too large by an appropriate rescaling of the D;-values). In general though, it will be very

difficult to limit round-off errors so it is better to avoid direct summation.
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Fortunately, a very fast and stable algorithm for the computation of G(M, K) does
exist and is known as the convolution algorithm; it was first presented by Buzen in the
early 1970s. Let us start with the definition of G(M, K):

M
GIM,K)= Y [[D¥. (11.18)
neT(M,K)i=1

We now split this sum into two parts, one part accounting for all the states with ny; =0

and one part accounting for all the states with ny; > 0:

M M
GM,K) = S [Ipr + S JIpr
n€I(M,K) =1 n€I(M,K) i=1
npr=0 npg >0
M-1 M
= > IIb¥ + by >, 11D (11.19)
n€Z(M-1,K) i=1 n€EI(M,K-1)i=1

Since the first term sums over all states such that there are K customers to distribute over
M — 1 queues (queue M is empty) it represents exactly G(M — 1, K). Similarly, in the
second term one sums over all states such that there are K — 1 customers to distribute
over the M queues, as we are already sure that one of the K customers resides in queue
M, hence we have a term Dy G(M, K — 1). Consequently, we find:

G(M,K) = G(M — 1,K) + DyG(M, K — 1). (11.20)

This equation allows us to express the normalising constant G(M, K) in terms of nor-
malising constants with one customer and with one queue less, i.e., we have a recursive
expression for G(M, K). To start this recursion we need boundary values. These can be
derived as follows. When there is only 1 queue, by definition, G(1,k) = D¥, for all k € IN.
Also, by the fact that there is only one way of distributing 0 customers over M queues, we
have G(m,0) = 1, for all m.

A straightforward recursive solution can now be used to compute G(M, K). However,
this does not lead to an efficient computation since many intermediate results will be

computed multiple times, as illustrated by the following double application of (11.20):

G(M, K)

G(M - 1,K) + DyG(M,K — 1),
= G(M—-2,K)+ Dy1G(M - 1,K — 1)
+ DyG(M —1,K — 1) 4+ Dy Dy G(M, K —2). (11.21)

Instead, (11.20) can be implemented efficiently in an iterative way, as illustrated in Ta-
ble 11.1. The boundary values are easily set. The other values for G(m, k) can now be
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k | G(1,k) G(2,k) --- G(m —1,k) G(m, k) - G(M k)
0 1 1 1 1 1

1 D,

2 D?

3 D?

: : \J i
k—1| D1 - Gm-1,k-1) - Gmk—-1) —

Jr'Dm——l wlxDm

k D - Gm-1k) — G(m,k) —

3 1 1 3 1Dy
K DX - G(M,K)

Table 11.1: The calculation of G(M, K) with Buzen’s convolution algorithm

calculated in a column-wise fashion, left to right, top to bottom. In its most efficient form,
the iterative approach to compute G(M, K) only requires M — 1 columns to compute, each
of which requires K additions and K multiplications. Hence, we have a complexity O(MK)
which is far less than the direct summation approach employed earlier. Furthermore, if
only the end value G(M, K) is required, only a single column of intermediate values needs
to be stored. New columns replace older columns as the computation proceeds. Thus, we
need only O(K) storage for this algorithm.

Once we have computed the normalising constant G(M, K) we can very easily calculate
interesting performance measures. For instance, to evaluate the probability of having at
least n; customers in queue ¢, we have

Pr{N; > = ! i D
Nizng
R 1 ¥\ o G(M K —ny)

Using this result, we find for the utilisation of queue ¢:
G(M,K —1)

G(M,K)
Using the fact that p; = X;(K)FE[S;] = X (K)V;E[S;] = X(K)D;, we find:
GM,K —-1)

G(M,K)

X(K) = (11.24)
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Thus, the throughput for the reference station simply equals the quotient of the last two
computed normalising constants. To compute the probability of having exactly n; cus-
tomers in node ¢, we proceed as follows:

PI‘{Ni = n,-} - Z (M K) H Dn'

n€I(M,K)
Ny=n;

Dl D"’ D"’ (11.25)
L aorm er I
As can be observed, the sum in the last expression resembles the normalising constant

in a GNQN in which one queue (namely i) and n; customers are removed. However, it

would be wrong to rpnndnwp this sum as G(IM — 1. K — ";) since we have removed the

LTOLE W IeLesilLce nis T LV 4, nave ICiiloveQq LIl

i-th station, and not the M-th station; the column G(M — 1,-) corresponds to a GNQN
in which station M has been removed. However, if we, for the time being, assume that
it = M, we obtain the following:

1 M-1
PI‘{NMZ?'I,M} = DnM Z H Dn’
neZ(M,K) G(M K)

G(M - I,K—TLM)
G(M, K)

DM (11.26)
In this expression we see two normalising constants appearing, one corresponding to column
M — 1 and one corresponding to column M. It is this dependence on two columns that
makes the ordering of the stations in the convolution scheme important.

We will now derive an alternate expression for Pr{ Ny = ny} in which only normalising
constants of the form G(M,-) appear, so that the ordering of the stations, as sketched
above, does not pose a problem any more. These expressions are then valid for all stations.
We first rewrite (11.20) as

GWM-1,K)=GM,K)-DuyG(M,K —1), (11.27)
and substitute it in (11.26) and set the number of customers equal to K — n;; we then
obtain

Pr{Ny =ny} = D" (GIM,K —npy) — DyG(M, K —ny — 1)) (11.28)
r M=NM5= G(M, K) 3 M M I M . .

In this expression, however, we see only normalising constants appearing that belong to

the M-th column in the tabular computational scheme. Since the last column must always
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be same, independently of the ordering of the stations, this expression is not only valid for
the M-th station, but for all stations, so that we have:

n;
PeN, = n) = D1
[ iJ

Another advantage of expressions only using the normalising constant of the form G(M,-)
is that they are all available at the end of the computation. The columns G(M —i, -) might
have been overwritten during the computations to save storage.

For calculating average queue fillings the situation is a little bit more complicated,
however, still reasonable. We have

E[N,(K)] = kglkPI{Ni =k} = ;Pr{Ni >k} = ngG(GA/{’M‘If;)k)

(11.30)
From these results we can, by applying Little’s law, derive the expected response time
E[R;(K)] for queue i as follows:

E[Ni(K)] _ E[Ni(K)] _ i, DFEG(M, K — k)

X{(K) — ViX(K) V.G(M,K —1) (

EIRAK) =
llbl PN /J

Example 11.4. A three-node GNQN (III).

Consider the GNQN with 3 nodes we have addressed before, and of which we do know
the visits counts and the service demands: V; = 1,V, = 0.4,V3 = 0.6 and D; = 1.0, D, =
0.8,D; = 1.8, respectively. The procedure to calculate G(M, K) is now performed by
stepwisely filling the following table:

k| G,k) G2k Gk
0 1.0 1.0 1.0
1 1.0 1.8 3.6
2| 10 244 892
3 1.0 2.952 19.008

Using the result that X(K) = G(M,K — 1)/G(M, K), we have X(1) = 1/3.6 = 0.278,
X(2) = 3.6/8.92 = 0.404 and X (3) = 8.92/19.008 = 0.469. Using these values, we can
calculate the utilisations: p;(3) = X (3)D;. For instance, we have p,(3) = 0.469 x 0.8 =
0.3752. For calculating the average number of customers in node 2, we use

(M,K —k) (0.8 x8.92)+ (0.8% x 3.6) + (0.8° x 1.0)

3
G
=> D} = = 0.5236.
EiN:(3) =% G(M,K) 19.008

(11.32)
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k_pi(k) pa(k) ps(k) E[Ni(K)] E[Na(k)] E[Ns(k)] E[Ri(k)] E[Ry(k)] E[Rs(k)]
1 0278 0222 0500 0.278 0.222 0.500 1.000 2.000 3.000
2 0404 0323 0726  0.516 0.395 1.090 1.278 2.445 4.500
3 0469 0375 0.845  0.711 0.524 1.765 1.516 2.791 6.268

Table 11.2: Performance results for the small GNQN derived with the convolution method

From this, we derive

I Bl

7 (2
u[xvz\u

1
J
= 2.7909. 11.33
X5 (3 4% 0. (11:33)

Other performance measures can be derived similarly and are presented in Table 11.2. O

In the computations presented so far we have computed the expected response time at
nodes per visit; we have taken the viewpoint of an arbitrary customer and computed its
expected residence time at a particular node. Very often in the analysis of GNQNs, the
expected response time per passage is also computed. This is nothing more than the usual
expected response time weighted by the number of times the particular node is visited in
a passage. We denote the expected response time per passage at node ¢ as E[I%Z(K )] and
have:

E[Ri(K)] = V;E[R,(K)). (11.34)

E [Ri(K )] simply denotes the expected amount of time a customer spends in node ¢ during
an average passage through the network. Consequently, if node 7 is visited more than once
per passage (V; > 1), the residence times of all these visits to node ¢ are added. Similarly,
if node 7 is only visited in a fraction of passages (V; < 1) the average time a customer
spends at node 7 is weighted accordingly. In a similar way, the overall expected response

time per passage is defined as

BIR(K)| = (R = SO VELR(K)), (11.35)

i=1

and expresses the expected amount of time it takes a customer to pass once through the
queueing network. Given F [R(K )], the frequency at which a single customer attends the
reference node (usually node 1) is then 1/E[R(K)]. Since there are K customers cycling

through the QN the throughput through the reference node must be:
K
E[R(K)]

We will use this. result in the mean-value analysis to be presented in Section 11.3.
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mean-value analysis
GNQN - E[N,, X
) “trlcm
convolution

scheme .
state computing
space G(M,K)— expectations
generation simple
expressions

CTMC p

solution of GBEs =

Figure 11.3: The role of CTMCs and MVA in the solution of QN models

A final remark regarding the convolution approach follows here. We have presented it
for GNQN where all the queues are M|M|1 queues. However, various extensions do exist,
most notably to the case where the individual nodes have service rates that depend on
their queue length. In particular, the infinite-server queue belongs to this class of nodes.

We will come back to these extensions of the convolution algorithm in Chapter 12.

11.3 Mean-value analysis

In the analysis of the GNQNs discussed so far, we have used intermediate quantities such
as normalising constants (in the case of the convolution algorithm) or steady-state proba-
bilities (in the case of a direct computation at the CTMC level) to compute user-oriented
measures of interest such as average response times or utilisations at the nodes of the QN.
This is illustrated in Figure 11.3. Although this approach as such is correct, there may
be instances in which it is inefficient or computationally unattractive. This happens when
one is really only interested in average performance measures. Then we do not need the
steady-state probabilities nor the normalising constants, but resort to an approach known
as mean-value analysis (MVA) which was developed by Reiser and Lavenberg in the late
1970s. With MVA, the average performance measures of interest are directly calculated at
the level of the QN without resorting to an underlying CTMC and without using normalis-
ing constants. The advantage of such an approach is that the quantities that are employed
in the computations have a “physical” interpretation in terms of the GNQN and hence the
computations can be better understood and verified for correctness. Note that in Chapter 4
we have already encountered a special case of the MVA approach in the discussion of the

terminal model. Here we will generalise that approach.
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A key role in MVA is played by the so-called arrival theorem for closed queueing net-
works, which was derived independently in the late 1970s by Lavenberg and Reiser [174]
and Sevcik and Mitrani [260]; we refer to these publications for the (involved) proof of this

theorem.

Theorem 11.1. Arrival theorem.

In a closed queueing network the steady-state probability distribution of cus-
tomers at the moment a customer moves from one queue to another, equals
the (usual) steady-state probability distribution of customers in that queueing
network without the moving customer. O

A direct consequence of the arrival theorem is that a customer moving from queue i to
queue j in a QN with K customers, will find, upon its arrival at queue j, on average
E[N;(K — 1)] customers in queue j. Assuming that customers are served in FCFS order,

we can use this result to establish a recursive relation between the average performance

measures in a GNQN with K customers and a GNQN with K — 1 customers as follows.
The average waiting time of a customer arriving at queue i, given an overall customer
population K, equals the number of customers present upon arrival, multiplied by their
average service time. According to the arrival theorem, this can be expressed as:

(11 27)
\J. 2 )
The average response time (per visit) then equals the average waiting time plus the average

service time:

E[Ri(K)] = (E[Ni(K — 1)] + 1) E[Si]. (11.38)

Multiplying this with the visit ratio V;, we obtain the average response time per passage:

E[Ri(K)] = (E[N:{(K — 1)] + 1) E[S)]Vi = (E[N:(K — 1)] + 1) D;. (11.39)
Using Little’s law, we know
E[Ni(K)] = Xi(K)E[Ri(K)] = X (K)V;E[Ri(K)]) = X (K)E[Ri(K)], (11.40)
or, if we sum over all stations,
M M X
S EIN(K)] = X(K) 3. B[R (K)] = X (K)E[R(K)] = K. (11.41)

i=1 =1
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From this equation, we have

K
X(K)= ——, (11.42)
E[R(K)]
as we have seen before, and which can be substituted in Little’s law applied to a single

node:

EINi(K)] = Xi(K)E[Ri(K)] = X(K)(V:E[R:(K)))
]

mE (K BRET (11.43)
This result is intuitively appealing since it expresses that the average number of customers
at queue 7 equals the fraction of time that each customer passage, the customers resides in
queue i during a passage, i.e., E[R;(K)]/E[R(K)], times the total number of customers K.
Using (11.39) and (11.43), we can recursively compute average performance measures for
increasing values of K. Knowing E[R(K)], we can use (11.42) to calculate X (K). Finally,
we can compute pl(K ) = X(K)V;E[S;]. The start in the recursion is formed by the case
K =1, for which E[R;(1)] = D;, for all 7.

Example 11.5. A three-node GNQN (IV).
We readdress the example of the previous sections, but this time apply the MVA approach

to solve for the average performance measures. For K = 1, we have

E[R,(1)] = (E[Ny(0)]+1)Dy = Dy = 1.0
E[Ry(1)] = (E[N;(0)] +1)D; = D, = 0.8 (11.44)
E[R3(1)] = (E[Ns(0)]+1)Ds = D3 = 1.8

From this, we derive E[R(l)} =¥2%  E[R;(1)] = 3.6 and so X(1) = 1/E[R(1)] = 0.278. Us-
ing E[N;(1)] = )E[R;(1)] we have E[N;(1)] = 0.278, E[Ny(1)] = 0.222 and E[N3(1)] =
0.500. We also have immediately p;(1) = D;X(1) = 0.278, pa(1) = 0.222 and p3(1)
= 0.500. For K = 2, we have

E[R1(2)] = (E[Ny(1)] + 1)D; = 1.278D, = 1.278
E[R:(2)] = (E[N2(1)] + 1)Dy = 1.222D, = 0.978 (11.45)
E[R3(2)] = (E[N3(1)] + 1)Ds = 1.500D5 = 2.700

From this, we derive E[R(2)] = 3, E[R:(2)] = 4.956 and so X(2) = 2/E[R(2)] =
0.404. Using E[N;(2)] = X (2)E[R;(2)] we have E[Ny(2)] = 0.516, E[Ny(2)] = 0.395 and
E[N3(2)] = 1.091. We also have immediately p1(2) = D; X (2) = 0.404, p,(2) = 0.323 and
p3(2) = 0.726.
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We leave it as an exercise for the reader to derive the results for the case K = 3 and

compare them with the results derived with Buzen’s convolution scheme. O

When the scheduling discipline at a particular queue is of infinite server type (IS), we
can still employ the simple MVA approach as presented here. For more general cases of
load-dependency a more intricate form is needed (to be addressed in Chapter 12). The only
thing that changes in the infinite-server case is that for the stations j with IS semantics,
equation (11.39) changes: there is no waiting so the response time always equals the service

+imae 1o wo hava
uiiiic, 1.0, W 1iave

for IS nodes : E[R;(K)] = E[S;], or E[R;(K)] = D;. (11.46)
As can be observed, the case of IS nodes makes the computations even simpler!

Regarding the complexity of the MVA approach the following remarks can be made.
We have to compute the response times at the nodes for a customer population increasing
to K. Given a certain customer population, for every station one has to perform one
addition, one multiplication and one division. Consequently, the complexity is of order
O(KM). In principle, once results for K have been computed, the results for K —1 do not
need to be stored any longer. Therefore, one needs at most O(M) storage for the MVA
approach.

Although the MVA approach might seem slightly more computationally intensive, its
advantage clearly is that one computes with mean values that can be understood in terms of
the system being modelled. Since these mean values are usually not as large as normalising
constants tend to be, computational problems relating to round-off and loss of accuracy are
less likely to occur. Furthermore, while computing performance measures for a particular
GNQN with K customers, the results for the same GNQN with less customers present are
computed as well. This is very useful when performing parametric studies on the number
of customers.

After an MVA has been performed, it might turn out that at a particular station the
average response time is very high and one might be interested in obtaining more detailed
performance measures for that station, e.g., the probability of having more than a certain
number of customers in that station. Such measures cannot be obtained with an MVA, but
they can be obtained using the convolution method. The question then is: should we redo
all the work and perform a convolution solution from the start, or can we reuse the MVA
results? Fortunately, the latter is the case, i.e., we can use the MVA results to calculate
normalising constant! From Section 11.2 we recall that
G(M,K —1)

G(M,K)

G(M,K —1)

X(K) = XK

= G(M,K)= (11.47)
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Since we have calculated the values of X (k) for £k = 1,---, K, using the MVA, we can
calculate G(M, 1) = 1/X(1), then calculate G(M,2) = G(M,1)/X (2), etc. This approach
is shown in Figure 11.3 by the arc labelled “trick”. Using the thus calculated normalising
constants we can proceed to calculate more detailed performance measures as shown in
Section 11.1.

Example 11.6. A three-node GNQN (V).
Using MVA we have computed the following values for the throughputs at increasing

n i \ - o i -
customer populations: X (1) = 0.278, X(2) = 0.404 and X (3) = 0.469. Consequently, as

indicated above, we have

1 1

M = — = —— = 3.

GMD) = %0~ vars — >80,
G(M,1) 36

M.,2) = = = 8. .

G( s ) X(Q) 0.404 8.920, (11 48)
_ G(M2) 892

G(M,3) = == = s = 19.008

As can be observed, these normalising constants correspond with those calculated via
Buzen’s algorithm. For the computations as presented here, it is of key importance to
maintain a large number of significant digits; typically, using ordinary floating point num-
bers, such as those of the 64-bit IEEE 754 floating point number standard, does not suffice
when evaluating large GNQNs! O

11.4 Mean-value analysis-based approximations

The larger the number of customers K in a GNQN, the longer the MVA recursion scheme
takes. To overcome this, a number of approximation and bounding techniques have been
proposed; we discuss three of them here. We start with asymptotic bounds in Sec-
tion 11.4.1; we have already seen these in a less general context in Chapter 4. The well-
known Bard-Schweitzer approximation is presented in Section 11.4.2 and an approximation

based on balanced networks is discussed in Section 11.4.3.

11.4.1 Asymptotic bounds

We have already encountered asymptotic bounds in a less general context in Chapter 4
when discussing the terminal model, as well as in Section 11.1, when discussing throughput

bounds. Here we present these bounds in a more general context.
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Consider a GNQN in which all but one of the nodes are normal FCFS nodes. There is
one node of infinite-server type which is assumed to be visited once during a passage (note
that this does not form a major restriction since the visit-counts V; can be scaled at will).
Denote its expected service time as E[Z] and the service demands at the other nodes as
D; = V,E[S;]. Furthermore, let D, = max;{D;} and Dy = ¥; D;.

We first address the case where the number of customers is the smallest possible: K = 1.
In that case, the time for the single customer to pass once through the queueing network
can be expressed as E[R(1)] = E[Z]+ Dg, simply because there will be no queueing. From
this, we can directly conclude that the expected response time for K > 1 will always be at
least equal to the value when K = 1:

E[R(K)] > E[Z] + Ds. (11.49)

When there is only a single customer present, the throughput equals 1/ f%(l) We assume
that the throughput will increase when more customers are entering the network (this
assumption implies that we do not take into account various forms of overhead or ineffi-
ciences). However, as more customers are entering the network, queueing effects will start
to play a role. Hence, the throughput with K customers will not be as good as K times

the throughput with a single customer only:

X(K) < K

< BZ+ Dy (11.50)

Although the above bounds are also valid for large K they can be made much tighter in
that case. Since we know that for large K the bottleneck device does have a utilisation
approaching 1, we know that for K — oo the following must hold: X (K)D, — 1, so that
X(K)—>1/D; or

1

X(K) < 5

(11.51)

Using Little’s law for the queueing network as a whole we find K = X (K)E[R(K)], or,
when taking K — oc:

K
X S KD,. (11.52)

In conclusion we have found the following bounds:

E[R(K)] =

|

. K 1
min 4 —e—r—— ——
E[Z|+ Dy’ D, |’
max{E[Z] + Dy, KD.}. (11.53)

o

E)

=
v
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X(K)

K __
e D):-FE[Z]
,

E[R(K)] [-------==-5fmmmmommoa oo =

K* K

Figure 11.4: Asymptotic bounds for a closed queueing network (dashed lines: asymptotes;
solid lines: true values (estimated))

These bounds are illustrated in Figure 11.4. The crossing point K™ of the two asymptotes
is called the saturation point and is given by

_ Dy + E[Z]

K*
D,

. (11.54)
The integer part of K* can be interpreted as the maximum number of customers that could
be accommodated without any queueing when all the service times are of deterministic
length. Stated differently, if the number of customers is larger than K* we are sure that
queueing effects in the network contribute to the response times.

11.4.2 The Bard-Schweitzer approximation

A simple approximation for GNQNs with large customer population was proposed by Bard
and Schweitzer in the late 1970s. When the number of customers in the GNQN is large, it
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might be reasonable to assume that

(11.55)
{11.09)

that is, the decrease in customer number is divided equally over all queues. Substituting
this in the basic MVA equation (11.39), we obtain

E[R(K)]:{ (EZLE[N,(K)]+1)D;, FCFS nodes, (11.56)

D;, IS nodes.

We can use this equation to compute an estimate for E[R;(K)] given an estimate for
E[N;(K)]. As a first guess typically the uniform distribution of all K customers over
the M nodes is taken EIN(K ~ K/M. Then. (11.56) can be used to obtai

1 15 \;(,u\\/117 1.e. AR AT AN S IR £ L £ 30 11101, (11.9U) Cail

more exact estimate for E[R;(K)], after which (11.43) is used to compute a more accurate
approximation of E[N;(K)]. This process is continued until convergence is reached. It is
important to note that convergence should be tested on all the measures of interest. If the
interest is in mean response times at the nodes, the iteration should be stopped when two
successive estimates for that measure are sufficiently close to one another. At that point,
it is possible that the estimates for the mean queue lengths or throughput are not as good.

The Bard-Schweitzer approximation scheme often works very well in practice, however,
its accuracy depends on the model and parameters at hand. Notice that an iteration step in
the approximation is as expensive as a normal MVA iteration step; thus, the approximation
scheme is computationally only attractive when the expected number of iterations is smaller
than the number of customers in the GNQN.

Example 11.7. A three-node GNQN (VI).

Let us address the simple three-node GNQN again, but now with K = 60. Using the
Bard-Schweitzer iterative scheme as given above, we find the performance measures as
given in Table 11.3 for increasing number of iterations (the number of iterations is seen in
the column headed #). As can be observed, with only few iterations, the approximation

scheme approaches the correct values relatively well. O

11.4.3 Balanced networks

A class of GNQN that can very easily be solved using MVA is the class of balanced networks.
A GNQN is said to be balanced whenever D; = D, for all i; in other words, in a balanced
QN all the nodes have the same service demand. If this is the case, the performance
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E[R:(60)] E[Ry(60)] E[Rs(60)] E[N:(60)] FE[N>(60)] E[N3(60)]
21.0000  42.0000  63.0000  16.6667  13.3333  30.0000

#

1

2 17.6667 28.6667 93.0000 12.4804 8.1005 39.4192
3 13.4804 18.2009 121.2575 8.6491 4.6711 46.6798
4 9.6491 11.3423 143.0393 5.7889 2.7219 51.4892
5 6.7889 7.4438 157.4676 3.9074 1.7137 54.3789
6 4.9074 5.4274 166.1366 2.7580 1.2201 56.0219
7 3.7580 4.4402 171.0657 2.0844 0.9851 56.9304
8 3.0844 3.9703 173.7913 1.6987 0.8746 57.4267
9 2.6987 3.7492 175.2802 1.4805 0.8227 57.6967
10 2.4805 3.6455 176.0902 1.3580 0.7983 57.8436
i1 2.3580 3.5967 176.5309 1.2895 0.7868 57.9237
12 2.2895 3.5735 176.7711 1.2513 0.7812 57.9674

20 2.2041 3.5520 177.0597 1.2038 0.7760 58.0203
MVA  2.2500 3.6000 173.8500 1.2500 0.8000 57.9500

Table 11.3: Bard-Schweitzer approximation for the three-node GNQN when K = 60

measures will be the same for all queues. As a consequence of this, the K customers are
divided equally over the M queues, i.e., E[N;(K)] = K/M, for all i.

The expected response times (per passage) are then also the same for all stations. Using
the basic MVA relation (11.39) and substituting EF[N;(K — 1)] = (K — 1)/M, we find:

K1 +1)D= KrM=1p, (11.57)

M

E[R;(K)] = (

The overall expected response time per passage E[R(K)] = (K + M — 1)D. For the
throughput and utilisations we obtain:

K K K
X(K) = E[R(K)] DK+ M-1) and pi(K) = X(K)D = @y

(11.58)

In practice almost no system can be modelled as a balanced GNQN. However, we can
use a balanced QN to obtain bounds for the throughput and average response times in
non-balanced GNQNs as follows. Define:

D, =max{D;}, D_=min{D;}, and Dy =) D, (11.59)
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These values correspond to the smallest, the largest and the sum of the service demands.
The throughput X(K) in the unbalanced GNQN will be smaller than the throughput

AT ANAT

completely balanced GNQN with service demands set to D,. Consequently,

K K
< XK <——rer——r. 11.60
D (K+M-1)— ( )_D_(K+M—1) ( )
From this inequality, we can also derive bounds for the response times:
(K+M—1)D_ < E[R(K)] < (K+ M —1)D,. (11.61)

The above bounds can be made a little bit tighter by realising that the performance is
best when the overall service demand Dy, is divided equally over the M stations, i.e., when
D; = D = Ds;/M. Also, the throughput is bounded by 1/D,. These considerations lead
to the following throughput upperbound:

X(K)Smin{_#,i} zmin{#,i}. (11.62)

DK+M-1) D,y D(K-1)+Ds D,

The worst performance appears when the network is most unbalanced, keeping in mind
that the largest service demand is Dy. We then have |Ds/D, | stations with service
demand D, and M — |Dx/D, | stations with service demand zero. From this, we derive
the following lower bound:

K K

X(K) > (K‘i“_%fJ_l)D*‘ = D+(K—l)+D2-

(11.63)

From these two inequalities we can easily derive the following bound for the expected
response time per passage:

max {Dg + D(K — 1), KD, } < E[R(K)] < Dy + D;(K — 1). (11.64)

Example 11.8. A three-node GNQN (VII).
Let us consider the three-node GNQN again with M = K =3 and Dy = 1,D; = 0.8 and
D3 = 1.8. For the simple bounds we derive the following:

0.333 < X(3) < 0.750, and 4.000 < E[R(3)] < 9.000.

As can be observed, these bounds are not too tight; the exact values are: X(3) = 0.469
and E[R(3)] = 6.393. When we employ the tighter bounding scheme we find, however,
much better bounds:

0.417 < X(3) < 0.500, and 6.000 < E[R(3)] < 7.200.
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The error is about 10%. The bounds obtained in this way improve when the differences in
the involved service demands D; are smaller. ]

When the queueing network to be bounded does not only contain FCFS nodes but also
nodes of infinite-server type, the bounds presented above cannot be used. Instead, a special
treatment has to be given to the infinite-server nodes. Below, we will consider bounds for
the performance measures in a GNQN in which there is only one infinite-server node with
think time E[Z]. Since we will use the think time directly in the bounds below, we have to
make sure that the visit count V; for the infinite-server station is 1; this can be achieved by
simply renormalising them as such. The values D_, D, D and Dy are defined as before,
however, taking into account the renormalised visit counts. Without proof, we state that
in such a QN the expected response time given K customers present, i.e., ¥ [R(K )], lies in
the following interval:

(K —1)Ds

(K -~ 1)Ds + E[Z]]"
(11.65)

Notice that these bounds are to be interpreted as the bounds for the system to respond

[max{KD+ — E[Z],Ds + (K — 1)D"D—E—f—EEm} , Dy + (K - 1)D4

to a request from the infinite-server station (normally, the modelled terminals), i.e.,the
think time itself is not included in the response time bound. Similarly, we find that the
throughput of the infinite-server station (the station with V; = 1) when there are K
customers present, i.e., X (K) lies in the following interval:

K . 1 K
— ,min ¢ —, —5 .
E[Z] + Ds + (K — 1) Dy g5 222 {D+ E[Z]+ Ds+ (K - )Dp 33 H
(11.66)
Note that when there are no infinite-server stations, setting F[Z] = 0 in these bounds will

yield the bounds for a model without infinite-server station, as we have seen before. A
four-page proof of these bounds can be found in [145, Section 34.4]. We will show the

usefulness of the bounds in Section 11.6.

11.5 An approximate solution method

As pointed out in the previous sections, exact solution methods for GNQNs suffer from
the fact that the computational requirements increase rapidly with increasing numbers
of customers and nodes. Also, a normally quite efficient method such as MVA becomes
less attractive when multi-server queues or nodes with load-dependent service rates are

introduced (see Chapter 13 for details). In order to circumvent these difficulties, we present
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a generally applicable approximate approach that has been developed by Bolch et al. [26];
since his approach is based on finding the zero of a function, it is sometimes referred to as
the “functional approach”.

We define the class of queueing networks that can be handled in Section 11.5.1. Then,
we discuss the basic solution approach in Section 11.5.2. A numerical solution procedure
is presented in Section 11.5.3, and Section 11.5.4 addresses a few extensions.

11.5.1 Queueing network definition

To start with, we consider a GNQN with M nodes and K customers and assume that, for
every node, the visit ratios V; and the service rates u; (E[S;] = 1/p;) are known. Then, we
assume that every node in the queueing network is of one of the four following types:

1. M|M|m-FCFS;

2. M|GJ1-PS;

3. M|G]oo-IS;

4. M|GJ|1-LCFSPR.
These four node types coincide with the four node types allowed in BCMP queueing net-
works which we will present in Chapter 13.

11.5.2 Basic approach

Central to the approximation procedure is the observation that in open, load-independent
queueing stations, the mean number of customers is an increasing function of the through-
put (or the utilisation). For instance, in the M|M|1-case we have

B[N = fi(Xi) = 1 i(/\Eg[}q] T 1 fim'

(11.67)

For (load-dependent) queueing stations in closed queueing networks, this functional relation
might be slightly different, but we will assume that such a function f; exists and is non-
decreasing. For a type 3 station, it is known that f;(X;) = X;/u;. Observe that f;(0) =0
and that f; is only defined for X; € [0,m;u;), i.e.,for cases in which the node is not
saturated.

Now, suppose that we know the functions f; for all the queueing stations in the network.
Let N;(K) be a random variable that denotes the number of customers in station 4, given
there are in total K customers present. Clearly, by the fact that the total number of

customers is fixed, we have

Ni(K)+ No(K)+---+ Ny(K) = K. (11.68)
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Taking expectations on both sides, we obtain
E[N,(K)] + E[Nao(K)] + -+ + E[Ny(K)] = K, (11.69)

which, by using the functions f; and the fact that X;(K) = X(K)V,, can be rewritten as

EE[M(K)] =;fi(Xi(K)) =Z:fi(X(K)Vi) =K. (11.70)

This equation basically states that the sum of the average number of customers in all
stations must equal the total number of customers. If we know the functions f;, the non-
linear equation (11.70) in X (K) can be solved numerically. Let us now first focus on the
determination of the functions f; before we discuss the numerical solution of (11.70) in
Section 11.5.3.

For ease in notation, we use p; = X;/(m;y;). One problem in the determination of the

fianetiong f.oigthat thao nqu“ 1d be valid in the finit

sd 3 PY=0 paveny Adomain Narmas IL‘ nnnnnnn 1
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omer domain. Normal functional
relationships, e.g.,those derived from M|M|1 analysis, are valid for open QNs, hence for
infinite customer populations.

We first address the type 1 queueing stations with m = 1. For the infinite-buffer single-
server case, we know from M|M|1 analysis that (11.67) holds. Observe that lim,,_,; E[N;] =
oo in this case. However, if we introduce a correction factor (K —1)/K in the denominator,
we obtain

Pi
K Vi

This equation has a limiting value of K when p; — 1, which is intuitively appealing: when
the utilisation approaches 100%, all K customers will reside in this node. Due to the
insensitivity property in BCMP queueing networks (see Chapter 13) this result can also be
used for nodes of type 2 (PS) and type 4 (LCFSPR). Note that the above result can also be
derived from the Bard-Schweitzer approximation discussed in Section 11.4.2, in particular,
by rewriting (11.56).

When we deal with an M|M|m;-FCFS station, we have to adapt the result so as to
account for the multiserver behaviour. Maintaining the same line of thinking, we obtain:

Pi
E[N;] = mip; + pm(pi) X 1 - Eomi1
K-m; pi

(11.72)
The first additive term gives the number of customers in service, whereas the latter gives
the number of customers queued, since p,,(p;) is the probability that there are customers

queued. From analyses similar to those performed in Chapter 4, we can derive that

mp)™
(p) = e (11.73)
PmiP) = 0= 11mp! 4+ (ma)™ ‘

j= ml(1—-p)
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which can be approximated as

(m+1)/2, <0.7,
Pm(p =={ ? = (11.74)

(0™ +p), p=0T.

Again notice the behaviour of E[N;] when p; — 1: the first additive term will equal m;; the
probability p,,(p) approaches 1, and the second term will therefore approach K — m;, so
that for the overall number of customers we have: E[N;] — K. Finally, for type 3 stations,

i.e., IS stations, we have the exact relation

E[N;] = X/ - (11.75)

11.5.3 Numerical solution

Now that we have obtained the individual functions f; for the allowed types of nodes in the
queueing network we have to solve (11.70). Denoting the left-hand side of this equation
as F(X(K)), we have to solve F(X(K)) = K. Since the additive parts of F(X(K)) are
all increasing, F(X(K)) does so as well. By the fact that f;(0) = 0, for all ¢, and the fact

that f; is increasing, X (K) must be non-negative. Also, because

X(K)V,
puli) = BV g
Mg f;
we have
X(K) < m{/;'/,,, for all 4,

i.e., we require -_—

X(K) < mim{——‘—/r} :
To solve F(X(K)) = K, we start with two guesses: we set [ = 0 (low) and h = min;{ %}
(high) so that F(I) < K and F(h) > K. Then, we compute i = (I + h)/2 (middle) and
evaluate F(m). If F(m) < K, we set | + m; otherwise, if F'(m) > K we set h «+ m. We
repeat this procedure until we have found that value m such that F(m) = K + ¢, where
¢ is some preset accuracy level. The approach is illustrated in Figure 11.5; we basically
determine a zero of the function F(X(K)) — K by interval splitting. Of course, other
methods such as Newton’s method might be employed for this purpose as well.

Once X(K) has been determined, one can easily compute other performance mea-
sures of interest. For ¢ = 1,---, M, one has X;(K) = X(K)V;, p;(K) = X;(K)/m;u;,
EIN,(K)] = f(Xi(K)), E[Ngi(K)] = E[N(K)] — pi(K), E[Ri(K)] = fi(X:(K))/Xi(K)
and E[W;(K)] = E[Ny:(K)]/Xi(K).
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F(X)

C F(X(K)) =K

" unknown X(K)

Figure 11.5: Interval splitting to determine F(X(K)) = K

It can be seen that although the non-linear equation increases in size (complexity)

[¢]

L inor
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advantage of this solution technique.

Example 11.9. The three-node GNQN (VIII).
Applying this method to our small three-node GNQN, we find

XD
EN(K; X)) = —
so that we have to solve, for K = 3:
X 8X 18X

+ + =3.

1-2X 101 - £X) 101 - £X)

Using a numerical method as sketched above, we find X = 0.460 which differs by only 2%
from the exact value 0.4693 we found earlier. We find also: E[N;(3)] = 0.664, E[Nx(3)] =

0.488 and E[N3(3)] = 1.848. Here the differences with the exact values are less than 7%.
O

Example 11.10. A four-node BCMP queueing network (adapted from [26]).

Consider a queueing network with M = 4 nodes and K = 10 customers. The station
parameters are given in Table 11.4. Since the example network is of BCMP type, a direct
MVA can also be employed. In Table 11.5 we present the results for both the MVA and
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i Vi omg
1 1.0 19 4
2 04 09 oo
3 04 50 1
4 02 15 1

Table 11.4: Parameters of the four-node queueing network

MVA approximation
Xi pi_ E[N] E[R] X pi  E[Ni] E[R)
6.021 0.792 3.990 0.662 5.764 0.758 4.156 0.721

2408 09287 28786 1111 2205 0956 92561 1111

L. 72U v.LUi SUTU F L.SUY V.aoU &L JUL L.1d11

2408 0481 0.856 0.355 2.305 0.461 0.788 0.314
1.204 0.802 2476 2056 1.152 0.768 2.492 2.162

B W R | e

Table 11.5: MVA and approximate results for the four-node queueing network

the approximate analysis. As can be observed, the results match within about 10-15%.
This seems to be reasonable, given the difference in computational effort required to get

the solution. O

11.5.4 Extension to other queueing stations

Given the approach, we can easily extend it to include other nodes as long as we are able
to find functions E[{N;(K)] = f;(X;(K)). One such function can for instance be found for
the M|G|m-FCFS queueing station:

Pi
E[N;(K)] = m;p; + apm(p:) X | E-mia,’ (11.76)
K-m;
where p,,,(p) is defined as before, and where
o= %(1+C§), (11.77)

where C?% is the squared coefficient of variation of the service time distribution. This type
of queueing station does not fall into the category of BCMP queueing networks any more.
Notice that for a = 1, i.e., for negative exponentially distributed service times, the above
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t Vi Hi m; C%
1 1.00 020 4 0.30
2 113 0.08 7 240
3 0.33 0.80 1 1.00
4 033 0.12 10 3.90
5 0.67 0.05 oo 1.00

Table 11.6: Parameters of the five-node non-BCMP queueing network

simulation approximation
i X Pi E[N;] E[Rj] X; Pi E[N;] E[R)]
1 0339 0424 2045 6.038 0.322 0402 1.649 5.115
2 0382 0.682 5.848 15328 0.364 0.650 5.437 14.927
3 0112 0.140 0.184 1.643 0.106 0.132 0.152 1.434
4 1.127 0939 17465 15502 1.073 1.073 18.415 17.155
5 0.228 0.152 4399 19.330 0.215 0.215 4.319 20.000

Table 11.7: Approximate and simulation results for the five-node non-BCMP network

result reduces to the earlier presented result for the M|M|m; queue. Also note that when
pi(K) — 1, then E[N;(K)] — K. Finally, for G|G|m; queucs we can use o’ = 1(C% + C2),
instead of & in the equation above (see the Krdmer and Langenbach-Belz approximation

(7.24)).

Example 11.11. A five-node non-BCMP queueing network (adapted from [26]).

Consider a non-BCMP queueing network with M = 5 stations and K = 30 customers. The

station parameters are given in Table 11.6. Notice the extra column which denotes the

coeflicient of variation of the service time distribution. Since the example network is not of
BCMP type, MVA cannot be employed. In Table 11.5 we present the results for both the

approximate analysis and a simulation. Confidence intervals are within 5% of the mean

values. As can be observed, the results match within 5-10%. This seems to be reasonable,

given the difference in computational effort required to find the solution.

O
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Figure 11.6: A simple queueing network model of a central server system

11.6 Application study

We consider a modelling study of a central server system; the structure of this model
has been adapted from [249, Section 10.2.1]. The system and model are presented in
Section 11.6.1. A first performance evaluation, using MVA and a bounding technique,

is presented in Section 11.6.2. Suggestions for performance improvements are studied in
Section 11.6.3.

11.6.1 System description and basic model

We consider a central server system consisting of a CPU and two disk systems. A number
of terminals (users) is connected to this system. Requests from the users are processed by
the CPU. The CPU needs to access the disks during its processing after which a response
is given back to the users. Users think, on average, 10 seconds between receiving an answer
from the system and submitting a new request: E[Z] = 10 (seconds). A single burst of
CPU processing on a job takes E[Scy] = 0.02 (seconds). Similarly, the two disks require
E[S4] = 0.03 and E[Sg] = 0.05 (seconds) to perform requests issued to them. An average
user request requires 10 CPU bursts, 6 disk accesses at disk 1, and 3 at disk 2, so that we
have: Vierm =1, Vi = 10, V3 = 6 and Vi = 3. In Figure 11.6 we show the corresponding
queueing network model. We denote the numerical parameter set presented thus far as

configuration C1.
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upper bound

lower bound
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10 20 30 40 K 50 60 70 8 90

Figure 11.7: The actual throughput X (K) (middle curve) and lower and upper bounds for
increasing K in the central server model (configuration C1)

11.6.2 Evaluation with MVA and other techniques

On the basis of the service demands and the visit-counts, we can directly establish which
system component is the bottleneck and compute the maximum throughput reachable. We
compute Dy, = 0.2, Dy = 0.18 and Dgp = 0.15. The terminals cannot form a bottleneck.
Clearly, the CPU is the most heavily used component and we can directly compute that
X(K) — 5 for K — oo. Furthermore, we note that for K — 00: pepu(K) — 1, par(K) —
0.9 and pg(K) — 0.75.

In Figure 11.7 we show the bounds on the throughput as well as the exact values
(computed using MVA) for K increasing from 1 to 91. Similarly, we show the expected
response time as perceived by the terminal users in Figure 11.8. It can be seen that the
actual X (K) is very close to the computed upper bound, whereas the actual E[R(K)] is
very close to the computed lower bound. If the system had had more balanced service
demands, and if E[Z] had been closer to any of the other service demands, the computed

bounds would have been tighter.

We finally compare the exact and the approximate throughput computed using the
method of Section 11.5 as a function of K in Figure 11.9. It can be seen that over the full
spectrum of K, the method performs very well.
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Figure 11.8: The actual expected response time E[R(K)] (middle curve) and lower and
upper bounds for increasing K in the central server model (configuration C1)
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Figure 11.9: Comparison of the exact and the approximate throughput (computed with
the method of Section 10.5) as a function of K (configuration C1)
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11.6.3 Suggestions for performance improvements

After having studied the performance of the central server system in configuration C1,
we try to evaluate some system changes. We will first investigate what the impact is of
improvement of the CPU, the bottleneck in C1. We therefore evaluate the central server
model with a two times faster CPU; we denote this changed configuration by C2. In C2,
D.py has decreased from 0.2 to 0.1, thus making disk D1 the bottleneck. We immediately
can see that the new throughput is bounded from above by 1/0.18 = 5.56.

T L ar AT

m. + 1 +1h A crvratnrn marfarie o 1 hasra ++ iraraccn Lo croo ~F +1 o
10 HHPIUVE 1ululicl Ol LT SysLelll pelll C 1 1 Ll

iave to increase the speed of the
disk subsystem. Although disk D1 is the bottleneck in the system, it might not be wise to
increase its speed; since disk D1 is already a rather fast disk, an increase of its speed will
most probably be expensive. Instead, we improve upon the speed of disk D2, by doubling
its speed. However, that alone would not be a good investment since not many requests
are handled by disk D2. To take care of a larger share of disk requests, we have to change
the partitioning of the file system such that V3 = 4 and V3 = 5, that is, we let the fastest
disk do most of the work. We denote these latter changes as configuration C3. In this final
configuration, we have disk D2 as bottleneck and the throughput is bounded from above
by 1/0.125 = 8.

In Figure 11.10 we show the throughput as a function of the number of users, for the
three configurations. The increase in throughput when going from C1 via C2 to C3 is clear.
With C3, we can support even more than 100 users before the throughput curve starts to
flatten. Similar observations can be made from Figure 11.11; the better the configuration,

the flatter the response time curve.

11.7 Further reading

Seminal work on closed queueing networks has been done by Gordon and Newell [106].
Buzen first introduced the convolution method [37] and Reiser, Kobayashi and Lavenberg
developed the mean-value analysis approach [244, 241, 245, 243] which is based on the use
of the arrival theorem [174, 260]. Reiser also discusses the application of closed queueing
networks for the modelling of window flow control mechanisms [242]. The special issue
of ACM Computing Surveys (September 1978) on queueing network models of computer
system performance contains a number of very interesting papers from the early days of
computer performance evaluation [12, 38, 44, 72, 107, 212, 292].

Approximation schemes for large GNQNSs have been developed by Bard and Schweitzer
[13, 257]. An extension of it is the so-called Linearizer approach developed by Chandy and
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Figure 11.10: The throughput X (K) for increasing K for the three configurations

C3
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Figure 11.11: The expected response time E[R(K)] for increasing K for the three config-

urations
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Neuse [43]. Zahorjan et al. describe the bounds based on balanced networks [294]; they can
also be found in [177]. Jain also also discusses the bounds on GNQN with infinite-server
stations at length [145, Chapter 33 and 34]. Extensions to bound hierarchies have been
developed by Eager and Sevcik [77, 78]. King also discusses many approximate methods in
his book [156, Chapter 12]. Bolch et al. introduced the approximation approach presented
in Section 11.5 [26].

..

11 O < e e s e
11.0 LXEercises

11.1. Approximate M|M|1 result.
Derive the M|M|1 result that is used in the “functional approach” of Bolch et al.in Sec-
tion 11.5, starting from the Bard-Schweitzer approximation (11.56).

11.2. Convolution in GNQNs.

Consider a GNQN with three nodes (M = 3). The mean service times at the nodes are
given as: E[S1] = 20 msec, E[S;] = 100 msec and E[S3] = 50 msec. For the routing
probabilities we have: r1; = 0.1, 112 = 0.2, ry 3 = 0.7, 751 = r31 = 1.0; all other routing
probabilities equal 0.

1. Compute the visit counts V;.
2. Compute the average service demands D;.

3. Compute the normalising constant when K = 3, i.e., G(3,3) with the convolution
method.

4. Compute, using the convolution scheme, for all stations i: X;(K), E[N;(K)] and
E[Ri(K)].
11.3. MVA in GNQN.
We readdress the GNQN of the previous exercise.
1. Compute, using the MVA scheme, for all stations 7: X;(K), E[N;(K)] and E[R;(K)].
2. Compute the normalising constants G(3, k), k = 1,2, 3, using the results from MVA.

3. For K = 1,---,6, find bounds for the throughput X(K) using balanced queueing
networks.
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For K =1,---,6, find better bounds for the throughput X (K) using balanced queue-
ing networks.

. For K = 1,---,6, use the Bard-Schweitzer approximation to compute X (K) and

compare the results with the above bounds and the exact values.

. For K =1,---,6, use the functional approach of Bolch et al.to compute X (K) and

compare the results with the above bounds and the exact values.

11.4. Normalising constants.
Consider a GNQN with M > 2 queues and K > M customers.

1.

Find an expression in terms of D;’s and normalising constants for the probability
that node 1 contains exactly 1 customer and node 2 exactly 2, i.e., find an expression
for Pr{n; = 1,ny = 2}.

. Assume that K = M. Find an explicit expression for Pr{n; =1,: =1,---, M}.

Assume that E[S;] = ¢ and V; = D/i. Give an explicit expression for G(M, K) for
M>2and K> M.

Show that under the assumptions of 3, the following holds:

K

XE) = v k-1D

11.5. Approximation schemes.
Consider a GNQN with M = 4 and the following service rates: u; = o = 200, uz = 100

and p4 = 50. Furthermore, the routing probabilities are given in the following matrix:

017 2
11604 0
106 40 0

00 0 10

. Compute the visit counts V; and the average service demands D;.

. Compute E[R;(K)], E[N;(K)] and X(K) for K = 60 using the Bard-Schweitzer

approximation.

Compute E[R;(K)], E[N;(K)] and X(K) for K = 60 using Bolch’s functional ap-
proach.
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Chapter 12
Hierarchical queueing networks

N the previous chapter it has become clear that the evaluation of large closed queueing
Inetworks can be quite unattractive from a computational point of view; this was also
the reason for addressing approximation schemes and bounding methods. In this chapter
we go a different way to attack large queueing network models: hierarchical modelling and
evaluation. We address a modelling and evaluation approach where large submodels are
solved in isolation and where the results of such an isolated evaluation are used in other
models. To be able to do so, however, we need load-dependent queueing stations, that
is, queueing nodes in which the service rate depends on the number of customers present.
In Section 12.1 we introduce load-dependent servers and show the corresponding product-
form results for closed queueing networks including such servers. We then continue with
the extension of the convolution algorithm to include load-dependent service stations in
Section 12.2 and discuss two important special cases, namely infinite-server systems and
multi-server systems, in Section 12.3. In Section 12.4 we extend the mean-value analysis
method to the load-dependent case. We then outline an exact hierarchical decomposition
approach using load-dependent service centers in Section 12.5. The hierarchical decompo-
sition method can also be used in an approximate fashion; an example of that is discussed
in Section 12.6, where we study memory management issues in time-sharing computer

systems.

12.1 Load-dependent servers

Up till now we have assumed that the service rate at the nodes in a queueing network is
constant and independent of the state of the queue or the state of the queueing network.

It is, however, also possible to deal with load-dependent service rates (or load-dependent
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servers). In fact we have already encountered two special cases of load-dependent servers
in Chapter 4:

e multiple server stations in which the service rate grows linearly with the number
of customers present until there are more customers in the stations than there are

SEervers;

e infinite server stations in which the service rate grows linearly (without bound) with

the number of customers present.

Observe that in both these cases the load-dependency is “local” to a single queueing station:
the service rate in a certain station only depends on the number of customers in that station.
One can also imagine similar dependencies among queueing stations. Although they can
have practical significance, we do not address them here because their analysis is more
difficult; in general such dependencies spoil the product-form properties of a queueing
network so that mean-value and convolution solution approaches cannot be employed any
more. When using stochastic Petri nets, however, such dependencies can be modelled with
relative ease, albeit at the cost of a more expensive solution (see Chapter 14).

Having load-dependent service rates, it becomes difficult to specify the service time
distribution of a single job since this distribution depends on the number of customers
present during the service process. It is therefore easier to specify the service rate of node
i as a function of the number of customers present: p;(n;). The value E[S;(n;)] = 1/ui(n;)
can then be interpreted as the average time between service completions at station 7, given
that during the whole service period there are exactly n; customers present. In principle,
1;(n;) can be any non-negative function of n;.

The load-independent case and the above two special cases can easily be expressed in
the above formalism:

o load-independent nodes: p;(n;) = y;, for all ny;
e infinite server nodes (delay centers): p;(n;) = n;u;, for all ng;
e K-server nodes: u;(n;) = min{n;u;, Ku;} (see also Chapter 4).

Load-dependency as introduced above does not change the product-form structure of
queueing networks of the Jackson (JQN) and Gordon-Newell (GNQN) type introduced
in Chapters 10 and 11. Having M queueing stations and population K we still have a

product-form solution for the steady-state probabilities:

Pr{N =n} = mﬂm(m), (12.1)

i=1
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with

T

pin) = [ p) GQN), o min) = 11 D) (GNQN), (12.2)

=i

and the normalising constant defined as usual. Comparing this with (10.12) for JQNs, we
observe that the n;-th power of p; has been replaced by the product []; ps(j) in the load-
dependent case. Similarly, comparing this with (11.4) for GNQNs, we observe that the
n;-th power of D; has been replaced by the product []; D;(j) in the load-dependent case.
In both cases, the above result reduces to the simpler expressions for the load-independent
case whenever p;(n;) = p;, for all 4.

Before we proceed with the analysis of QN including load-dependent service stations,

we give two examples of such stations.

Example 12.1. Non-ideal multi-processing.

Consider a K-processor system where, due to multiprocessing-overhead, not the full ca-
pacity of all the processors can be used. To be more precise, whenever there is only
one customer present, this customer can be served in a single processor at full speed,
i.e., (1) = p. However, if two customers are present, each will be processed in a separate
processor with speed p(1 — €), where € is the fraction of the processing capacity “lost” due
to overhead, i.e., we have u(2) = 2u(1 —¢). This continues until the number of jobs present
equals K, i.e., u(k) = ku(l —¢), k < K. For k > K, we have u(k) = Ku(1 — €). Clearly,
the service rate of this multi-server system is load-dependent. a

Example 12.2. Modelling of CSMA /CD networks.

For the modelling of CSMA /CD network access mechanisms like Ethernet [194, 277, 284],
the queueing analysis methods we have discussed so far do not suffice (we cannot model
the carrier sensing, the collisions and the binary-exponential backoff period in all their
details, to name a few examples). Instead of modelling the exact system operation in all
its details, we can also try to incorporate in a model just their net effect. In particular,
measurement studies have revealed that the effective throughput at the network boundary
in CSMA/CD systems strongly depends on the length of the network, the used packet
length and the number of users simultaneously trying to use the network. In modelling
studies, one therefore may include these three aspects in an expression for the effective
capacity that a CSMA /CD network offers, as follows. If the number of customers increases,
more collisions will occur. If a collision occurs, it will take longer to be resolved when the
network length is larger due to the longer propagation time. A good approximation of the

network efficiency F/(n) when n users are trying to access the network is therefore given
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E(n) = e, (12.3)

where E[S] is the average packet length, tg equals the round-trip delay, and C(n) is the
expected number of collisions before a successful transmission. This expression can be
understood as follows. If there are no other users, C(n) = 0 and the efficiency is equal
to 1. On the contrary, if there are n customers trying to use the network, this will cause
on average C(n) collisions before a successful transmission takes place. A collision takes
tr time to be resolved, because the information that there has been a collision has to be
passed through the whole network. Thus, to send one packet of (average) length requires
C(n)tg collision resolution time plus the actual packet transmission time E[S]. Of these
E[S] 4 C(n)tg, only the transmission time for E[S] is effectively used, yielding the above
expression.

What can immediately be seen is that longer CSMA/CD networks are less efficient

since collisions take longer to be resolved. Rewriting F(n) slightly we obtain

1

C(n)tg’

E(n) = (12.4)

which reveals that having longer packets is better for the efficiency since in that case, the
time spent on collision resolution relative to the amount of information sent decreases.
With a few extra assumptions, it has been shown that a good expression for the expected

number of collisions with n active users is [177]:

_1—-An)

Cln) =~ with Aln) = (1- 1)"_1. (12.5)

n
Asn — 00, A(n) = 1/eand C(n) —» e — 1.

We can use the above efficiency E(n) in a simple load-dependent queueing model of a
CSMA /CD network in which the service rate u(n) = pE(n), where p is the transmission
rate. Comparison of this simple model with measurements on Ethernet show that this
model does reasonably well [25].

As a final remark, note that the presentation above follows [177]. In [277] a similar
derivation is given, however, with some differences. Since the model in [177] follows the
measurement results presented in [25] more accurately than the model in [277], we stick to

the former model. O
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12.2 The convolution algorithm

We now proceed to the solution of closed queueing networks with load-dependent servers
using the convolution scheme. Consider a GNQN consisting of M M|M|1 stations with
K customers. As before, the routing probabilities are denoted r;; and the state space
Z(M,K). The traffic equations are solved as usual, yielding the visit counts V;. Since
we allow for load-dependent service rates now, we have to define y;(j), the service rate
at station 4, given that station i is currently being visited by j customers. We define
the service demand (per passage) of station ¢ given that there are j customers present as
D;(j) = Vi/pi(j). For the steady-state customer distribution, we now have the following
expression:
1

G(M,K) -

As we have seen before, the latter product replaces the n;-th power of D; we have seen in the

Pr{N =n} = sz n;), with p;i(n;) H D;(j (12.6)

load-independent case. A direct calculation of the state probabilities and the normalising
constant therefore does not change so much; however, a more practical way to calculate
performance measures of interest is via a recursive algorithm. This recursive solution of
G(M, K) does change by the introduction of load-dependency, as we now need to take care
of all different populations in each station. In particular, we have:

M n;

GM,K)= 3 TIII D). (12.7)

neI(M,K)i=1j=1
We now split the single sum into K + 1 smaller sums, each accounting for a particular

population at station M, which then ranges from 0 to K:
M n;

oo - 3 2 o6
K e M-1 ng TLM:k
= }: > (H HDZ'(J')) IH Dy (1)
k=0 neI(MK) \ i=1 j=1 =1

K k M-1 n;
= > (H DM(l)) > 11 11 D:(5)- (12.8)

neL(M—-1,K—k) i=1 j=1
In the first term, we recognize pys(k), the (unnormalised) probability of having k customers
in queue M, and in the second term we recognize the normalising constant with 1 station

(namely, the M-th) and & customers less. Hence, we can write:

K) = ipM(k)G’(M—— 1,K — k). (12.9)
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G(1,k) G(2,k) --- G(m - 1,k) G(m, k) G(M, k)
0 1 1 1 pm(k)+ 1 1
1 p1(1) '
k;l Pl(k'-—— 1) G(m—l,k—.l)-pm(l)-l'- G(m,k-1)
k p1(k) G(m —1,k) - pm(0) = G(m, k) G(M, k)
: : G(M,K -1)
K p1(K) G(M,K)

Figure 12.1: The calculation of G(M, K) with Buzen’s convolution algorithm

This summation explains the name convolution method: the normalising constant G(M, K)
is computed as the convolution of the sequences py(0),---,py(K) and G(M — 1,K),- -+,
G(M —1,0). As initial values for the recursion, we have G(m,0) = 1, for m = 1,---, M
(there is only one way to divide O customers over m nodes), and G(1,k) = pi(k) =
X, Dy(k), fork=1,--- K.

Although this recursion scheme is slightly more involved than the load-independent
case, we can easily represent it in a two-dimensional scheme as before (see Figure 12.1).
We can still work through the scheme column-wise, however, we need to remember the
complete left-neighbouring column for the calculation of the entries in the current column.
We therefore need to store one column more than in the load-independent case; the memory
requirements are therefore of order O(2K). If all the nodes are load-dependent, we need
to store the precomputed values D;(j) which costs O(MK). In summary, the memory
requirements are of order O(M K). The time complexity can be bounded as follows. To
compute the k-th entry in a column, we have to add k products. Since k& can at most be
equal to K, we need at most O(K) operations per element in the table. Since the table
contains MK elements, the overall computational complexity is O(M K?).

To compute Pr{N; = n;} we now proceed in a similar way as for load-independent
nodes. As we have seen there, it turns out to be convenient to first address the case
i=M:

1 M
Pr{Ny =ny} = Z m ‘_11)1‘("1')

n€EI(M,K)
Nyr=nps
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1 M-1
pm(nar) Z m H pi(ni)

neL(M—1,K—nyy) i=1
G(M —1,K —ny)
G(M, K)

As we have seen before, this expression contains normalising constants of columns M and

= pu(num) (12.10)

M — 1; hence, the ordering of columns (stations) is important. In the load-independent
case we were in the position to write G(M —1, K —ny) as the difference of two normalising
constants of the form G(M, -) by using the simple recursion (11.20). Due to the convolution-
based expression in the load-dependent case (12.9) we cannot do so now, so we cannot
generalise the above expression for all stations i. If we want to compute this measure for
more than one station, the only thing we can do is to repeat the convolution scheme with
all of the stations of interest appearing once as station M. Notice that the nodes for which
no such detailed measures are necessary can be numbered from 1 onwards and the part of
the convolution for these nodes does not have to be repeated. Using the above result, the
utilisation of station M can be calculated as

GM-1,K)

G(M,K)

For the calculation of the throughput X (K) we need the following result, which is valid
foralli=1,---, M:

pM(K)ZlfPI'{TLMZO}Zl— (1211)

PG = T1040-mG) = T D0 - D)
= p_i(j—l)Vi ) (12.12)

because D;(j) = V;/ui(j). For the throughput of station M we now find:

K K _ _
Xl) = 3 Prlac = Khina(k) = 3 par ) S b
- G(%}?) (k= 1G(M — 1, K — k)
? k=1
_ V_MKf K)GM —1,K —1— k)
= G(M, K) P Pm )
— VM% (12.13)

Here we are fortunate to find again an expression based on only the M-th column in the
computational scheme, and hence it is valid not only for station M, but for all stations:
GM,K —-1)

XZ(K) =V G(M,K)

(12.14)
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As we have seen in the load-independent case, the throughput through the reference node
(with visit-count 1) is the quotient of the last two normalising constants; all other node
throughputs depend on that value via their visit ratio V;. For the average population of
station M we find

G(M —1,K — k)
G(M, K)

ENu(K)) =Y kPr{Ny =k} =) pu(k) (12.15)
k=1

k=1
Notice that this expression is again only valid for station M. If one would be interested
in E[N;(K)] (i # M), the convolution algorithm should be run with a different ordering of

stations so that station ¢ is the last one to be added.

cacse Similar to the load-indenendent case we can exnress 1ic nrohabilitv as follows
Case. Slmuar (O e iCaG-INnaGepenacnt ase, we all eXpress Lils prooasliity as I01i0Ws
S sl
Pr{Ny > ny} = pi(ni)
n€I(M,K) G(Ma K) i=1 o
Ny2npm
1 ny M-1 TL;\/[
= ———[[Du(l) > ] () [I Du(l). (12.16)
G(M,K) ;= me i1 I=nar+l

I(M,K—npy)

We observe that we cannot reduce the remaining sum to a well-known normalising constant,
since the terms Dy,(l) over which the product for station M is taken (I ranges from the
smallest number larger than njs, i.e.,n3 + 1, to the actual number (nf,) of customers in
station M) are different from the terms Dj(I') that would appear in the expression for
the normalising constant G(M, K — njs) (I’ would then range from 0 to K — nyy). This
subtle observation shows the increased complexity of computing performance measures in

queueing networks with load-dependent servers.

12.3 Special cases of the convolution algorithm

There are two special cases when using the convolution algorithm for GNQN with load-
dependent service rates: the case of having multiple servers per queue (Section 12.3.1) and
the case of having an infinite server station (Section 12.3.2).

12.3.1 Convolution with multi-server queueing stations

Consider the case where we deal with a GNQN with M stations as we have seen before,

however, the number of identical servers at station ¢ is m;. The service rate at station ¢
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then is:

wi(j) = { : (12.17)
Milkiy J 2 My

Consequently, the steady-state distribution of the number of customers in such a queueing

network, given in total K customers, equals:

1 M D
Pr{N =n} = ¢ 12.18
Hi =n} G(M,K) Z:H1 a;(n;)’ ( )
where D; = X;/u; and
1 ) ,
ai(ni) _ { n;e, i n; < m;, (1219)
mm* ™ n; > m;.

The normalising constant is defined as usual to sum all the terms to one. It can be shown

that the following recursion holds for the normalising constant:

o~ _Df
GO0 = 2 )

with as initial conditions G(m,0) = 1, for m = 1,---,M, and G(1,k) = D¥/a,(k), for

k=0,---,K.

The recursion given here is only to be used for nodes that are indeed multi-servers. For

G(M —1,K — k), (12.20)

those columns in the tabular computational scheme that correspond to load-independent

single server nodes, the simpler load-independent recursion can be used.

12.3.2 Convolution with an infinite-server station

A special case arises when we address a GNQN with a single infinite-server station. In
principle, an infinite-server station in a GNQN with K customers can be regarded as a
K-server station. It is reasonable to assume that there is only one such station in the
queueing network (if there are more they can be merged into a single one). Without loss
of generality we assume this node is numbered one. Then, the only thing we need to do is
to change the initialisation to the tabular computational scheme as follows.

The steady-state distribution of the number of customers in such a queueing network,

given in total K customers, equals

Pr{N = = ! DTMD’” 12.21
r{*in}Amm!g i (12.21)
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The normalising constant is defined as usual to obtain probabilities that sum to one. The

following recursion then holds for the normalising constant:
GIM,K)=G(M - 1,K) + DyG(M,K — 1), (12.22)

with as initial conditions G(m,0) = 1, for m = 1,---,M, and G(1,k) = D¥/k!, for
k=0,---,K. The only “irregularity” in the queueing network is brought into the compu-

tational scheme directly at the initialisation; the rest of the computations do not change.

12.4 Mean-value analysis

In Chapter 11 we have developed an MVA recursion for the load-independent case and for
the special load-dependent case of the infinite servers. In this section we develop an MVA
recursion scheme for general load-dependency.

As before, the throughput X (K) is simply expressed as the fraction of the number of

customers K present and the overall response time per passage:

K

X(K) = .
Yic1 E[Ri(K))]

(12.23)

In order to calculate the value of E[R;(K)] we again use the arrival theorem for closed
queueing networks. However, since the service times depend on the exact number of
customers in the queue, the average number E[N;(K)] in the queue does not provide
us with enough information for the calculation of E[R;(K)]. Instead, we need to know
the probability =;(j|k) for j customers to be present at queue 7, given overall network
population k. Let us for the time being assume we know these probabilities.

In a more detailed version, the arrival theorem for closed queueing networks states
that an arriving customer at queue ¢ will find j (j = 0,---, K — 1) customers already in
that queue with probability m;(j|k — 1), i.e., with the steady-state probability of having
j customers in queue i, given in total one customer less in the queueing network. Since
E[}A%,(K )] includes the service of the arriving customer, we have j services with average
demand D;(j) with probability 7(j — 1|K — 1), and thus:

EIR(K)) = 3. gl ~ 11K = 1)Di()) (12.24)

As before, we have E[R(K)] = Y M, E[R/(K)] and X(K) = K/E[R(K)], Xi(K) =
ViX(K), and the average population at station ¢ can be can be computed using Little’s
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law or can be expressed as:
K
E[N{(K)) = 3 jmi(5|K). (12.25)

Anyway, the only unknowns to be solved are the probabilities m;(j|k). We will develop a
recursion scheme for the m;(j|k) below.

Example 12.3. Readdressing the load-independent case.

Before we present the solution of the probabilities 7;(j|k) it might be instructive to address
the case when D;(j) = D, for all j, that is, for the case that we again deal with the load-
independent case. We have:

E[R(K)] = gjm(j — 1K -1)D;

= D2 (7r1(O|K — 1) +7Ti(1|K — 1) +7T1(2‘K — 1) + .- +7T¢(K — ].IK — ]_))
D;(m(1|K — 1)+ 2m(2lK — 1) +--- + (K — )m(K — 1| K — 1))

= D, (ilﬂi(ﬂK - 1)) + D; (X_:ljﬂi(le_ 1))

7=0 7=0

= D;+ D;E[N;(K —1)]

= (E[N;(K —1)]+1)D;, (12.26)
which indeed conforms to the load-independent case we have seen before. 0

Let us now come to the actual computation of 7;(j|k). First, notice that m;(0/0) = 1
since with probability 1 there are no customers at queue ¢ when there are none in the

network at all. Secondly, we have

K
7 (0|K) =1~ Z .(§1K), (12.27)

since Z]K:O mi(j|K) = 1. Notice that this subtraction can be a source of round-off errors.
We then use (12.10) as follows:

w1 = PAON(R) =3} = p) S
_ HDi(l)G(M - 1,K —j)

i1 G(M, K)

- ( Di<z>> i)
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. GM—-1,K—-j)\ [GMK-1) .
(-0 ) (i) oo
w( =11 1) (S b
XK
m(j— 1K —1) ) (12.28)

Il

)

Il

As can be observed, we have found a way to express m;(j|K) in terms of m;(j — 1|K — 1)
so that the MVA recursion scheme for load-dependent GNQNs is complete.

It is possible to combine the MVA presented here with those for load-independent and
infinite-server nodes. To summarize, the following MVA computational scheme can be
used to evaluate closed queueing networks with FCFS, IS and load-dependent nodes for

increasing customer number k = 1,---, K, and for all nodes i:
1. Initialise k = 1, E[N;(0)] = 0, and ;(0]0) = 1;
2. Compute E[R;(k)] as follows:

e E[Ri(k)] = (E[Ni(k —1)] + 1)D;, if node i is of type FCFS;

e E[R;(k)] = D, if node i is of IS type;

o E[Ri(k)] = Z?Zl Jmi(7—1lk—1)D;(4), if node 7 is load-dependent, thereby using
the probabilities m;(-|k — 1);

3. Compute E[R(k)] = ¥; E[Ri(k)];

4. Compute X (k) = k/E[R(k)] and X;(k) = V; X (k);

5. For the load-dependent nodes, compute the values m;(-|k) using (12.27) and (12.28);
6. Increase k with 1 and continue with 2, until £ = K is reached.

Regarding the cost of this version of MVA, the following remarks are in place. Since we
iterate over K customers and M stations, the computational cost is directly proportional
to the product M K. However, to compute E[R,(K )] we need to compute the K prob-
abilities m;(j|K — 1) which involves another K operations. In total, the computational
cost is O(M K?). Regarding memory costs, we have to store the extra information for the
probabilities 7;(j|K) which is (at most) K times more than we used to store, hence, we

have O(M K) memory costs.
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12.5 Exact hierarchical decomposition

only saves computation time, but also keeps the modelling process structured and allows
for reuse of subsystem models. In this section, we restrict ourselves to the case where
hierarchical model decomposition can be applied exactly. We describe hierarchical model

decomposition informally in Section 12.5.1, after which we formalize it in Section 12.5.2.

12.5.1 Informal description of the decomposition method

Consider the case where one has to model a large computer or communication system
. . A

tamore [ K)Y Wa have goon that the rannirad
to ave se t re red

AHCIS (£ j. VYO b Cil viidu uiiC

computational effort is at least proportional to the product M K (in the load-independent
case), so that we might try to decrease either K or M. Therefore, instead of constructing a
monolithic model and analysing that, we proceed to analyse subsystems first. The results
of these detailed analyses, each with a smaller number of nodes, are “summarized” in a
load-dependent server modelling the behaviour of the subsystem, which can subsequently
be used in a higher-level model of the whole system (again with a smaller number of
nodes). The hierarchical decomposition approach as sketched here is also often referred
to as Norton’s approach by its similarity with the well-known decomposition approach
in electrical circuit analysis. By the fact that a subsystem model, possibly consisting of
multiple queueing stations, is replaced by a single load-dependent queueing station, this
queueing station is often referred to as a flow-equivalent service center (FESC) or as an
aggregate service center. The former name indicates that the load-dependency is chosen
such that the single station acts in such a way that its customer flow is equivalent to that
of the original queueing network.

Let us illustrate this approach for dealing with a GNQN with M stations numbered
1,--- ,M* M*+1,--- M and K customers. Stations 1 through M™* are the nodes to be
aggregated in a single FESC. Stations M*+1,---, M are the queueing stations that will not
be affected; sometimes these are called the high-level nodes. Note that the node numbering
scheme does not affect generality. Furthermore, we assume that the queueing network is
structured in such a way that there is only a single customer stream from the high-level
model stations to the stations to be aggregated and back. This is visualized in Figure 12.2;
we come back to the interpretation of the probabilities o and G later.

Since the total number of customers in the GNQN equals K, the number of customers in

the stations to be aggregated varies between 0 and K as well. Given a certain population in
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1-4
stations stations
1. ... M* M* .. M
? Vi y Ve

=3

Figure 12.2: High-level view of a GNQN that is to be decomposed

stations
M- M

population k=1,---, K

Figure 12.3: Decomposition approach using a FESC

the group of stations to be aggregated, the high-level stations perceive a fixed average delay
for customers passing through the stations to be aggregated, namely the average response
time (per passage!) for this subnetwork with & customers in it (denoted E[R*(k)]). From
this, we can compute the perceived rate X*(k) = k/E[R*(k)] at which customers are
served in the subnetwork. We compute X*(k) by studying the subnetwork in isolation
by connecting the in- and out-going flows to the high-level model. That is, the outgoing
branch (labelled with probability «) is looped back to the queueing station at which the
flow labelled 1 — # ends. The throughput along this shorted circuit can then be used
as service rate for the aggregated subnetwork (the FESC) that can be embedded in the
high-level nodes, as visualized in Figure 12.3. Notice that we have added an immediate
feedback loop around the FESC (with probability 1 — «); this is to ensure that the visit
counts in the original non-decomposed GNQN of the non-aggregated stations, relative to
the visit-count of the FESC, remain the same. In many textbooks on queueing networks

this immediate feedback loop is not explicitly mentioned.

Note that since the overall network is a GNQN, the subnetwork is so as well. Therefore,

one can employ MVA or the convolution approach to solve it. Since an MVA is recursive
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in the number of customers in the network, with one MVA for the maximum population
K, the throughputs for smaller populations are computed as well.

When we need to aggregate a subnetwork which is to be embedded in a yet unknown
high-level model, we face the problem that there is no given bound on the population
in the subnetwork. One then often assumes that the subnetwork population is bounded
by some k and computes the throughputs X *(1),--+, X *(l~c) Whenever in the high-level
model evaluation the situation occurs that the number of customers in the FESC is larger
than k, one assumes X k) = X *(IE) If k is taken large enough, this yields reasonably
accurate results in most practical cases.

12.5.2 Formal derivation of the decomposition method

Let us now formalize the hierarchical decomposition approach and show its correctness
by using results from the convolution method with load-dependent stations. To keep the
notation and terminology simple, we assume that all stations are load-independent and
have visit-counts V;, mean service times E[S;] and service demands D;. The nodes 1
through M* are to be aggregated in a single FESC (we use the subscript “a” to refer to
this aggregate station).

If we study the queueing stations 1 through M* in isolation (in the above sketched
short-circuited way) the service demands for these stations do not alter. Hence, we
can perform a standard convolution to obtain the normalising constants G(M*,0) =
1,G(M*,1),G(M*,2),---,G(M*, K), using the computational scheme depicted in Fig-
ure 11.1 (we basically compute the first M* columns in this scheme). According to (11.24),
we then know that the throughput through this queueing network, given k customers are
present, is given by
G(M*, k—1)

G(M* k) ~’
Notice that X*(k) is the throughput through a station in the subnetwork that is being
aggregated for which V; = 1. When V, # 1, the actual throughput through station ¢ in

X (k) = k=1, K. (12.29)

the subnetwork is V; X (k). To keep the notation simple, we assume that V; = 1 and that
the short-circuit originates and ends at station 1, that is, customers from the high-level
model enter and leave the subnetwork at station 1. We find that the throughput through
the short-circuit equals X*(k)(1 — Z]M:z V;). For reasons to become clear below, we now
construct a load-dependent queueing station with service rate pq(k) = X*(k).

We now consider the high-level model with the embedded FESC, i.e., we consider the
new station indexed “a” and the stations M™* through M. To evaluate this GNQN, we



280 12 Hierarchical queueing networks

E[S,]

E[S3]

Figure 12.4: A small three-node GNQN

can use a convolution scheme for load-dependent servers. As first column in the tabular
computation scheme we take the aggregated station. We know from Table 12.1 that the
first column is given as

(12.30)

Now, by our choice p,(k) = X*(k), we find that p,(0) = 1 (as it should), but also p,(1) =
1/pa(1) = G(M*,1) by (11.24). In a similar way, we find

1 1 1
) = DD wal®)
_ G DGO GOMk)
G(M™0)G(M~ 1) G(M~k-1)
— G(M",k). (12.31)

The service rates pq(k) have apparently been chosen such that the original column of
normalising constants for the subnetwork to be aggregated is exactly reproduced. We can
now continue with adding more columns to the convolution table, namely the columns
corresponding to stations M* 4 1 through M*. In other words, stations 1 through M*
have been summarized in a single station yielding the same “behaviour” in the sense of
the computational method used. For this approach to work correctly, the visit-count to
the aggregate should be the same in the overall and in the decomposed model.

Example 12.4. A three-node GNQN.

We reconsider the small GNQN we have used throughout Chapter 11 to illustrate algo-
rithms. For ease of reference, we depict this GNQN again in Figure 12.4 and restate the
model parameters: V; =1, Vo = 0.4, V3 = 0.6, and E[S;] = 4, so that D; =1, Dy = 0.8 and
D3 = 1.8. We are now intending to aggregate station 2 and 3 into a single load-dependent
queueing station. Note that when adhering to the above introduced notation, we should
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E[Ss]
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71,3 E[S3] Q

(a) (b)

Figure 12.5: Aggregating the three-node GNQN

renumber the nodes as follows: (1,2,3) — (2,3, 1), so that we can aggregate the new nodes
1 and 2 into an aggregate “a”; however, to avoid confusion, we will adhere to the node
numbering scheme of Figure 12.4.

Short-circuiting nodes 2 and 3 will yield the simple GNQN as depicted in Figure 12.5(a);
note that the visit counts remain the same. After we have computed the service rates for
the FESC, we have to evaluate the GNQN as given in Figure 12.5(b). Note that there is no
need to have an immediate feedback loop around the FESC with probability 1 — «, since
the probability to make more than a single pass through the subnetwork to be aggregated
equals 0 (a=1—-1—a=0).

Let us now start the computations. We find for the subnetwork to be aggregated the

following normalising constants:

k| G2,k G(3k)
0 1.0 1.0
1 0.8 2.6
2 0.64 5.32
3| 0.512 10.088

The throughput through the subnetwork, given k customers present, and hence the service

rates for the FESC can then be computed as the usual ratios of normalising constants:

k|1 | 2 ] 3
1a(k) | 0.385 | 0.489 | 0.527

We now continue to embed the FESC in the overall network. We therefore have to compute
the normalising constant for the queueing network given in Figure 12.5(b). As first column,

we take the column camputed for the aggregated subnetwork, as follows:
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k| Glak) G(1,k)
0] 10 1.0

1 2.6 3.6
2] 532 892
3

10.088  19.008

The second column is then computed by standard convolution (load-independent), using
the service demand D; = 1 for station 1. As can be observed, this column is the same
as the column of normalising constants we have computed before (in Chapter 11) without
aggregation. O

Having computed the normalising constants for the GNQN including the FESC, we can
compute other performance measures of interest in the usual way. The big advantage of
aggregating model parts is to cope with model complexity. Subsystems that appear in a
number of models, e.g., a disk subsystem model as part of a number of models of various
computer architecture alternatives, only need to be analysed once and can then be used in
its aggregate form.

We have demonstrated the hierarchical decomposition method here, using the convo-
lution scheme. Needless to say the MVA scheme can also be used for this purpose. The
subnetwork to be aggregated is then evaluated using MVA for all possible populations K
and the relevant throughputs are computed. These are then used as service rates in a load-
dependent queueing station. The MVA variant for queueing networks with load-dependent
stations is then used to evaluate the overall network.

The result presented here has been proven by Chandy, Herzog and Woo in the mid-
1970s (it is sometimes referred to as the CHW-Theorem). To be more precise, the following
theorem holds.

Theorem 12.1. Hierarchical decomposition.

In any GNQN, a group of queueing stations can be replaced by a single
load-dependent server with suitably chosen service rates, without changing the
queue length distribution at the nodes. o

Example 12.5. Central server model.
Hierarchical decomposition works very well for queueing network models of central server

systems, as addressed in Section 11.6. A typical decomposition approach would then be to
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simply aggregate the CPU and the two disks into a single load-dependent service station.
What remains of the overall model are two queues, one with infinite-server semantics (the

terminals) and one with general load-dependent behaviour (the system). O

12.6 Approximate hierarchical decomposition

Although hierarchical model decomposition is a very useful technique for GNQNs, its
use also lies in the analysis of queueing networks which do not conform to the class of
GNQNs. In such a case the decomposition is not exact any more; however, in many
practical situations, the approximations obtained with it are reasonably good. Without
going into too much detail, we state that the approximation becomes better whenever the
customers in the subnetwork to be aggregated are less affected by what happens in the
high-level model. This is most notably the case when the services in the submodel complete
at much higher rates than in the high-level model and the customers stay relatively long
in the aggregate. In such cases, between any two interactions of the high-level model and
the submodel to be aggregated, many activities take place in the submodel. We say then
that there are time-scale differences between the two model parts.

As a representative example of a case in which approximate hierarchical decomposition
works well, we consider a model of a multiprogramming computer system. A simple case,
not taking into account paging effects, is addressed in Section 12.6.1 whereas Section 12.6.2
deals with a model including paging effects.

12.6.1 Multiprogrammed computer system models

Consider a model of a multiprogramming computer system as given in Figure 12.6. K
terminals are connected to a computer system consisting of a CPU and two [0-systems.
Due to the limited memory size of the computer, not all jobs can be processed at the same
time (think of the CPU as a processor with PS or RR scheduling). There is a so-called
multiprogramming limit J < K. Jobs issued from the terminals are taken into service as
long as the number of jobs currently being processed is smaller than J, otherwise they are
queued in a swap-in queue.

In a way, the swap-in queue could be regarded as a load-dependent server in which the
service rate depends on the population at the CPU and the 10-systems; the service rate is
infinite as long as the latter population is smaller than J, and zero otherwise. As indicated

in Section 12.1 such non-local load-dependency cannot be analysed using queueing network
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Figure 12.6: Central server model with K terminals and multiprogramming limit J < K

models (as we will see later, this model can easily be solved using stochastic Petri nets if
the number of customers K is not too large). We therefore employ an approximate model
decomposition. We solve the “dashed” submodel in Figure 12.6 in isolation for possible
populations ranging from 1 through J in order to obtain X*(1),---,X*(J), as depicted
in Figure 12.7(a). We then solve the high-level model with a load-dependent FESC as a
substitute for the system with multiprogramming limit, as depicted in Figure 12.7(b). The
effect that only J customers are allowed to enter the subnetwork will be reflected in the
approximate model by taking X*(k) = X*(J), whenever k > J.

Note that based on the above considerations, the approximation will become better
when the probability o decreases (the interactions between the high-level and the low-
level model takes place less frequently) or when the CPU and IO service times decrease as

opposed to the terminal think time.

We consider the same numerical parameters as we have considered in case C1 in Sec-
tion 11.6, i.e.,the mean service times are E[S,,] = 20 msec, E[Si01] = 30 msec, and
E[Si02]) = 50 msec, and the visit counts are given as Vierm = 1, Vopy = 10, Vior = 6 and

Vioz = 3. The multiprogramming limit is set to J = 20. Solving the short-circuited model,
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Figure 12.7: Decomposition of the model with multiprogramming limit

yields the following throughputs (we show only a few of the computed values):

il 1] e | 1| 18 | >2

| |

X*(5) | 1.8868 | 3.9907 | 4.6471 | 4.8239 | 18931

We can use these throughputs in the analysis of the overall model of Figure 12.7(b). First
note that the swap-in queue is no longer present in the model. Its effect is still present in
the model by the use of the specific values for the rates of the FESC. Also notice the direct
feedback loop around the FESC (with probability «); it is included to obtain the proper
visit counts in the model (see also Section 12.5.1).

Without presenting the detailed recursion, the approximate terminal throughput X (K)
is presented in Table 12.1 as a function of the number of users K. Next to the throughput
results from the decomposition analysis, we present the exact throughputs X (K') obtained
via a numerical analysis of the underlying CTMC, thereby using the stochastic Petri net
formalism as will be presented in Chapter 14. As can be observed, the results agree
very well. This is due to the large time-scale differences in the two models; the rates
involved differ by three orders of magnitude! To indicate that we have gained a lot by the
decomposition approach, we show the number of states in the CTMC model as well; as will
become clear later, we have to solve a linear system of equations of that size to compute
the solution. Surely, the hierarchical decomposition method is much cheaper to pursue.

A few remarks can be made regarding the employed model. We did not distinguish
between different jobs and therefore assumed that the memory requirements of all jobs are

the same. Furthermore, we assumed that when terminal requests enter the system, the
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jobs already present are not affected. This is not the case in practice. More often than
not, allowing new customers to start their execution influences the amount of memory that
is granted to the customers already there. Either these customers will be able to use less
memory or they will perceive extra delays due to increased paging activity.

12.6.2 Studying paging effects

In multiprogramming computer systems the number of jobs being processed simultaneously
is limited by the multiprogramming limit J. When there are more requests for job pro-
cessing, jobs are queued in the swap-in queue. We assumed that only jobs being processed
by the terminals are swapped out. This, however, is only part of the truth. When the
processing of a job requires a lengthy I/0O operation, this job may be swapped out as long
as the I/0 device can autonomously work on the job. To speedup the swapping process (in
which large process images might have to be stored) use is made of fast I/O devices, or of
1/0 devices that are relatively close to the system’s main memory (local disks) as opposed
to remote disks that need to be accessed for normal user 1/0. Apart from the above swap-
ping phenomena, virtual memory and paging play an important role. In virtual memory

systems, every job can have a virtual work space larger than the physical memory of the
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throughput X*(k)

cpu
user-10

page-10

Figure 12.8: A decomposed GNQN of the multiprogramming system with user and page
I/0O devices

system. Only those parts or pages of th
the other pages are stored in a secondary storage device, normally disk. Depending on the
characteristics of the individual jobs, more or less pages are needed by a job to progress
efficiently. Whenever a running job needs to access a page that is not yet in main memory
a page fault occurs. The page fault results in a page I/O request to get the missing page
from secondary storage and to place it in main memory, thereby most often replacing the
least recently used page, either from the same job or from all jobs being processed.

The number of pages needed by a job over a time interval of length ¢ is called the job’s
working set w(t). w(t) is increasing with ¢, however, its derivative w'(t) goes to zero for
increasing ¢ since there is a maximum number of pages that the job needs to complete (the
total memory requirement is limited). If the number of jobs that is simultaneously accepted
by the system increases, possibly up to the multiprogramming limit J, less main memory
per job is available to store the job’s working set. Hence, the higher the number of jobs in
the system, the higher the page-fault rate. As a consequence of this, the probability that
job processing has to be interrupted by a page 1/O device access increases with increasing
numbers of jobs. As can be understood, this decreases the perceived speed of the system.

Now, we will discuss the above sketched phenomenon once more, illustrated with a
simple queueing model. Consider a QN model of a multiprogramming computer system,
similar to the one depicted in Figure 12.2; however, there is one so-called user-I/O device
and one dedicated page-1/O device. Due to the multiprogramming limit J, we have to
apply a decomposition to solve the submodel with j = 1,.--,J customers in it. This
short-circuited submodel is shown in Figure 12.8.

Whenever the service demands at the queues are constant, for increasing multipro-

gramming limit j = 1,---,J, the throughput X*(j) will be limited by the highest service
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Figure 12.9: The throughput X*(j) approaches its bound for increasing j, with fixed paging
load

demand:

X< —

< (D" (12.32)

The result of this is that with increasing j, X*(j) approaches its maximum value, as illus-
trated in Figure 12.9. However, when the multiprogramming limit increases, the amount of
main memory per admitted job decreases. Since this results in more page faults, it seems
reasonable to assume that the routing probability from the CPU to the page-I/O device
increases; therefore the visit ratio Vjage(j) will increase relative to the other visit ratios (we
explicitly indicate the dependence of the visit ratios on the multiprogramming limit j).
We take the CPU as a reference, i.e., Vipu(7) = 1, and assume that the system initially is
CPU bound which means that for small j the CPU has the largest service demand. When
increasing j, by the increase of Vjage(J), Dpage(j) becomes the largest service demand so
that under larger load the system becomes page-TO bound. In the latter case, it is possible
that the throughput X*(j) = 1/ max;{D;(j)} decreases for increasing j. The effect that by
increasing the multiprogramming limit the performance of a system deteriorates is known
as thrashing, and is illustrated in Figure 12.10. When the multiprogramming degree is
taken too small the system is under-utilized and the throughput is too small, but when
the multiprogramming limit is taken too high, the system performs badly due to too much
page-1/0O overhead.

To evaluate a multiprogramming computer system, including paging effects, as sketched
above, we can use an evaluation similar to the approximate hierarchical decomposition we
have seen before. We can aggregate the complete computer system model, excluding the
terminals, in a single FESC. As in the previous case, we need to evaluate the submodel to be
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Figure 12.10: The throughput X*(j) decreases for larger multiprogramming limits j; the
thrashing effect

aggregated for all possible populations; however, we now have to take into account different
routing probabilities (or visit counts) for different multiprogramming limits to reflect the
fact that for higher values of the multiprogramming limit, the visit count for the paging
device becomes larger. Since we cannot cope in our models with routing probabilities that
change depending on the population of a model part, we have to assume that the routing
probabilities are fixed. We assume them to be equal to the case when the maximum number
of jobs is present, even if less customers are being processed (interpreted in the context of
the modelled system, this implies that for a given multiprogramming limit, each process
obtains a fixed number of pages, whether it uses these or not, and whether the other pages

are free or not). In summary, we have to use the following computational scheme:
1. For j =1,---,J compute the visit ratios V;(j) from the traffic equations;

2. For a given value of j, use D; and V;(j) to compute X*(j) using an MVA

or convolution scheme;

3. Construct a FESC with p,(j) = X*(j) as computed above; for | > J we
set po (1) = X*(J).

Important to observe is that we need multiple MVAs (or convolutions) to compute the
service rates for the FESC. The problem we now face is that of embedding the above
FESC in the overall model. As we have seen in Section 12.5.1, when embedding the FESC
in the overall model, we need to route jobs departing from the FESC directly back to
it, with probability 1 — . However, when we change the population j, in the submodel

to be aggregated the visit count for the paging device changes. Although the other visit
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counts remain the same, this changes the routing probabilities in the model. Thus, for
every population j, a has been different. Hence, there is no unique way to construct the
overall aggregated model. Thus, at this point the only thing we can do is to study X (k)
of the aggregate in itself. In Chapter 14 we will use stochastic Petri net models to solve
the unresolved modelling problem.

Example 12.6. Increased paging device load.
Consider a multiprogramming computer system as we have addressed before with the
following numerical parameters: E[Sy,] = 20 msec, E[Spege] = 40 msec, E[S,er] = 50
msec, the multiprogramming limit J = 20 and a(j) = 0.3 — /80 and 3(j) = 0.6 + 5/80
and v(j) =03, for j=1,---,J.

For increasing j, the service demands D;(5) can be computed from the traffic equations

and the service times. We find (in msec):
Depu(j) = 20, Dpagﬁ(j) =16+7/2, Duser(j) = 15, (12.33)

so that, according to the bounds presented in Section 11.4.1:

50, <8,
X*(5) < { 1000 7= (12.34)
g > 8.
T6+j20 J =

Using multiple MVA evaluations, the aggregate throughputs X,(j) are depicted in Fig-
ure 12.11; the discussed thrashing effect is clearly visible. Notice how tight the upper
bound is for larger j, e.g.,for j = 20 we find X*(20) < 38.46 whereas the exact value
equals X*(20) = 38.38. In order to increase the system performance, admitting more cus-
tomers is not a good idea. In fact, one should try to keep the number of admitted customers
below the value of j for which X,(7) is not yet decreasing (here, a multiprogramming limit
of 10 would have been a good choice). A suggestion for a performance improvement would
be to either increase the speed of the paging device (decreasing E[Spage)), or to increase
the size of the main memory so that less page faults occur (decreasing Vpqg(7)); both will
decrease Dp,g.(j) and therefore increase X, (k). O

12.7 Further reading

The hierarchical decomposition approach has been developed by Chandy, Herzog and Woo
in the mid-seventies [42, 41]. It should be noted that the FESC approach can be applied
iteratively: an FESC can be embedded in a model which in turn is aggregated in an FESC.
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Figure 12.11: The aggregate throughput X*(j) as a function of the multiprogramming
limit j

For each aggregation phase, the most suitable computational method can be chosen. In
fact, when different computational methods are chosen (including possibly also simulation)
to obtain the FESC, one often speaks of hybrid modelling. In the book by Lazowska et
al. these issues are treated in more detail [177].

The convolution method for QN with load-dependent stations has first been presented
by Buzen [37]. The MVA for this case has been presented by Reiser and Lavenberg [245,
243]. Interesting work on multiprogrammed central server systems, including paging effects
and working sets can be found in the book of Trivedi (a simple model similar to the one
discussed here) [280] and the book by Coffmann and Denning (a complete discussion of

memory management issues) [59].

12.8 Exercises

12.1. Load-independent convolution.
Show that when D;(j) = D;, for all 4, j, the convolution recursion for the load-dependent
case (12.9) indeed reduces to the one for the load-independent case (11.20).

12.2. I/O-subsystems.

A typical system component in many computer systems is the I/O-subsystem, consisting
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of a number of parallel independent disks. Suppose we have nj/o of these parallel disks
and that a disk request is handled by disk ¢ with probability «; and takes 1/p; seconds to
complete (2 =1,---,n/0).

1. Discuss how an I/O-subsystem as described above can be aggregated into a single
FESC.

2. Simplify the results of 1, when a; = 1/n;/0 and p; = p.
3. Simplify the results of 1, when V; = o, E[S;] = V.
12.3. A three-node GNQN.
Reconsider the three-node GNQN for K = 3.
1. Aggregate nodes 1 and 2 and construct an appropriate FESC.
2. Embed this aggregate in the overall network, i.e., combine it with node 3.

3. Solve the resulting two-node GNQN (with one load-dependent node) with both MVA

and the convolution method.
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Chapter 13
BCMP queueing networks

N this chapter we present a number of results for a yet richer class of (mixed) open and
Iclosed queueing networks, the so-called BCMP queueing networks. The seminal paper
on this class of queueing networks, published by Baskett, Chandy, Muntz and Palacios in
1975, is probably the most referenced paper in the performance evaluation literature. We
present the BCMP result in Section 13.1, and then we discuss a number of computational
algorithms in Section 13.2. It is important to note that we do not strive for completeness
in this chapter; we merely selected a few computational algorithms to show their similarity

to the algorithms discussed so far and to comment on their computational complexity.

13.1 Queueing network class and solution

The best-known class of (mixed) open and closed queueing networks with product-form
solution has been published by Baskett, Chandy, Muntz and Palacios in 1975 [14]. We
first present this class of queueing models in Section 13.1.1, after which we discuss the
steady-state probability distribution of customers in Section 13.1.2.

13.1.1 Model class

A BCMP queueing network consists of M queueing stations (or nodes). Customers belong
to one of R classes. For each class, routing probabilities through the network must be
specified. A class can either be open or closed and jobs are allowed to change classes when

changing from queue to queue. The queueing stations can be of 4 types:

1. In FCFS nodes, jobs are served in a first come, first served fashion. Although
FCFS nodes may be visited by jobs of multiple classes, the service time distributions
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of all classes need to be the same and must be negative exponential, albeit possibly

load-dependent. This latter option can be used to model multiple server stations or
FESCs.

2. In PS nodes, jobs are served in a processor sharing fashion. All jobs are processed
simultaneously with an equal share of the capacity. Jobs of different classes may
have different service requirements and the service rates (per class) may depend on
the queue length at the node. Service time distributions must be of Coxian type,

although only the first moment does play a role in the computations.

3. In IS or delay nodes, an infinite number of servers is available. All jobs will be
served by “their own” server (sometimes this is called the server-per-job strategy).
Jobs of different classes may have different service requirements and the service rates
(per class) may depend on the queue length at the node. Service time distributions

must be of Coxian type; only the first moment needs to be specified.

4. In LCFSPR nodes, jobs are served on a last come first served basis with preemption.

Further restrictions are the same as for the PS and IS case.

In the literature, these nodes types are also often referred to as type 1, type 2, type 3 and
type 4 nodes.

When leaving node i, a job of class r will go to node j as a class s job with probability
Tirjs- Jobs leave the network with probability r;,0. Depending on which routing possi-
bilities are present, the pairs (node, class) can be partitioned into so-called routing chains.
In many practical cases, class changes do not occur and a class is then directly connected
to a particular route.

For open models, two arrival possibilities exist: (1) either there is a single Poisson arrival
stream with rate A(k), where k is the total actual population of the queueing network. A
fraction ro,; . of the arrivals goes as a class r job to station 4; or (2) every routing chain has
its own Poisson arrival stream with a rate only dependent on the population of that chain
(denoted A.(k.) with ¢ € C'; see below). A fraction ro; . of these arrivals arrive at queue 3.

For every routing chain ¢ € C (C is the set of all routing chains, N¢ = |C|), the
following traffic equation can be established:

>\i,r = )‘Zr + Z Aj,ez"‘i,r;j,sn (131)
(4:)

where A}, is determined by the external arrivals of class 7 to node i (in the case of closed

networks this term equals 0; for open networks it equals Aro,;. (one arrival process) or
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ArTo.ir (arrivals per chain/class)). As a result of this, one obtains the throughputs A;, for
open chains and the visit ratios V;, for closed chains (both per node and per class). In
many cases, however, the visit counts V; . are directly given as part of the QN specification.

To conclude this section, let us list the most striking characteristics of BCMP QNs in
comparison to the JQNs and GNQNs we discussed before:

e queueing stations can be of four different types, instead of just two (IS and FCFS);
e all station types may have load-dependent service rates;

e customers may belong to different classes, each following their own route through the
QN and requesting class-specific service;

e the service time distributions are all of Coxian type, except for the FCFS stations,

where we still have to adhere to negative exponentially distributed service times;
e BCMP QNs allow for closed and open routes;

e arrivals at the QN (for the open classes) may depend on the QN population.

13.1.2 Steady-state customer probability distribution

Without going into derivations, we simply present the BCMP theorem below. Before
doing so, we need to know how to represent the states of a BCMP QN. Let N, =
(Ni1, Niga,---, N;g) be the state of node ¢ where N;, presents the number of class r cus-
tomers present in queue i and let N; = $F N, » be the total number of jobs in queue 3.
The overall state is given by the vector N = (N, N,,---,N),) and the overall number of
customers in the QN is given by K = Ziﬂil N;.

Theorem 13.1. BCMP.
The steady-state probability distribution in a BCMP QN has the following
form:

Pr(N =n} = A [ pn) (132)

where G is a normalising constant, A(n) is a function of the arrival process
and the functions p;(n;) are the “per-node” steady-state distributions, to be
specified below. We refer to the next section for the definition and computation

of the normalising constant G.



296 13 BCMP queueing networks

When node i is of type FCFS, we have in the load-independent case

i) =i (11 ) ) , (13.3)

=1 Ti,r: E
and in the load-dependent case
R ] o \m 1
pi(n;) = n;! (TI:Il m\/;,,f") Jl;[l (m) ) (13.4)

When node i is of type PS or LCFSPR, we have in the load-independent case

R O\ P
pz(ﬂz) =n;! H : | (V;,T> ’ (135)

Hir
and in the load-dependent case
R n; 1

1 Mg r
pi(ng) = mi! [T — Vi " [1

— (13.6)
r=1 nz,r' 7j=1 ﬂ'iﬂ'(])

When node i is of type IS, we have in the load-independent case

pi(n) = ﬁ ! , (V>n (13.7)

r=1 i \ Migr

and in the load-dependent case

LI A |
pi(n;) = ] Vi I1
r=1

iyre j=1 lhr(])

(13.8)

Notice that the load-dependent cases we have addressed here refer to the case
where the service rate for a customer of a particular class depends on the total
number of customers in the queueing station (n;). In the BCMP paper, other
forms of load-dependency are also discussed, e.g.,the case where the service
rate of a class r customer at queue ¢ depends on the number of customers of

that class at that station (n;,); we do not address these cases here.

The term A(n) is determined by the arrival processes. If all chains are closed
A(n) = 1. If the arrivals depend on the total QN population, its value equals
A(n) = H?;l A(j), where k is the actual network population. If the arrivals
are per chain, its value equals A(n) = [1YS f‘zf)l Ae(7), where k. is the actual

population in routing chain c. O
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Important to note is that although the service time distribution in PS, IS and LCFSPR
nodes is of Coxian type, only its mean value is of importance in the expressions for the
steady-state distributions. This is also known as the insensitivity property (with respect
to higher moments) of BCMP queueing networks.

Example 13.1. Single-class, load-independent open networks.
A simplification of the BCMP theorem is obtained when only open networks are addressed
in which there is only a single, load-independent Poisson arrival process with rate A and

where the service rates are fixed as well. In that case, the steady-state distribution

M
Pr{N =n} = [] pi(n:), (13.9)
i=1
with
1—p)plt, FCFS, PS, LCFSPR type,
pi(ni) = pf.‘)i)p Ype (13.10)
e’”fﬁi—!, IS type,
where p; is defined as
Z’I‘ER{ /\Vi"ra FCFS t’ypev
pi= (13.11)
D oreR, . PS, IS, LCFSPR type,

with R; the set of classes asking service at station i. Notice that the value A(n) = A* is not
explicitly used in the expression for Pr{IN = n}; it is hidden in the product of the p;-terms.
Furthermore, realize that in this simplified case, nodes of FCFS, PS and LCFSPR type
operate as if they are M|M|1 queues studied in isolation (see also Chapter 6 where we found
a similar result for the M|G|1 queue with processor sharing scheduling). To conclude, this
special case of the BCMP theorem leads to a slight generalisation of the JQNs we have
studied in Chapter 10. a

Example 13.2. Closed, multi-class, load-independent BCMP networks.

A class of BCMP networks that is of particular interest encompasses load-independent
servers, multiple customer classes (without class changes) and fixed populations per class.
For such QNs, the steady-state distribution equals

M
Pr{N = n} = = [[ pi(ni), (13.12)
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with .
nil (£)" I, 727Vin, FCFS type,
pilm) = { ma TR, 52 (%)™, PS, LOFSPR type, (13.13)
MR 2 (=)™, 1S type.
Note that n; = S8 n; . O

13.2 Computational algorithms

Specifying BCMP QNs is one thing, evaluating them is a completely different story. Gen-
eralisations of the convolution and MVA algorithms we have discussed do exist, but they
are notationally not so convenient anymore, and they do have a high time and space
complexity.

We will start with a brief treatment of the extension of the convolution method in

Section 13.2.1. We then present MVA algorithms for a number of special cases of BCMP
QNs in Section 13.2.2.

13.2.1 The convolution algorithm

We address the case of a closed queueing network with R classes of customers, no class
changes and M load-independent nodes. The fixed population is given by the vector
K = (K1, K,,---,Kg) and K = Y% K;. The state space Z(M, K) is now specified as
follows:

M
I(MaK) = {(Ql""vﬂM) € WMR‘ﬂz = (ni,lv"' 7ni,R)’Zni;j = Kj7i = 1?"'vR}'
i=1

(13.14)
The normalising constant is now dependent on both the number of nodes M and the
population vector K, and is defined as

M
GM,K)= > [In), (13.15)
neZ(M,K)i=1
where the terms p;(n;) are dependent on the node type and defined in (13.3)-(13.8). A
direct computation of the normalising constant would involve

1’3[ K;+M-1
jei M—1
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computational steps (one for each state) where each step consists of multiple multipli-
cations. This is clearly not a practical approach to use. Therefore, an extension of the
convolution approach has been proposed. Without derivation, we state that the following

recursive relation holds:
Ki K; Kp
G(M,K)Z Z Z Z pM(klakZa"'5kR)G(M_11K_<k17k2a"'ka))' (1316)

k1=0kz=0  kp=0
We observe that the recursion is multi-dimensional along all the routing chains. As initial
values, we have G(1, K) = p;(K), and G(M, K) = 0, as soon as one of the components of
K is negative.
The above expression can be simplified in case we exclusively deal with load-independent
nodes of types FCFS, PS or LCFSPR, in which case we have:
R v
GM,K)=GM-1,K)+>_ fG(M,K -1,), (13.17)
r=1 Hir
where 1, is a unit-vector with a 1 on the r-th position. Here, we see that the recurrence is
again over the classes: the normalising constant G(M, K) is the weighted sum of normal-
ising constants with one node less, and with one customer less in each of the classes. Note
that for a node ¢ of FCFS type, the value y;, = p;, for all classes 7.
The throughput of customers of class r at node ¢ can again be expressed as a quotient

of normalising constants:

GM,K -1,)
G(M, K)

Other measures of interest can be computed in a similar way as we have seen before.

X, =Vi, (13.18)

The computational time complexity of this convolution algorithm is O(MRTIE | (K, +
1)) and the space complexity is O(M [Z, (K, + 1)). Hence, the inclusion of more cus-
tomer classes, even if the number of customers remains the same, increases the number of

operations to be performed significantly.

13.2.2 Mean-value analysis

The MVA algorithm can be extended to the multi-class case in a straightforward way. We
adhere to the same class of QNs as in the previous section. If we define the average service
demand for class r at node ¢ as D, = V. /i, the arrival theorem states that the response

time (per passage) for a class r customer at node i is given as follows

Dy, (SR, B[N (K — 1)) + 1), FCFS, PS, LCFSPR nodes,
D, IS nodes.

(13.19)
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The throughput for class r customers (through the node with V;, = 1) is given as:

K,

X = SRR

(13.20)
and the expected number of class r customers in node i is, according to Little’s law, given
as

E[Ni,(K)] = X,(K)E[R: ,(K)]. (13.21)

Of course, E[N;.(K)] =0if K, =0.

The time and space complexity of this MVA algorithm are similar to those of the multi-
class convolution algorithm. Especially when dealing with many classes and with many
customers, a direct computation along this scheme therefore becomes prohibitive. To avoid
such direct computations, approximation schemes have been devised. For the multi-class
MVA algorithm, one can use the following variant of the Bard-Schweitzer approximation
to break the recursion.

Instead of using E[N; ;(K —1;)] for the number of class j customers present upon arrival

at node i, one can estimate this value as

K

=

K;

1

E[Ni;(K)] + > E[Nyu(K)).
1%

In this approximation, it is assumed that removing a class j customer does not affect the
performance of other classes (which is not true!) and affects all class j queue lengths in the
same way. An advantage of this approach is that the system of recursive MVA equations is
transformed in a system of non-linear equations independent of the value of the population
vector K that can be solved using a fixed-point iteration technique. Especially for larger
populations this is an advantage. As initial estimates one might take E[N;,(K)] = K,/M
(per class, the customers are uniformly spread over all queues). In practice, good results
have been obtained with this approximation scheme; errors typically stay within 10%, and
a few dozen iterations are needed at most.

The MVA presented here can also be extended to QNs with load-dependent service
rates. We do not discuss these here but refer to the appropriate literature.

13.3 Further reading

BCMP queueing networks have been introduced in [14] as extension of the work on Jack-

son networks by Buzen [37]. Around the same time, Denning and Buzen published their



13.4 Exercises 301

so-called operational analysis method which also addresses QNs with a variety of character-
istics [72]. Their paper also includes some computational algorithms. The MVA schemes
have been developed by Reiser and Lavenberg [245, 243]. Reiser also presented approxi-
mation schemes to break the recursion [242]. The MVA algorithms, as well as bounds and
a few approximations, are also discussed in [177]. In the books by King [156], Harrison
and Patel [117] and Kant [152] some more computational techniques for BCMP queueing
networks are discussed (e.g., LBANC [45] and RECAL [64]). Lam discusses the relation
between various algorithms [170] as well as ways to deal with large normalising constants
[169]. The books by Bruell and Balbo [30] and by Conway and Georganas [65] deal ex-
clusively with computational algorithms for BCMP networks. Conway also discusses the
applicability of queueing network models for the analysis of layered communication sys-
tems [63]. Onvural discusses closed-form solutions and algorithms for queueing network
with blocking [224].

13.4 Exercises

13.1. The GNQN-special case of BCMP queueing networks.
Show that the BCMP theorem reduces to the product-form result for GNQN when we deal
with single-class, load-independent servers of FCFS type in a closed network.

13.2. Use of BCMP queueing networks.
List examples of computer or communication system components that can best be modelled

by BCMP nodes of types 1 through 4 (FCFS, PS, IS or LCFSPR).
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Chapter 14
Stochastic Petri nets

N this chapter we present the basic theory concerning stochastic Petri nets (SPNs).

SPNs grew out of the general theory of (non-timed) Petri nets developed by Petri in
the early 1960s, through the introduction of stochastic timing in these models. The first
papers in the field of stochastic Petri nets appeared in the late 1970s and early 1980s; refer
to the end of the chapter for an overview.

SPNs are, like queueing networks, a graph-based modelling formalism allowing for the
easy specification of finite-state machine models. Under suitable assumptions regarding
the involved stochastic timing, a large class of SPN models can be mapped (automatically)
to an underlying CTMC with finite state space. Such a CTMC can then be analysed
numerically, thus yielding information about the SPN.

In this chapter we present a fairly general class of SPNs in which the involved distri-
butions are all of negative exponential type so that an underlying CTMC can be readily
computed. Notation and terminology is introduced in Section 14.1. Structural properties
of these Petri net models are discussed in Section 14.2. We present important SPN-related
performance measures in Section 14.3. The actual mapping of SPNs to the underlying
CTMCs is then discussed in Section 14.4.

Note that the discussion of the numerical solution of the CTMCs generated from the
SPNs is postponed until Chapter 15. Chapter 16 is devoted to various applications of SPN

modelling.

14.1 Definition

In this section we introduce a class of SPN models. In Section 14.1.1 we present the static
structure of SPNs, after which we discuss the dynamic properties of SPNs in Section 14.1.2.
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We finally comment on a number of wide-spread model extensions in Section 14.1.3.

14.1.1 Static SPN properties

Stochastic Petri net models are graph models. More precisely, SPNs are directed bipartite
graphs where the set of vertices is formed by the union of a set of places P and a set
of transitions T. The edges are a subset of the union of a set of input arcs (pointing
from places to transitions), a set of output arcs (pointing from transitions to places) and
a set of inhibitor arcs (pointing from places to transitions; actually, inhibitor arcs were
first introduced in generalised SPNs, but we will consider them here as well). Places are
depicted as circles, transitions as bars. Input and output arcs are depicted as arrows and
inhibitor arcs as arrows with a small circle as arrow head (see also Figure 14.1).

Transitions can be one of two types: immediate or timed. Immediate transitions do not
take any time at all to complete, whereas timed transitions require a negative exponential
time to fire, after they have become enabled. Immediate transitions are normally drawn
as thin bars and used to model system aspects that do not have physical time associated
with them, or system aspects that take only very little time when compared to the time
consuming activities in a system. Timed transitions are depicted as thick bars.

Finally, places may contain one or more tokens, depicted as small black circles. A
distribution of tokens over places is called a marking.

Before we elaborate more on the operation of SPNs, let us first define them formally.
An SPN is given as:

SPN = (P,T,Pr,1,0,H,W,my), (14.1)

where P = {Py, Py,---, Py} is a set of places (|P| = np), T = {t1,t2,--+,ts,} is a set
of transitions ([T'| = n;), Pr : T — IN is a function which associates priorities with
transitions, where timed transitions have lowest priority (coded as 0 here) and immediate
transitions have higher priorities (1,2,--+). I: P x T — IN is a function which associates
a multiplicity with each input arc. O : T x P — IN is a function which associates a
multiplicity with each output arc, and H : P x T — IN is a function which associates a
multiplicity with each inhibitor arc. W : T' — IR is a function which associates with every
transition ¢, either (i) a firing rate W (¢) whenever ¢ is a timed transition (Pr(t) = 0), or
(ii) a weight W (t) whenever t is an immediate transition (Pr(t) > 0). Finally, m; € IN™ is
the initial marking, that is, the initial distribution of tokens over the n, places; we assume

that my is finite. Based on this definition, we can define the following sets:

e the input places of transition ¢: I,(t) = {p € P|I(p,t) > 0};
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e the output places of transition t: O,(t) = {p € P|O(t,p) > 0};
e the inhibiting places of transition t: H,(t) = {p € P|H(p,t) > 0}.

We will use these sets in the description of the dynamic properties of SPNs below.

14.1.2 Dynamic SPN properties

The dynamic properties of SPNs describe the possible movements of tokens

place. The following so-called firing rules describe the dynamic properties:

e A transition t is said to be enabled in a marking when all its input placeq L(t)

¢ When there are immediate transitions enabled in marking m, this marking is said to

be wvanishing. Then, the following rules apply:

— The set E;(m) C T of enabled transitions of highest priority is determined. Let
W be the sum of the weights of the transition in E;(m), i.e., W = ¥y g, (m) W (t).

— Transition ¢ is selected to fire with probability W (t)/W.
— Upon firing, transition t removes I(p,t) tokens from input place p € I,(t) (for
all p € I,(t)) and adds O(t,p) tokens to output place p € Oy(t). Thus, the

firing of transition ¢ in marking m yields a new marking m’. Firing is an atomic

action, it either takes place completely, or not at all.

e When there are no immediate transitions enabled, the marking m is said to be tan-

gible. Then, the following rules apply:
— An enabled transition ¢ fires after an exponentially distributed time with rate
W (¢).

— Upon firing, a transition ¢ removes I(p,t) tokens from input place p € I,(t) and
adds O(t, p) tokens to output place p € Op(t). Thus, the firing of transition ¢ in

marking m yields a new marking m/'.

— When in a particular marking m more than one timed transition is enabled, one

of them is selected probabilistically as follows:

* Let Fy(m) C T denote the set of transitions enabled in marking m.
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input arc
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place transition token

Figure 14.1: SPN model of simultaneous resource possessing

* All the enabled transitions ¢ € E;(m) take a sample from their correspond-
ing exponential distribution with rate W(¢). The transition with the mini-
mum sample time fires first, and a new marking arises according to the token
flow along the input and output arcs of that transition. Alternatively, one
can define W = ¥, p,(m) W(t) as the total outgoing rate of marking m.
The delay in marking m is then exponentially distributed with rate W;
after that delay, transition ¢ will fire (without further timing delay) with
probability W (t)/W. This interpretation is equivalent to the former one by
the memoryless property of the negative exponential distribution.

Example 14.1. Simultaneous resource possessing (I).

Consider two computer system users A and B that want to make use of a single, scarce
resource such as a printer, every once in a while. The behaviour of both users can be
described by an infinite repetition of the following activities: do normal work—acquire
printer—use printer—release printer— --. We can model this by a SPN as depicted in

Figure 14.1. Formally, we have:
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P = {Pa,Pb,WoPa,WoPb,PrA, PrB,Printer}
T =  {Wa,Wb,AcqA, AcqB,RelA RelB};
Pr = {(Wa,0),(Wb,0),(AcqA, 1), (AcqB, 1), (RelA,0), (RelB,0)};

{(Pa,Wa, 1), (Pb, Wb, 1), (WoPa, AcqA, 1), (WoPb, AcgB, 1), (Printer, Acqh, 1),

(Printer, AcgB, 1), (PrA,RelA, 1), (PrB,RelB, 1)};

O = {(Wa,WoPa,1), (Wb, WoPb, 1), (AcqA,PrA, 1), (AcqB,PrB, 1), (RelA,Pa, 1),
(RelB,Pb, 1), (RelA,Printer, 1), (RelB,Printer,1)};

me= (1,1,0,0,0,0,1);

H=

W = {(Wa,),), (Wb, )\s), (AcqA, 1), (AcqB, 1), (RelA, u,), (RelB, up)}.

=
I

An informal description of the above SPN is as follows. There are two users, represented
by the tokens in places Pa and Pb. They do an amount of work, represented by the timed
transitions Wa and Wb respectively. After that, they try to acquire access to the single
printer (represented by the single token in place Printer) via the immediate transitions
AcgA and AcgB respectively, while remaining in the places (“in state” ) WoPa and WoPb (Wait
on Printer). Note that when one of the users already has access to the printer, the other
user is “blocked” since its corresponding acquire-transition cannot fire due to the fact that
the place Printer is already empty. After acquiring access to the printer, the printer is
used for some time and released afterwards via the transitions RelA and RelB. By the firing
of these transitions, the printer becomes available again for other users, and the user who

just used the printer resumes normal work. m|

Example 14.2. Priority systems (I).

Reconsider the SPN of Figure 14.1 and assume that the initial number of tokens in places
Pa and Pb is much larger. We can then interpret this model as a two-class model, where
customers of class A (and B) arrive at the system in their own buffers, and which require
exclusive service from the system (the printer) with durations specified by the transitions
RelA and RelB. If both WoPa and WoPb contain tokens, the next customer taken into service
is chosen probabilistically, using the weights of the transitions AcqA and AcgB.

We can adapt this model to address the case where class A customers have non-
preemptive priority over class B customers, by simply adding an inhibitor arc from WoPa
to Acgb; as long as there are class A customers waiting, no work on a class B customer
may be started. Alternatively, we can set the priority of transition AcqA higher than that
of AcgB. O
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Figure 14.2: SPN representation of the M|M|2|5|10 queue

Example 14.3. The M|M|2|5|i0 queue (I).

Consider an SPN representation of the M|M|2|5/10 queue as depicted in Figure 14.2. The
waiting room is represented by place P1. Idle servers are represented by tokens in place
P3 and busy servers are represented by tokens in place P2. Place P4 models the outside
world; it is the finite source and sink of tokens. Notice that a token in place P2 signifies
a server-customer pair. The tokens in place P5 represent free buffer places (free places in
the waiting room P1). Once the waiting room is fully occupied, place P5 is empty, so that
no more arrivals are allowed since T1 is disabled. In order to exactly describe the multi-
server behaviour, the marking of place P2 should determine the rate at which customers
are served by the timed transition T3: its rate should be proportional to the number of
customers in service, i.e., the number of tokens in place P2; we come back to these so-called
marking-dependent firing rates below. Notice that the movement of customers waiting for
service in place P1 to the service area (place P2), via the immediate transition T2 does not
take any time at all. a

It is important to note that the employed terminology of SPNs is very general. It is left open
to the user what places, transitions, etc., represent in reality. In most of the SPN models
we interpret tokens as customers or packets and places as buffers or queues; however, they
are actually more than that. Their interpretation depends on the place they are in. As an
example of this, in Figure 14.1, a token in place Pa or WoPa indeed represents a customer.
On the other hand, the token in place Printer represents a resource. Moreover, a token
in place PrA represents a customer using a particular resource. Similarly, SPN transitions
model system activities such as packet transmissions or the processing of jobs. However, a

single transition might consume two (or more) tokens at the same time from different places
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and “transform” them into a single token for yet another place (as AcgA does). On the
other hand, a single token taken from a single place by a transition may be transformed to
multiple tokens put in multiple places (as RelA does). The complex of enabling possibilities
by the input and output arcs then represents the rules for using resources, the involved
protocols, etc. In the literature, SPNs have also been used to model completely different
dynamic phenomena, such as the flow of traffic through cities and paperwork through
offices, but also chemical systems where the transitions model partial chemical reactions
and the tokens molecules.

14.1.3 SPN extensions

Over the years many enhancements and extensions to the definition of SPNs have been
published. Below, we discuss a number of widely-used extensions.

e We have assumed so far that the weights W(t) are constants. This need not be
the case. The weights, represented by the function W : T' — IRt can be made
marking dependent. Denoting with M the set of possible markings, i.e., M C IN"»,
the function W becomes: W : T'x M — IR*. Using marking dependent weights often
results in models that are easier to understand and more compact. Graphically, the
symbol “#” is placed near a transition with a marking dependent rate; a separate
specification of this dependence then needs to be given. As an example using this
notation, in Figure 14.2, the rate of T3 should equal #P2 - p.

e On top of the normal firing rules, the use of enabling functions (or guards) has
become more widespread. An enabling function E : T x M — {0,1} specifies for
every transition ¢ € T in marking m € M whether it is enabled (1) or not (0). Given
a particular marking, the choice of which transition will fire first is based on the
normal firing rules; however, for the transitions having passed this first selection, the
enabling functions are evaluated. Ounly if these also evaluate to 1 are the transitions
said to be enabled. The use of enabling functions eases the specification of SPNs,
especially when complex enabling conditions have to be expressed. A disadvantage of
the use of enabling functions is that part of the net semantics is no longer graphically

visible.

e Modelling features that are often very convenient are marking dependent arc mul-
tiplicities. We then have to specify functions I : P x T'x M — IN (and similar
extensions for output and inhibitor arcs) that specify the multiplicity of an arc, de-
pendent on the current marking. As an example of this, consider the case where
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an input arc I(p,t,m) equals the actual number of tokens in p. Firing of ¢ then
empties place p (given O(¢,p,m) = 0). Marking dependent arc multiplicities should
be used with great care; although they often help in keeping the SPN models simple,
they also might obscure the semantics of the model. Arcs with marking dependent
multiplicity are often marked with a “zig-zag” as follows: —z.

Example 14.4. Priority systems (II).

Reconsider the SPN of Figure 14.1 and again assume that the initial number of tokens in
places Pa and Pb is larger than 1. Instead of giving absolute priority to class A (over B)
we can also increase the probability of a class A (or B) customer to be taken into service if
there are more of them waiting (in comparison to those waiting of the other class). We can
do so by making the weights of AcqA and AcqB proportional to the number of customers of
that class waiting.

If the printer server is extended to include a second printer, we can simply add an
extra (initial) token to place Printer. However, to correctly model the cases where the
two printers are handling jobs of either class A or B, we should double the rate of the
transitions RelA and RelB in those cases. This can be accomplished by making the rate
of these transitions proportional to the number of tokens in their input places; if there is
only one token there, the normal print rate is employed, but if there are two tokens in that
place, both printers are active for that class, hence, the effective rate is twice the original
one. O

14.2 Structural properties

Given an SPN as defined in Section 14.1, we can check a number of properties directly
from its structure, i.e., its places, transitions, and arcs, which can be used to verify whether
the model actually models what it should (the system) as well as to find bounds on the
size of the underlying CTMC. For the time being, assume that we do not need to make
a distinction between timed and immediate transitions to determine the properties listed
below.

Given a marking m, we say that marking m' is tmmediately reachable from m, if m’ can
be obtained by the firing of an enabled transition ¢ in marking m; we write m LN m'.

A marking m’ is reachable from marking m, if m’' is immediately reachable from m, or

if m" is immediately reachable from m, and m' is reachable from m"; we write m — m/.
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Given the initial marking my, the set of all possible markings that are reachable from
my is called the reachability set R(mg); notice that R(mg) C IN™. The graph (R(my), E)
in which all possible markings are the vertices (nodes) and in which an edge labelled ¢
exists between two vertices m and ' whenever m 2, ', is called the reachability graph.

A marking m from which no other marking m’ is reachable is called a dead marking.
In terms of the SPN, this means that after a marking m is reached, no transition can fire
any more. Such markings therefore generally point to deadlock or absorption situations
(either in the system being modelled or in the model).

An SPN is said to be k-bounded when in all m € R(my,) the number of tokens per place
is at most k. In the special case of 1-boundedness, we speak of a safe SPN. A k-bounded
Petri net, possibly with inhibitor and multiple arcs, is always finite and can therefore be
represented as a finite state machine with at most (k + 1) states.

An SPN is said to be strictly conservative if the sum of the number of tokens in all
places is the same for all markings. This implies that for each transition the number of
input and output arcs, measured by their multiplicity, must be equal. A Petri net is said
to be conservative if the number of tokens in all places, weighted by a per-place weighting
factor is the same in all markings. A place invariant then is a vector of weighting factors
such that for that vector, the Petri net is conservative; note that some of the weighting
factors may be zero!

When using SPNs to represent real systems (in which the tokens represent physical
resources) the notion of conservation is important. Since physical resources are normally
constant in number, the corresponding SPN will have to exhibit conservation properties.
We can compute place invariants in the following way. We define ¢,;, = O(t,p) — I(p, t) as
the effect that the firing of transition ¢ has on the marking of place p (it takes I(p,t) tokens
from p, but adds another O(t, p) to p). The matrix C = (¢, ) specifies in each column how
the firing of a certain transition affects all the places. Define the column vector f € IN™.

It can then be proven that for all m € R(mg), we can write:

where the vector f denotes how often every transition in 7" has been fired, starting from
mg to reach m. Multiplying this equation with a row vector v gives us v -m = v - my, for
all m € R(my), provided vC = 0. Since we know m,, the product v - m, can readily be
computed. Thus, once we have computed vectors v # 0 such that vC = 0, we know the
value of the product v - m for any reachable marking m. This gives us a means to decide
whether a certain marking can be reached or not. We call a vector v # 0 such that vC =0
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a place invariant. Sometimes place invariants are called S-invariants, where the “S” stands

for “Stellen”, the German word for place.

Example 14.5. The M|M|2|5|10 queue (II).

We readdress the queueing model we have seen before. The matrix C can easily be obtained
from Figure 14.2 as:

1 -1 0
0o 1 -1
C=7 6 -1 1
-1 0 1
-1 1 0
Computing vC = 0 leads to the following equations

’Ul—’U4'—’U5=O,
—v; + vy —v3 +vs =0,
—'1)2+U3+’U4=0,

from which we can conclude the following place invariants: (vy + vs,v3 + Vg, U3, Vs, Us).
Notice that these place invariants are not determined uniquely! Assuming values for vs |
vy and vs, we come to the following place invariants: 3; = (0,1,1,0,0), i, = (1,1,0,1,0)
and i3 = (1,0,0,0,1). Multiplying these invariants with the initial marking m,, we find
that:

P2+P3=2, P1+P2+P4=10, and P1+P5=25,

where we have (informally) used the place identifiers to indicate the number of tokens in
the places. The first place invariant states that the number of servers active and passive
always sums up to 2, as it should. The second place invariant states that the number of
customers buffered, served, or outside of the system, equals 10. The last place invariant
states that the number of used and unused buffer places must equal 5. All reachable
markings m should obey these invariants; hence, a marking like (1,1,1,0,4) cannot be
reached. O

A place P; is said to be covered by a place invariant v if the entry corresponding to
place P; is non-zero, i.e.,if v; > 0. If a place is covered by a place invariant, than this place
is bounded. If all the places of the SPN are covered by place invariants, then the SPN is
bounded.

A transition t is said to be live if for all possible markings m € R(mg) there is a
marking m/, reachable from m, that enables ¢. If this property holds for all transitions,
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the Petri net is said to be live. Liveness is a property which is closely related to liveness
in computer or communication systems. When a system model is live, the corresponding
system is deadlock free. A live Petri net cannot contain dead markings.

A transition invariant is a series of transitions that, when starting from marking m,
after the successive firing of these transitions, will yield marking m again. Using f as

defined before, f is a transition invariant if
m =m+ Cf.

Hence, to find transition invariants, we have to find those f # 0 such that Cf = 0. If
an SPN is bounded and live, all of its transitions should be part of at least one transition

invariant (all transitions should be covered by transition invariants).

Example 14.6. Simultaneous resource possessing (II).
The transition invariants for the simultaneous resource possessing example are easy to
compute from Cf = 0 with

-1 0 0 0 1 O
0 -1 0 0 0 1
1 0 -1 0 0 O
C= 0 1 0 -1 0 O
0o 0 1 0 -1 0
0 0 o0 1 0 -1
o 0 -1 -1 1 1

The first group of three equations from the system Cf = 0 yields f; = f3 = fs, and the sec-
ond group of three equations gives fo = fy = fs = 1. The last equation is dependent on the
former six. Thus, we have as transition invariants both (1,0,1,0,1,0) and (0,1,0,1,0,1).
These can also be easily interpreted; either user A or user B will use the printer. After
usage, they both leave the system in the same state as that they entered it. Parallel usage

is not possible. a

Example 14.7. The M|M|2|5/10 queue (III).
From Cf = 0 we immediately find that f = (1,1,1). This means that after having fired

all transitions once, given starting marking m, we are back in m again. O

We finally comment on the applicability of the structural properties for timed Petri
nets. Originally, these properties have been defined for non-timed Petri nets. However,
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P1

Figure 14.3: Structural properties in SPNs

as long as the timed transitions have delay distributions with support on [0, 00), and
transition priorities and enabling functions are not used, nor are marking dependent arc
multiplicities, the structural properties of the non-timed Petri nets are valid for their timed
counterparts as well. For further details on invariants for SPNs with marking-dependent

arc multiplicities, refer to [51].

Example 14.8. Structural properties in SPNs.
Consider the SPN as given in Figure 14.3. If all the transitions are non-timed, there will
be two place invariants: P1 + P2 =1 and P1 + P3 = 1. Furthermore, there will be two
transition invariants: (1,0,1,0) and (0,1,0,1). When all the transitions have a negative
exponential firing delay, these invariants still hold. However, if T1 has a deterministic delay
of length 1 and T3 of length 2, then the second place and transition invariant will both
not be valid any more. On the other hand, if T1 and T2 still exhibit negative exponential
delays, but T3 and T4 have deterministic delays, then all the above invariants still hold.
Thus, it depends on the involved timing delays and their “position” in the SPN whether

or not the invariants for the non-timed Petri net continue to hold. O

14.3 Measures to obtain from SPNs

Assuming that a given SPN is finite, that is |R(mg)| < oo, we can derive many interesting
measures from the SPN. For the time being we focus on steady-state measures.
Let R(my) denote the set of all possible markings, m € R(mq) and let #P(m) denote

the number of tokens in place P given marking m (one also often sees the notation #P
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leaving the “in marking m” implicit; when there is no confusion possible, we will do so as

well).

The following measures can easily be obtained:

The probability py, of a particular marking m. This probability can be obtained from
the CTMC underlying the SPN (see Section 14.4).

The probability Pr{#P = k}, that is, the probability of having exactly k¥ tokens in
place P. It is derived as follows:
meR(my), #P(m)=k

More generally, the probability Pr{A} of an event A, where A C R(m,) expresses
some condition on the markings of interest, can be derived as

Pr{A} =} pu (14.4)

meA

Note that the condition A can refer to multiple places so that complex conditions
are allowed.

The average number of tokens in a place P:
E[#P] =Y kPr{#P = k}. (14.5)
k=0

Note that the infinite summation does not occur in practice as the number of different
markings is finite.

The throughput X; of a timed transition ¢ can be computed as the weighted sum of
the firing rate of t over all markings in which ¢ is enabled:
mER(m),tE€E: (m)

where W (t,m) is the rate at which transition t fires, given marking m.

The average delay E[R] a token perceives when traversing a subnet of the SPN. It
must be computed with Little’s formula: E[R| = E[N]/X where E[N] is the average
number of tokens in the subnet and X is the throughput through the SPN subnet.

The measures expressed here all refer to steady-state. Of course, we can also study SPNs

as a function of time. We then have to compute transient measures. Finally, we can also

express interest in cumulative measures over time, e.g.,to express the number of tokens

having passed a certain place in a finite time interval. We will come back to such measures

when we discuss the numerical analysis of the CTMC underlying the SPNs in Chapter 15.
We will now first derive these CTMCs.
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1. input SPN = (P,T,Pr,I,0,H,W,my)
2.  NM := {mg}; RS := {my}

3. while NM # 0

4. do

5. let m e NM

6. NM := NM - {m}

7. for all t € Ey(m)

8. do

9. let m — m/

10. storeQ(m, m', W(t,m))
11. if m' € RS

12. then NM := NM U {m'}
13. RS := RS U {m'}
14. od

15. od

16. p(0) = (1,0,--,0)

Figure 14.4: Deriving a CTMC from a SPN

14.4 Mapping SPNs to CTMC s

As we have seen, k-bounded SPNs can be mapped on a finite state machine. Given that
the state residence times are exponentially distributed, the underlying state machine can
be interpreted as a CTMC. It is often referred to as the underlying CTMC of the SPN or
the embedded CTMC. As a consequence of this, we can “solve” SPN models by successively
constructing and solving the underlying CTMC. In this section we focus on the construction
of the underlying CTMC from the SPN. We first address the case where the SPN does not
contain immediate transitions. We then discuss the slightly more complicated case with
immediate transitions.

Let us first recall how a CTMC is described (see Chapter 3): its generator matrix Q
specifies the possible transitions and their rates; its initial probability vector p(0) specifies
the starting state. Since we are only interested in the non-null entries of Q, we only need
to know all triples (4, 7,¢;;) (where ¢ and j are state identifiers) for which ¢;; # 0, and
where i # j, since the diagonal entries of Q can be derived from the non-diagonal entries.
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Let us now discuss the algorithm that derives a CTMC on state space R(my), with
generator matrix Q and initial probability vector p(0) from an SPN. For the time being
we assume that there are only (exponentially) timed transitions.

The algorithm is given in Figure 14.4. First, the sets NM and RS (for new markings and
reachability set, respectively) are initialised with the initial marking my. As long as NM
is not empty, an element m is taken from NM. Given this marking m, all enabled (timed)
transitions ¢ € Fy;(m) are generated. Then, one by one, the result of the firing of these
transitions is determined. The firing of transition ¢ in marking m yields the marking m/'.
The firing rate is W (¢, m). Therefore, the triple (m, m’, W (¢, m)) is stored, representing an
entry of the matrix Q. When the newly derived marking m' has not been examined before,
i.e., when it is not yet part of the reachability set, it is put in the reachability set as well
as in the set of new markings for further examination. When all the markings have been
examined, the set RS contains all possible markings (all states of the underlying CTMC)
and all non-zero non-diagonal entries of the matrix Q have been stored. Assuming that
the initial marking is the first one, the vector p is assigned its value.

When we allow for immediate transitions, we have to deal in a special way with the
vanishing markings. In principle, we can apply a similar algorithm as before; however, we
have to mark the entries in Q that correspond to the firing of immediate transitions. Instead
of storing the corresponding rates, we have to store the firing probabilities. Since the
obtained matrix is not really a generator matrix any more, we denote it as Q'. Furthermore,
note that the diagonal entries have not been given their value yet.

Suppose that we have used the above algorithm to derive a CTMC from an SPN and
that we have marked those state transitions that correspond to the firing of immediate
transitions. Note that these transitions come together in rows of which the corresponding

starting state is a vanishing marking. We therefore can reorder the states in Q' in such a

. _(c D 0 0
Q—A+B—(0 O)+(EF), (14.7)

where C is the matrix describing transitions between vanishing states, D the matrix de-

way that

scribing transitions from vanishing to tangible states, E the matrix describing transitions
from tangible to vanishing states, and F the matrix describing transitions between tangible
states. The elements of the matrices C, D, and E are transition probabilities. Below, we
will describe the derivation of the real generator matrix, denoted Q again, of the underlying
CTMC.

A departure from the set of tangible markings, via a non-zero entry in the matrix E, is

followed by zero or more transitions between vanishing states, via non-zero entries in the
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matrix C, and exactly one transition from a vanishing to a tangible state, via a non-zero
entry in the matrix D. We would like to reduce the matrix Q' in such a way that all
the possible state transitions between tangible states via one or more vanishing states are
accounted for. The thus obtained matrix Q (of the same size as F) then describes the
reduced embedded Markov chain.

To derive Q from Q’, we let ¢ and j denote tangible states and let r and s denote
vanishing states. Going from one tangible state i to another j can either take place directly,
with rate f;;, or indirectly with rate 3, e;, Pr{r — j}, where ¢, is the rate to leave a
tangible marking 7 to end up in a vanishing marking r, and where Pr{r — j} is the
probability of ending up in a tangible state j, starting from a vanishing state r, by one or
more steps. Consequently, we set

(14.8)

— { fij + 3, e, Pr{r = j}, i#j,
Gij = 7
07 1 :J

From (14.7) we observe that the entries of the matrix A! represent the probability of going
from a vanishing state r to any other state in exactly ! steps, under the condition that only
vanishing intermediate states are visited. Since

13 Cl—lD
N:(C y (14.9)
0 0

the element gl; of the matrix G! = ¥,_, C*~!D signifies the probability of reaching
tangible state 7 from vanishing state r in at most ! steps. Under mild regularity conditions
(irreducibility) the matrix G’ exists and is finite, also for I — co. Moreover, it can be
shown that G® = (I— C)™'D (geometric series extended for matrices, see Appendix B.2).
Using this result, we derive, for all 7 # j:

¢; = fij+ Zei,rgro,'}, (14.10)
or, in matrix notation,
Q=F+EG*=F+E(I-C)'D. (14.11)

This equation shows us how we can derive the generator matrix of the reduced embedded
CTMC from elements of the matrix Q' of the embedded CTMC. The only thing still to be
done is the computation of the diagonal entries. Notice that the reduced embedded CTMC
is smaller than the embedded CTMC. The determination of this smaller matrix Q, using

(14.11), however, involves an expensive matrix inversion.
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(1,1,0,0,0,0,1)

Hb

0,0,0,1,1,0,0) 6 (0,0,1,0,0,1,0)

Figure 14.5: Generated (unreduced) reachability graph

Instead of removing the immediate transitions after the complete unreduced Markov
chain has been generated, using (14.11), one can also remove the immediate transitions
during the generation process itself (“on the fly”) or by inspection of the matrix Q'. Let
m;, m, and ms be tangible markings and let m, be a vanishing marking. After Q' has
been constructed, it turns out that m; rate o My My prob. o ms and m,, preb..f my. The
vanishing marking is then removed and the following two transition (rates) are introduced:
from m; to m, with rate aX and from m,; to mgy with rate §A. This approach can be
followed for all vanishing markings encountered, and works well as long as there are no
infinite sequences (loops) of immediate transitions possible. We think that the latter is no
severe restriction; it might even be questioned whether using SPNs that allow for infinite
loops of immediate transition firings are good modelling practice anyway. In software tools
that allow for the construction of SPNs and for the automatic generation of the underlying
CTMC, a typical restriction is set on the number of immediate transitions that might be

enabled in sequence.

Example 14.9. Simultaneous resource possessing (III).

We apply the state space generation algorithm of Figure 14.4 to the SPN given in Fig-
ure 14.1. The reachability graph generated is depicted in Figure 14.5 where the dashed
ovals refer to vanishing markings and the other ovals to tangible markings. Numbering the

states as indicated in this figure, we obtain the following matrix:
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0 0[O0 10 0 O
0 01 0 0
PP 00 0 O

Q=10 0|pa 00 X 0 |,
0 w 0 0 0 A,
0 |0 00 0 O
w 00 00 0 O

in which we have indicated the partitioning in submatrices C through F. The matrix
G* =(I-C)™'D =D so that

0 A X 00

00 0 00O
EG*=|l0 0 0 0 0|,

0 0 pw, 00

0 wp 0 0O

so that the (non-diagonal entries of) Q can be computed:

Ae N 00
Ba - 0 A O
Q=F+EG¥= | 0 - 0 A
0 0 p, - 0
0 w 0 O
Notice that Q could also have been derived by inspection of Figure 14.5. a

To conclude this chapter, we show in Figure 14.6, how SPNs are used in a model-
based system evaluation. The system of interest is modelled as an SPN and the measures
of interest are indicated as well. After the model has been checked on its correctness,
e.g.,by computing place invariants with the method discussed in Section 14.2, the actual
solution can start. First, the underlying CTMC is generated with the algorithm discussed
in Section 14.4. Then, from this CTMC the probabilities of interest are computed with
the numerical methods to be discussed in Chapter 15. These probabilities are then used
to compute the measures of interest, according to the rules of Section 14.3; we could say
that the state probabilities are enhanced to yield system-oriented measures. Finally, these
system-oriented measures are interpreted in terms of the system being studied (refer to
Chapter 1 and the discussion of the GMTF, in particular to the example addressing tools
for SPNs).
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[ system of interestj

P ~

modelling -~ ">\ interpretation
v :
‘ SPN model I | measures of interest ‘
generation enhancement
’underlying CTMC \ | state probabilities |

N

numerical solution

Figure 14.6: The model construction and solution trajectory in SPN-based system evalu-

14.5 Further reading

Petri published his Ph.D. thesis on non-timed Petri nets in the early 1960s [232]. He was
awarded the Werner-von-Siemens-ring for his accomplishments in science and engineering
early in 1998. The first stochastic extensions of Petri nets appeared in the late 1970s.
Pioneering work has been accomplished by Natkin, Molloy, Ajmone Marsan et al. and
Meyer et al.. Natkin published his Ph.D. thesis on stochastic petri nets in 1980 [214]. In the
early 1980s Molloy published a paper on SPNs in which all the transitions had exponential
timing [205]. At the same time, Ajmone Marsan et al. published the well-known paper
on generalised SPNs (GSPNs) in which transitions could be either exponentially timed or
immediate (as we used) [4]. At about the same time, Meyer et al.introduced stochastic
activity networks (SANs) in which transitions are either of exponential type or immediate
(instantaneous in their terminology) [210, 209, 199]. In the mid 1980s the amount of
research on SPN formalisms and evaluation techniques increased sharply, also witnessed
by the start of an bi-annual IEEE conference series on Petri nets and performance models
in 1985 (published by the IEEE Computer Society Press as Proceedings of the International
Workshop on Petri Nets and Performance Models).

A number of books have been devoted (almost) exclusively to the use of SPNs: we
mention Ajmone Marsan et al.[1, 2] and Bause and Kritzinger [15]. The performance
evaluation textbook by Kant [152] and the book on Sharpe by Sahner et al.[249] also
address SPNs. Two surveys on the success of SPNs, including many references, have

recently been published by Balbo [11, 10].

In the field of stochastic Petri nets, much research is still going on. Most of it addresses
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one of the following four issues: (i) modelling ease; (ii) largeness of the underlying CTMCs;
(iii) timing distributions other than exponential; and (iv) alternative solution methods. We
briefly touch upon these four issues below.
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N models has been proposed. One of these
extensions is the attribution of colours to tokens, leading to the so-called coloured stochastic
Petri nets (CSPNs) [148, 149]. A marking then is not just an enumeration of the number of
tokens in all places, but also includes the colours of the tokens. Correspondingly, transitions
can be both marking and colour dependent. Coloured Petri nets can be transformed to
“black-and-white” stochastic Petri nets as we have discussed here. They then generally
become more complex to understand. For the solution, again the underlying CTMC is
used.

A slightly different approach has been followed in the definition of stochastic activity
networks (SANs) [253]. With SANs the enab

S AL L3

ling 1si
by the use of enabling functions that must be specified with every transition. Furthermore,
input and output gates are associated with transitions to indicate from which places tokens
are taken and in which places tokens are stored upon firing of the transition. With SANs
some nice hierarchical modelling constructs have been developed that decrease the size of
the state space of the underlying CTMC by using results from the theory of lumping in
CTMCs.

One of the largest problems in the application of SPNs is the growth of the state space
of the underlying CTMC. Although CTMCs with hundreds of thousands of states can be
handled with current-day workstations, there will always remain models that are just too
big to be solved efficiently. Solutions that have been proposed are often based on (approx-
imate) truncation techniques [121] or lumping [31, 32, 47, 253], thereby still performing
the solution at the state space level. By employing the structure of the underlying CTMC,
explicit generation of it can sometimes be avoided. This has led to alternative solution
methods, e.g., via the use of product-forms results, leading to so-called product-form SPNs
(PFSPNs) which allow for an efficient convolution or mean-value analysis style of solu-
tion [70, 75, 95|, and the use of matrix-geometric methods (which will be discussed in
Chapter 17).

Instead of using exponentially distributed firing times, deterministic and general timing
distributions are also of interest. Apart from using phase-type expansion techniques, the
state-of-the-art in generally-timed SPNs is such that only SPNs with at most one non-
exponentially timed transition enabled in every marking can be handled at reasonable
computational expense. These so-called deterministic and stochastic Petri nets (DSPNs)

have been introduced by Ajmone Marsan and Chiola [3] and have been further developed



14.6 Exercises 325

by, among others, Lindemann and German [104, 103, 182, 183, 184], Ciardo et al. [52] and
Choi et al. [49].

SPNs are not the only “high-level” formalisms to specify CTMCs. QN models can
also be interpreted as specifications of CTMCs. However, since the queueing networks
we have addressed allow for a specialised solution, using either MVA or convolution, it is
not necessary to generate and solve the underlying CTMC; it is more efficient to use the
special algorithms. When no special algorithms can be used, the underlying CTMC might
be explicitly generated and solved. Next to QNs, other techniques, such as those based on
production rule systems, process algebras and reliability block diagrams can be used. For

an overview of high-level formalisms for the specification of CTMCs, we refer to [121].

14.6 Exercises

14.1. SPN model of a system with server vacations.
Consider an M|M|1 queue with finite population K in which the server takes a vacation of

exponentially distributed length after exactly L customers have been served.

1. Construct an SPN for this queueing model when L = 2. Compute the place and
transition invariants.

2. Derive the underlying CTMC when K = 6.
3. Generalise the model such that only the initial marking has to be changed when L
changes. Again compute the place invariants.
14.2. CTMC construction.
Consider the SPN as given in Figure 14.7.

1. Construct the embedded Markov chain, including both the vanishing and the tangible

markings.
2. Construct the reduced embedded Markov chain, i.e., remove the vanishing markings

e with the matrix method discussed in Section 14.4;

e and by inspection of the matrix Q'.

14.3. Preemptive priority systems.
Construct an SPN for a system in which two priority classes exist. There are K (resp. K>)
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P5

1
7

Wl

Figure 14.7: An example SPN for which the underlying CTMC is to be determined

customers in each class, and customers of class 1 have preemptive priority over customers
of class 2. Assume that a class 2 customer is interrupted when a class 1 customer arrives

and that the interrupted customer has to be reserved completely.

14.4. Polling systems.

In Chapter 9 we have discussed polling models and developed results for the mean waiting
time in symmetric polling models. Let us now try to develop SPN-based polling mod-
els. Consider the case where we have three stations and where all the service times are
exponentially distributed, possibly with different means. Likewise, we assume that the
switch-over times are all exponentially distributed. Finally, assume that the arrival pro-
cesses are Poisson processes, however, fed from a finite source, i.e., for every station there

is a place that models the finite source (and sink) of jobs for that station.

1. Let there be at most one job at each station. Construct an SPN, modelling a three-
station polling model, where every station has a 1-limited scheduling strategy.

2. Derive the underlying CTMC for such an SPN.

3. Now let there be more than one job at each station (we increase the number of jobs
in the finite source). Construct an SPN, modelling a three-station polling model,

where every station has an exhaustive scheduling strategy.
4. Is it still possible to derive the underlying CTMC by hand?

5. Construct a model for a polling system where some stations have 1-limited schedul-
ing, and others have exhaustive scheduling. How is such a “mixed” model solved?
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Does the asymmetry have any impact on the complexity of the numerical solution
approach?

6. Construct a model of a station with a gated scheduling discipline.

7. Construct a model of a station with a time-based scheduling discipline, such as we
have discussed for the IBM token ring.

In Chapter 16 we will present a number of SPN-based polling models.

14.5. Availability modelling.

Consider a system consisting of n4 components of type A and ng components of type B.
The failure rate of components of type A (B) is f4 (fg) and the repair rates are r4 and g
respectively. We assume that the times to failure and the times to repair are exponentially
distributed. There is a single repair unit available for repairing failed components; it can
only repair one component at a time. Components that fail are immediately repaired,
given the repair unit is free; otherwise they have to queue for repair.

1. Construct an SPN modelling the availability of the system.
2. What would be a reasonable initial marking?
3. How many states does the underlying CTMC have, given n4 and ng?

4. The system is considered operational (available) when at least one component of each
class is non-failed. Express this condition in terms of required place occupancies. How

would you compute this availability measure?

Haverkort discusses this model at length in [121]; we will also address it in Chapter 16.
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Chapter 15
Numerical solution of Markov chains

ALTHOUGH a CTMC is completely described by its state space Z, its generator matrix
Q and its initial probability vector p(0), in most cases we will not directly specify
the CTMC at the state level. Instead, we use SPNs (or other high-level specification
techniques) to specify the CTMCs.

In this chapter, we focus on the solution of CTMCs with a finite, but possibly large,
state space, once they have been generated from a high-level specification. The solution
of infinite-state CTMCs has been discussed in Chapter 4 (birth-death queueing models),
Chapter 8 (quasi-birth-death queueing models) and Chapter 10 (open queueing network
models) and will be discussed further in Chapter 17.

Finite CTMCs can be studied for their steady-state as well as for their transient be-
haviour. In the former case, systems of linear equations have to be solved. How to do this,
using direct or iterative methods, is the topic of Section 15.1. In the latter case, linear

systems of differential equations have to be solved, which is addressed in Section 15.2.

15.1 Computing steady-state probabilities

As presented in Chapter 3, for obtaining the steady-state probabilities of a finite CTMC
with N states (numbered 1 through V), we need to solve the following system of N linear
equations:

where the right part is added to assure that the obtained solution is a probability vector.
We assume here that the CTMC is irreducible and aperiodic such that p does exist and
is independent of p(0). Notice that the left part of (15.1) in fact does not uniquely define
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the steady-state probabilities; however, together with the normalisation equation a unique
solution is found. For the explanations that follow, we will transpose the matrix Q and

denote it as A. Hence, we basically have to solve the following system of linear equations:
Ap" =b, with A=Q"T and b=0". (15.2)
Starting from this system of equations, various solution approaches can be chosen:

1. Direct methods:

e Gaussian elimination;

e LU-decomposition;
2. Iterative methods:

e Jacobi iteration;
e Gauss-Seidel iteration;

e Successive overrelaxation;

These methods will be discussed in more detail in the following sections.

15.1.1 Gaussian elimination

A characteristic of direct methods is that they aim at rewriting the system of equations in
such a form that explicit expressions for the steady-state probabilities are obtained. Typ-
ically, this rewriting procedure takes place in an a priori known number of computations
(given N). A very well-known and straightforward direct solution technique is Gaussian
elimination. The Gaussian elimination procedure consists of two phases: a reduction phase
and a substitution phase.

In the reduction phase repetitive subtractions of equations from one another are used
to make the system of equations upper-triangular (see also Figure 15.1). To do so, let the
i-th equation be 3°; a; jp; = 0 (this equals 3°; p;g;; = 0 in the non-transposed system).
We now vary ¢ from 1 to N. The j-th equation, with j =i+ 1,---, N, is now changed by
subtracting the i-th equation m;; times from it, where m;; = a;;/a;;, that is, we reassign

the a; i values as follows:
Ajk = Qg — MGGk, ok > i (15.3)

Clearly, a;; := a;; — mj;a;; = 0, for all j > 3. By repeating this procedure for increasing

i, the linear system of equations is transformed, in N — 1 steps, to an upper-triangular
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first 3 rows reduced

Gai > <o oW §
yet unreduced
Z€ro
------------------- = <<----- TOW 7
Q55 = Qjk M504k A

" column being reduced

Figure 15.1: Schematic representation of the i-th reduction step in the Gaussian elimination
procedure

system of equations. The element a;; that acts as a divisor is called the pivot. If a pivot
is encountered that equals 0, the algorithm would attempt to divide by 0. Such a failure
indicates that the system of equations being solved does not have a solution. Since Q is a
generator matrix of an irreducible ergodic CTMC, this problem will not occur. Moreover,
since A is weakly diagonal dominant (a;; is as large as the sum of all the values a;; (j # )

in the same column) we have that m;; < 1 so that overflow problems are unlikely to occur.

At the end of the reduction phase, the N-th equation will always reduce to a trivial
one (0 = 0). This is no surprise, since the system of equations without normalisation is
not of full rank. We might even completely ignore the last equation. Since the right-hand
side of the linear system of equations equals 0, we do not have to change anything there.
When the right-hand side is a non-zero vector b, we would have to set b; := b; — m;;b;, for

all j > ¢ in each step in the reduction process.

After the reduction has been performed, the substitution phase can start. The equation
for py does not help us any further; we therefore assume a value a > 0 for py. This
value for py can be substituted in the first N — 1 equations, thus yielding a system of
equations with one unknown less. We implement this by setting b; := b; — a; npn. Now,
the (N — 1)-th equation will have only one unknown left which we can directly compute
as py—1 = by_1/an_1,n—1. This new value can be substituted in the N — 2 remaining
equations, after which the (N — 2)-th equation has only one unknown. This procedure
can be repeated until all probabilities have been computed explicitly in terms of a. We

then use the normalisation equation to compute o to obtain the true probability vector,
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for i:=1to N—-1
do for j:=i+1 to N
do
mji = aj;/i; aj; =0
for k:=i+1 to N
do aj = Qjr — M;iQ;k
od
od
PN I=Q; 0=«
for j:= N downto 2
do
for i:=j—1 downto 1

© 0 N 0 N o U W N

N
N = O

do bz = bz‘ — Q;,;Pj
Pj—1:=bj_1/a; 11

0c:=0+pja

[N
oW

.od
.for i:=1 to N do p; :=p;/o

-
o

Figure 15.2: The Gaussian elimination procedure

that is, we compute o = Zf\il p; and set p; := p;/o, for all i. We summarise the complete

algorithm in Figure 15.2.

Example 15.1. Gaussian elimination.
As an example, consider a CTMC for which the matrix Q is given by

-4 2 2
Q= 1 -2 1
6 0 -6

Writing pQ = 0, we obtain:

—4py +p;  +6p3 =0,
2p1 —2ps =0,
2py +p, —6ps =0.

(15.4)

(15.5)

Adding the first equation one-half times (mq; = —-%) to the other equations, we obtain the
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following:
—4p, +p2 +6ps =0,
15[)2 —3p3 =0.

We then add the second equation once to the third to obtain:

—4 6 =0
{ P11 P2 +6ps ) (15.7)

~1.5p; +3p3 =0,

where the last equation has disappeared; we therefore assume p3 = « and obtain the
following system of equations by back-substitution:

—4 =—6
{ D1 +p2 «, : (158)

—'15[)2 = —304,

from which we obtain that p, = 2a. Substituting this result in the first equation, we obtain
p1 = 2a. Thus, we find p = «(2,2,1). Using the normalisation equation, we find 5o = 1
so that the final solution vector equals p = (%, %, %) O

Instead of assuming the value a for py, we can also directly include the normalisation
equation in the Gaussian elimination procedure. The best way to go then, is to replace
the N-th equation with the equation }; p; = 1. In doing so, the last equation will directly
give us py. The substitution phase can proceed as before.

Observing the algorithm in Figure 15.2 we see that the computational complexity is
O(N?®). By a more careful study of the algorithm, one will find that about N3/3 + N?/2
multiplications and additions have to be performed, as well as N(N + 1)/2 divisions.
Clearly, these numbers increase rapidly with increasing N. The main problem with Gaus-
sian elimination lies in the storage. Although A will initially be sparse for most models,
the reduction procedure normally increases the number of non-zeros in A. At the end of
the reduction phase, most entries of the upper half of A will be non-zero. The non-zero el-
ements generated during this phase are called fill-ins. They can only be inserted efficiently
when direct storage structures (arrays) are used. To store the upper-triangular matrix A,
N2/2 floats have to be stored, normally each taking 6 or 8 bytes. For moderately sized
models generated from SPN specifications, N can easily be as large as 10* or even 10°.
This then precludes the use of Gaussian elimination. Fortunately, there are methods to
compute p that do not change A and that are very fast as well. We will discuss these
methods after we have discussed one alternative direct method.
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15.1.2 LU decomposition

A method known as LU decomposition is advantageous to use when multiple systems of
equations have to be solved, all of the form Az = b, for different values of b. The method
starts by decomposing A such that it can be written as the product of two matrices L and

U, where the former is lower-triangular, and the latter is upper-triangular. We have:

Az=b = LUz=% (15.9)

I {IHG

After the decomposition has taken place, we have to solve Lz = b, after which we solve
Uz = z. Since the last two systems of equations are triangular, their solution can be found
by a simple forward- and back-substitution.

The main question then lies in the computation of suitable matrices L and U. Since
A is the product of these two matrices, we know that

N
g =Y lLigurg, 4§ =1, N. (15.10)
k=1

Given the fact that L and U are lower- and upper-triangular, we have to find N? + N
unknowns:

{ Lij, i=1,---,N, k=1,---i,
Ukj, k=1,--- N, j=k,---,N.
Since (15.10) only consists of N? equations, we have to assume N values to determine a
unique solution. Two well-known schemes in this context are [268]:

o the Doolittle decomposition where one assumes l;; =1,2=1,---,N;
e the Crout decomposition where one assumes u;; =1,¢=1,---,N.

In the sequel, we consider the Doolittle variant. First notice that in (15.10) many of the
terms in the summation are zero, since one of the numbers being multiplied is zero. In

fact, we can rewrite (15.10) in a more convenient form as follows:

{ i<t e =y + Yoy ikt (15.12)

. . 1—1
i>5 0 ey =ligu; S Lkt
From this system of equations, we can now iteratively compute the entries of L and U as

follows:

{ i<g uy = aij — Sph g, (15.13)

. .. 1 J—1
i>5: l;= o (a'i,j — 2 k=1 li,kuk,j) ,
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by increasing ¢ from 1 until /V is reached.

Example 15.2. LU decomposition (I).

Suppose we want to decompose

3 2 5
A=} 61 38 )
-7 2 -3

using a Doolittle LU decomposition. We then know that

1 00
L= 10 and U= 0
1 0 0
We start to compute u;; = a;1; = 3. We then can compute ls; = ag1/u;1 = —2. Then,
U2 = a1p = 2. From this, we find upy = aps — lp1ur2 = 5. We then compute l3; = —1
and find [, = %. Viauyg = a3 =5and upg = 18 we find uz 3 = a3,3~Zi:1 ls pUi3 = v%.
We thus find:
1 0 0 3 2 5
A=LU, with L=] -2 1 0 and U=| 0 5 18
1 11 1
—23 13 1 0 0 —153

Example 15.3. LU decomposition (II).

The result of the LU decomposition is given by the matrices L and U in the previous
example. To solve Az = 1, we now first solve for z in Lz = 1. A simple substitution
procedure yields z = (1, 3, ~§) We now continue to solve Uz = z; also here a substitution

1

procedure suffices to find = 175(—4,51,5). It is easily verified that this value for z indeed

satisfies Az = 1. |

Example 15.4. LU decomposition (III).
We reconsider the CTMC for which the matrix Q is given by

-4 2 2
Q=1 -2 1 |. (15.14)
6 0 —6
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We now form the matrix A = QT and in addition directly include the normalisation

equation. To find the steady-state probabilities we have to solve:

-4 1 6 p1 0
2 =201l p]|=101{. (15.15)
11 P3

1 0 -4 1 6
A=LU=| -1 1 0 -2 3]. (15.16)
1 10
-1 -1 0 0 5

The solution of Lz = (0,0,1)” now reveals, via a simple substitution, that z = (0,0,1).
We now have to find p from Up = g, from which we, again via a substitution procedure,
find p = (%, %, é), as we have seen before. 0O

In the above example, we took a specific way to deal with the normalisation equation:
we replaced one equation from the “normal” system with the normalisation equation. In
doing so, the vector b changes to b = (0,0, 1) and after the solution of Lz = b, we found
z = (0,0,1)T. This is not only true for the above example; if we replace the last equation,
the vector z always has this value, and so we do not really have to solve the system
Lz = (0,0,1)T. Hence, after the LU decomposition has been performed, we can always
directly solve p from Up = (0,---,0, 1)T.

Opposed to the above variant, we can also postpone the normalisation, as we have done
in the Gaussian elimination case. We then decompose A = QT = LU, for which we will
find that the last row of U contains only 0’s. The solution of Lz = 0 will then always yield
z =0, so that we can immediately solve Up = 0. This triangular system of equations can
easily be solved via a back-substitution procedure; however, we have to assume py = «
and compute the rest of p relative to o as well. A final normalisation will then yield the
ultimate steady-state probability vector p.

Postponing the normalisation is preferred in most cases for at least two reasons: (i)
it provides an implicit numerical accuracy test in that the last row of U should equal 0;
and (ii) it requires less computations than the implicit normalisation since the number of
non-zeros in the matrices that need to be handled is smaller. Of course, these advantages
will become more important for larger values of N.

The LU decomposition solution method has the same computational complexity of

O(N?) as the Gaussian elimination procedure. The decomposition can be performed with
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only one data structure (typically an array). Initially, the matrix A is stored in it, but
during the decomposition the elements of L (except for the diagonal elements from L, but
these are equal to 1 anyway) and the elements of U replace the original values.

We finally comment on the occurrence of over- and underflow during the computations.
Underflow can be dealt with by setting intermediate values smaller than some threshold,
say 107 equal to 0. Overflow is unlikely to occur during the reduction phase in the
Gaussian elimination (the pivots are the largest (absolute) quantities in every column). If
in other parts of the algorithms overflow tends to occur (observed if some of the values
grow above a certain threshold, say 10'°) then an intermediate normalisation of the solution

vector is required. A final normalisation then completes the procedures.

15.1.3 Power, Jacobi, Gauss-Seidel and SOR iterative methods

Although direct methods are suitable to solve smaller instances of the system of equations
(15.2), for reasons of computational and memory efficiency they cannot be used when the
number of states N grows beyond about a thousand. Instead, we use iterative methods
in these cases. With iterative methods, the involved matrices do not change (fill-in is
avoided), so that they can be stored efficiently using sparse matrix methods. Moreover,
these methods can be implemented such that in the matrix-multiplications only the mul-
tiplications with two non-zero operands are taken into account. This of course speeds up
the computations enormously.

Iterative procedures do not result in an explicit solution of the system of equations. A
key characteristic of iterative methods is that it is not possible to state a priori how many
computational steps are required. Instead, a simple numerical procedure (the iteration

step) is performed repeatedly until a desired level of accuracy is reached.

The Power method

We have already seen the simplest iterative method to solve for the steady-state probabil-
ities of a DTMC in Chapter 4: the Power method. The Power method performs successive
multiplication of the steady-state probability vector v with P until convergence is reached.
The Power method can also be applied for CTMCs. Given a CTMC with generator matrix
Q, we can compute the DTMC transition matrix P = I+ Q/\. If we take A > max;{|¢.;|},
the matrix P is a stochastic matrix and describes the evolution of the CTMC in time-steps
of mean length 1/A (see Section 15.2 for a more precise formulation). Using P and set-
ting g(o) = p(0) as initial estimate for the steady-state probability vector, we can compute
p*l) = B(k)P and find that p = limg_,e p®.
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The Power method solves p as the left Eigenvector of P, corresponding to an Eigenvalue
1. The employed matrix P is called the iteration matrix and denoted as ®p.

Note that the Power method as sketched above is also often called uniformisation (see
Section 15.2). It is also allowed to use values of A < max;{|g;;|} to construct a matrix P.
However, in that case P is not a stochastic matrix and the DTMC-interpretation is not
valid any more. Furthermore, it is also possible to apply the Power method with a matrix
P, with p}; = ¢i/14:.1,
vector v’ then needs to be renormalised to account for the different mean residence times

, and p;; = 0. After convergence, the resulting probability

per state, as we have seen for SMCs in Chapter 3.

In practice, the Power method is not very efficient (see also Chapter 8 where we dis-
cussed the convergence of the Power method to compute the largest Eigenvalue of a matrix).
Since more efficient methods do exist, we do not discuss the Power method any further.

The Jacobi method

Two of the best-known (and simple) iterative methods are the Jacobi iterative method and
the Gauss-Seidel iterative method. These methods first rewrite the i-th equation of the
linear system (15.2) into:

(ZPJ% + Zm%) : (15.17)

Jj<t 7>t

Ian

We clearly need a;; # 0; when the linear system is used to solve for the steady-state
probabilities of an irreducible aperiodic CTMC, this is guaranteed.

The iterative procedures now proceed with assuming a first guess for p, denoted Q(O).
If one does know an approximate solution for p, it can be used as initial guess, e.g., when
a similar model with slightly different parameters has been solved before, the solution
vector for that model might be used as initial estimate, although the convergence gain in
doing so is mostly small. In other cases, the uniform distribution is a reasonable choice,

ie., p,(,o) = 1/N. The next estimate for p is then computed as follows:

1

k41 k

pitY = S p¥a;+ Y Ve | = o S pPaiy | (15.18)
|a’ 2 1< j>i a1ﬂ|

This is the Jacobi iteration scheme. We continue to iterate until two successive estimates

for p differ less than some € from one another, i.e.,when |[p*+!) — p®}| < € (difference

criterion). Notice that when this difference is very small, this does not always imply that

the solution vector has been found. Indeed, it might be the case that the convergence
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towards the solution is very slow. Therefore, it is good to check whether ||A1_)(k)l| <€
(residual criterion). Since this way of checking convergence is more expensive, often a
combination of these two methods is used: use the difference criterion normally; once it is
satisfied use the residual criterion. If the convergence is really slow, two successive iterates
might be very close to one another, although the actual value for p is still “far away”.
To avoid the difference criterion to stop the iteration process too soon, one might instead
check on the difference between non-successive iterates, i.e.,|[p**t) — p*=9|| < ¢ with
de IN* (and d < k).

When we denote the diagonal matrix D = diag(a;;) and L and U respectively as the
lower and upper triangular half of A (these matrices should not be confused with the
matrices L and U used in the LU-decomposition!), we can write Q7 = A = D — (L + U),
so that we can write the Jacobi iteration scheme in matrix-vector notation as:

B(k+1) =D YL+ U)B(k)‘ (15.19)

We observe that the Jacobi method has iteration matrix ®; = D7'(L + U).

The Gauss-Seidel method

The Jacobi method requires the storage of both g(’“) and g('““) during an iteration step.
If, instead, the computation is structured such that the (k + 1)-th estimates are already

used as soon as they have been computed, we obtain the Gauss-Seidel scheme:

k (k
Pz(' +1) _ = (Zp] +1) a, +Zp] a”) , (15.20)

1<t 3>

where we assume that the order of computation is from p; to px. This scheme then requires
only one probability vector to be stored, since the (k + 1)-th estimate for p; immediately
replaces the k-th estimate in the single stored vector p.

Employing the same matrix notation as above, we can write the Gauss-Seidel iteration

scheme in matrix-vector notation as
Dp*+D) = Lpk+D) 4 Up®) (15.21)

from which we conclude

p**) = (D — L)~tUup®. (15.22)

We observe that the Gauss-Seidel method has iteration matrix ®gg = (D — L)~'U.
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The SOR method

The last method we mention is the successive over-relazation method (SOR). SOR is an ex-
tension of the Gauss-Seidel method, in which the vector ;_)(k“) is computed as the weighted
average of the vector Q(k) and the vector B(k'”) that would have been used in the (pure)

Gauss-Seidel iteration. That is, we have, for7 =1,---, N:

& k w k k
A =0l 2 (S ), s

| il \ j<i >

where w € (0,2) is the relaxation factor. When w = 1, this method reduces to the Gauss-
Seidel iteration scheme; however, when we take w > 1 (or w < 1) we speak over over-
relaxation (under-relaxation). With a proper choice of w, the iterative solution process can
be accelerated significantly. Unfortunately, the optimal choice of w cannot be determined
a priori. We can, however, estimate w during the solution process itself, as will be pointed
out below.

Employing the same matrix notation as before, we can write the SOR iteration scheme

in matrix-vector notation as
Dg(k“) =(1-— w)p_(k) + wD‘l(Lg(k“) + Ug(k)), (15.24)
from which we conclude

) = (D — wL) (WU + (1 — w)D)p®. (15.25)

We observe that the SOR method has iteration matrix ®sop = (D—wL) }(wU+(1-w)D).

When using the SOR method, we start with w = 1 for about 10 iteration steps. In order
to find a better value for w, we can use the method proposed by Hageman and Young [116].
We then have to compute an estimate for the second largest Eigenvalue of the iteration

matrix ®gor as follows:
_lp® ) = p]]

A = 520
A new estimate for w, denoted ' can then be computed as
2 A -1
/ with y=2F¥ -1 (15.27)

W=, — =
14++/1—v2 wv/ Ao

This new estimate then replaces the old value of w, and should be used for another number
of iterations, after which the estimation procedure is repeated. Whenever successive itera-
tion vectors are becoming worse, or when the estimated sub-dominant Eigenvalue A2 > 1,

then w should be reduced towards 1.
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From the discussion of the Power method in Chapter 8 (in the context of the computa-
tion of Eigenvalues), we recall that convergence is achieved faster when the second-largest
(sub-dominant) Eigenvalue is smaller. In the iteration matrices given above, the largest
Eigenvalue always equals 1, and the speed of convergence of the discussed methods then
depends on the sub-dominant Eigenvalue. With the SOR method, with a proper choice
of w one can adapt the iteration matrix such that its second-largest Eigenvalue becomes
smaller.

Time and space complexity

The above iterative methods can be used to solve the linear systems arising in the solution
of the steady-state probabilities for CTMCs, with or without the normalisation equation.
Quite generally we can state that it is better not to include the normalisation equation.
If the normalisation equation is included, the actual iteration matrices change in such a
way that the sub-dominant Eigenvalue increases, hence reducing the speed of convergence.
Therefore, one better performs an explicit normalisation after a number of iterations.

We finally comment on the time and space complexity of the discussed iterative meth-
ods. All methods require the storage of the matrix A in some form. For larger modelling
problems, A has to be stored sparsely; it is then important that the sparse storage struc-
ture is structured such that row-wise access is very efficient since all methods require the
product of a row of A with the iteration vector B(k)' The Power and the Jacobi method
require two iteration vectors to be stored, each of length N. The Gauss-Seidel and the
SOR method only require one such vector. In all the iteration schemes the divisions by
la;;| (and for SOR the multiplication with w) need to be done only once, either before the
actual iteration process starts or during the first iteration step, by changing the matrix
A accordingly. This saves N divisions (and N multiplications for SOR) per iteration. A
single iteration can then be interpreted as a single matrix-vector multiplication (MVM).
In a non-sparse implementation, a single MVM costs O(N?) multiplications and additions.
However, in a suitably chosen sparse storage structure only O(rn) multiplications and addi-
tions are required, where 7 is the number of non-zero elements in A. Typically, the number
of nonzero elements per column in A is limited to a few dozen. For example, considering
an SPN used to generate an underlying CTMC, the number of nonzero elements per row
in Q equals the number of enabled transitions in a particular marking. This number is
bounded by the number of transitions in the SPN, which is normally much smaller than
N (especially when N is large). Hence, it is reasonable to assume that 7 is of order O(N),
so that one iteration step then takes O(N) operations.
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An important difference between the presented iterative methods is the number of

required iterations that are typically required. This number can be estimated as

Nol — loge

g 2y (15.28)

where € is the required accuracy and A; is the sub-dominant Eigenvalue of the iteration
matrix. Since we do not have knowledge about Ay, we cannot compute Nol a priori but
we observe that the closer A, is to A; = 1, the slower the convergence. Typically, the
Power method converges slowest, and the Gauss-Seidel method typically outperforms the
Jacobi method. With the SOR method, a proper choice of the relaxation factor w results
in a smaller value for A;, hence, accelerates the iteration process, so that it often is the
fastest method. In practical modelling problems, arising from CTMCs generated from SPN
specifications, Nol can range from just a few to a few thousands.

Example 15.5. Comparing the Power, Jacobi and Gauss-Seidel methods.
We reconsider the CTMC for which the matrix Q is given by

-4 2 2
Q= 1 -2 1
6 0 —6

For the Power method we obtain the iteration matrix ®% = I+ Q/), with A = 6, so that

2
(IJP:— 2
2

— R =
o o O

The matrix A = QT can be decomposed as D — (L + U), so that we find:

$; =D YL+U)=

wi= = O
o= O B
O O wiw

and
13
03 3
-1

Pes=(D-L)"U=|0 § 3
o 1 3
8 1

These iteration matrices have the following Eigenvalues:

QP I @J | QGS

1.000 0.408 —O.408|1.000 -0.500 —0.500]1‘000 0.000 0.000
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Power Jacobi Gauss-Seidel
(10.5000, 0.3333, 0.1667 ) ( 0.5385, 0.3077, 0.1538 ( 0.5833, 0.5833, 0.2917 )
(10.3889, 0.3889, 0.2222 ) ( 0.4902, 0.3137, 0.1961 ( 0.4000, 0.4000, 0.2000 )
( 0.4167, 0.3889, 0.1944 ) ( 0.3796, 0.4213, 0.1991 ( 0.4000, 0.4000, 0.2000 )
) )
)

( 0.3981, 0.3981, 0.2037 ) ( 0.3979, 0.4023, 0.1998
( 0.4028, 0.3981, 0.1991 )  ( 0.4001, 0.3999, 0.2000
( 0.3997, 0.3997, 0.2006 )  ( 0.4000, 0.4000, 0.2000
( 0.4005, 0.3997, 0.1998 ) ( 0.4000, 0.4000, 0.2000
( 0.3999, 0.3999, 0.2001 ) ( 0.4000, 0.4000, 0.2000
( 0.4001, 0.3999, 0.2000 ) :

10 ( 0.4000, 0.4000, 0.2000 )

© 0 =N O Ut ol w N T
e N’ N N N s N N

Table 15.1: The first few iteration vectors for three iterative solution methods
As starting vector for the iterations we take (%, %, %) In the Jacobi and Gauss-Seidel
method we renormalized the probability vector after every iteration. In Table 15.1 we
show the first ten iteration vectors for these methods. As can be seen, the Power method
convergest slowest, followed by the Jacobi and the Gauss-Seidel method. O

15.2 Transient behaviour

In this section we discuss the solution of the time-dependent behaviour of a CTMC. In Sec-
tion 15.2.1 we explain why transient behaviour is of interest and which equations we need
to solve for that purpose. We then continue with the discussion of a simple Runge-Kutta
method in Section 15.2.2. In Section 15.2.3 we proceed with a very reliable method, known
as uniformisation, to compute the time-dependent state probabilities. This method exploits
the special probabilistic properties of the problem at hand. Finally, in Section 15.2.4, we

comment on the use of uniformisation to compute cumulative measures.

15.2.1 Introduction

Up till now we have mainly addressed the use and computation of the steady-state prob-
abilities of CTMCs. In general, steady-state measures do suffice for the evaluation of the

performance of most systems. There are, however, exceptions to this rule, for instance
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o when the system life-time is so short that steady-state is not reached,;
e when the start-up period towards the steady-state situation itself is of interest;

e when temporary overload periods, for which no steady-state solution exists, are of
interest;

e when reliability and availability properties are taken into account in the model,
e.g., non-repairable systems that are failure-prone are of no interest in steady-state,
since then they will have completely failed.

The time-dependent state probabilities of a CTMC are specified by a linear system of
differential equations (see also (3.39)):

Q’(t) =p(t)Q, given p(0). (15.29)

Measures that are specified in terms of p(t) are called instant-of-time measures. If we

associate a reward r; with every state, the expected reward at time ¢ can be computed as

M=

EIX(5)] = Y. ripilt). (15.30)

2

1l
-

The rewards express the amount of gain (or costs) that is accumulated per unit of time in
state i; E[X (t)] then expresses the overall gain accumulated per time-unit.

In many modelling applications, not only the values of the state probabilities at a time
instance t are of importance, but also the total time spent in any state up to some time
t. That is, we are interested in so-called cumulative measures. We therefore define the
cumulative state vector [(t) as

1w = [ " p(s)ds. (15.31)

Notice that the entries of [(t) are no longer probabilities; [;(t) denotes the overall time
spent in state ¢ during the interval [0,%). Integrating (15.29), we obtain

ftp’(S)ds = /tp(S)st, (15.32)
0~ 0=
which can be rewritten as

p(t) —p(0) = L()Q, (15.33)

which equals, after having substituted I'(t) = p(t):

I(t) = 1()Q + p(0). (15.34)
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We see that a similar differential equation can be used to obtain I(t) as to obtain p(t). If

r; is the reward for staying one time-unit in state 7, then

expresses the total amount of reward gained over the period [0,t). The distribution
Fy(y,t) = Pr{Y(t) < y} has been defined by Meyer as the performability distribution
[196, 197]; it expresses the probability that a reward of at most y is gained in the period
[0,%). Meyer developed his performability measure in order to express the effectiveness of
use of computer systems in failure prone environments. After the next example we will
present an expression to compute E[Y (t)] efficiently and comment on the computation of
the distribution of Y (¢).

Example 15.6. Measure interpretation.

Consider a three-state CTMC with generator matrix

-2f 2f 0
Q= r —(f+r) f
0 T -7

This CTMC models the availability of a computer system with two processors. In state 1
both processors are operational but can fail with rate 2f. In state 2 only one processor is
operational (and can fail with rate f); the other one is repaired with rate r. In state 3 both
processors have failed; one of them is being repaired. Note that we assume that both the
processor life-times and the repair times are negative exponentially distributed. Since in
state 1 both processors operate, we assign a reward 2u to state 1, where y is the effective
processing rate of a single processor. Similarly, we assign 7, = ¢ and r3 = 0. We assume
that the system is initially fully operational, i.e., p(0) = (1,0,0). The following measures

can now be computed:

o Steady-state reward rate (3°;7;p;): the expected processing rate of the system in
steady-state, i.e., the long-term average processing rate of the system;

e Expected instant reward rate (3°; 7;p;(t)): the expected processing rate at a particular
time instance ;

e Expected accumulated reward (3°;r;l;(t)): the expected number of jobs (of fixed
length 1) processed in the interval [0, t);
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¢ Finally, the accumulated reward distribution Fy(y,t) at time ¢ expresses what, the
probability is that at most y jobs (of fixed length 1) have been processed in [0, ).

O

15.2.2 Runge-Kutta methods

The numerical solution of systems of differential equations has long been (and still is)
an important topic in numerical mathematics. Many numerical procedures have been
developed for this purpose, all with specific strengths and weaknesses. Below, we will
present one such method in a concise way, thereby focusing on the computation of p(t).

The basic idea with Runge-Kutta methods (RK-methods) is to approximate the contin-
uous vector function p(t) that follows from the differential equation p'(t) = p(¢)Q, given
p(0), by a discrete function z; (i € IN), where m; approximates p(ih), i.e.,h is the fixed
step-size in the discretisation. Normally, m, = p(0), and the smaller h, the better (but
more expensive) the solution is.

With Runge-Kutta methods, the last computed value for any point m; is used to
compute m;,,. The values m, through m;_; are not used to compute m;,,. Therefore,
Runge-Kutta methods are called single-step methods. They are always stable, provided
the step-size h is taken sufficiently small. Unlike Euler-methods (and variants), Runge-
Kutta methods do not require the computation of derivatives of the function of interest.
Since the latter is normally a costly operation, RK-methods are fairly efficient. There are
many Runge-Kutta schemes; they are distinguished on the basis of their order. A Runge-
Kutta method is of order k if the exact Taylor series for p(t + h) and the solution of the
RK-scheme for time instance t + h coincide as far as the terms up to h* are concerned.

One of the most widely used RK-methods is the RK4 method (Runge-Kutta method of
order 4). For a (vector) differential equation p'(t) = p(¢)Q, given p(0), successive estimates
for mr; are computed as follows:

h
Tip1 =T + g(ﬁl + 2ky + 2k3 + ky), (15.36)
with
kE, =mQ,
ky =(m+ %Ez)Qa
ky = (m + hks)Q.
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Since the RK4 method provides an explicit solution to m;, it is called an explicit 4th-order
method. Per iteration step of length h, it requires 4 matrix-vector multiplications, 7 vector-
vector additions and 4 scalar-vector multiplications. Furthermore, apart from Q and x also
storage for at least two intermediate probability vectors is required.

In contrast, other RK-methods will yield a system of linear equations in which the
vector of interest, i.e., m;, appears implicitly. Such methods are normally more expensive
to employ and can therefore only be justified in special situations, e.g., when the CTMC
under study is stiff, meaning that the ratio of the largest and smallest rate appearing in
Q is very large, say of the order of 10* or higher.

There is much more to say about numerical methods to solve differential equations,
however, we will not do so. Instead, we will focus on a class of methods especially developed
for the solution of the transient behaviour of CTMCs in the next section.

15.2.3 Uniformisation

We first consider the scalar differential equation p'(t) = p@, given p(0). From elementary
analysis we know that the solution to this differential equation is p(t) = p(0)e®*. When we
deal with a linear system of differential equations, as appears when addressing CTMCs,
the transient behaviour can still be computed from an exponential function, now in terms

of vectors and matrices:

p(t) = p(0)e?". (15.38)

Direct computation of this matrix exponential, e.g.,via a Taylor series as 52,(Qt)" /4!,
is in general not feasible because [204]: (i) the infinite summation that appears in the
Taylor series cannot be truncated efficiently; (ii) severe round-off errors usually will occur
due to the fact that Q contains positive as well as negative entries; and (iii) the matrices
(Qt)* become non-sparse, thus requiring too much storage capacity for practically relevant
applications. Although the last drawback can be handled by using larger memories, the
former two drawbacks are more profound. An analysis based on the Eigenvalues and
Eigenvectors of Q is possible, but this is a very expensive way to go, especially if Q is large.
Therefore, other algorithms have been developed of which uniformisation is currently the
most popular.

Uniformisation is based on the more general concept of uniformisation [147] and is also
known as Jensen’s method [110] or randomisation [113]. To use uniformisation, we define

the matrix

P=I+% = Q=AP-TI). (15.39)
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CTMC uniformised DTMC

Figure 15.3: A small CTMC and the corresponding DTMC after uniformisation

If A is chosen such that A > max;{|g; |}, then the entries in P are all between 0 and 1, while
the rows of P sum to 1. In other words, P is a stochastic matrix and describes a DTMC.

The value of A, the so-called uniformisation rate, can be derived from Q by inspection.

Example 15.7. Uniformising a CTMC.
Consider the CTMC given by

-4 2 2
Q= 1 -2 1 (15.40)
6 0 —6

and initial probability vector p(0) = (1,0,0). For the uniformisation rate we find by
inspection: A = 6, so that the corresponding DTMC is given by:

] 2 2 2
P=_|141 (15.41)
6 0 0
The CTMC and the DTMC are given in Figure 15.3. o

The uniformisation of a CTMC into a DTMC can be understood as follows. In the
CTMC, the state residence times are exponentially distributed. The state with the shortest
residence times provides us with the value A. For that state, one epoch in the DTMC
corresponds to one negative exponentially distributed delay with rate A, after which one
of the successor states is selected probabilistically. For the states in the CTMC that have
total outgoing rate A, the corresponding states in the DTMC will not have self-loops. For
states in the CTMC having a state residence time distribution with a rate smaller than

A (the states having on average a longer state residence time), one epoch in the DTMC
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might not be long enough; hence, in the next epoch these states might be revisited. This
is made possible by the definition of P, in which these states have self-loops, i.e., p;; > 0.
Using the matrix P, we can write

p(t) = p(0)e? = p(0)eMF 1! = p(0)e M Pt = p(0)e M ", (15.42)
We now employ a Taylor-series expansion for the last matrix exponential as follows
= (AP ad n
p(t) = p(0)e™ Y % =p(0) ) ¢(At;n)P", (15.43)
n=0 : n=0
where )
P(\t;n) = e_’\t%, n € IN, (15.44)

are Poisson probabilities, i.e.,¥(At;n) is the probability of n events occurring in [0,t) in a
Poisson process with rate A. Of course, we still deal with a Taylor series approach here;
however, the involved P-matrix is a probabilistic matrix with all its entries between 0 and
1, as are the Poisson probabilities. Hence, this Taylor series “behaves nicely”, as we will
discuss below.

Equation (15.43) can be understood as follows. At time ¢, the probability mass of
the CTMC, initially distributed according to p(0) has been redistributed according to the
DTMC with state-transition matrix P. During the time interval [0,¢), with probability
¥ (At;n) exactly n jumps have taken place. The effect of these n jumps on the initial
distribution p(0) is described by the vector-matrix product p(0)P". Weighting this vector
with the associated Poisson probability 4(At;n), and summing over all possible numbers
of jumps in [0,t), we obtain, by the law of total probability, the probability vector p(t).

Uniformisation allows for an iterative solution algorithm in which no matrix-matrix
multiplications take place, and thus no matrix fill-in occurs. Instead of directly computing
(15.43) one considers the following sum of vectors:

p(0) = 3 v06) (pOP") = 3 v, (15.45)

where 7, being the state probability distribution vector after n epochs in the DTMC with

transition matrix P, is derived recursively as
1o =p(0) and m,=x, P, neNT. (15.46)

Clearly, the infinite sum in (15.45) has to be truncated, say after k. iterations or epochs in
the DTMC. The actually computed state probability vector p(t) is then:

B(t) = 3 w(M; ), (15.47)
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At
€ 01 02 1 2 4 8 16
0.0005 2 3 6 &8 12 19 31
000006 3 3 7 10 14 21 34
0.000005 3 4 8 11 16 23 37

Table 15.2: The number of required steps k. as a function of € and the product At

The number of terms that has to be added to reach a prespecified accuracy € can now be
computed ¢ priori as follows. It can be shown that the difference between the computed
and the exact value of the transient probability vector is bounded as follows:
< (A"
llp(t) =B <1—=Y e T (15.48)

n=0

Thus, we have to find that value of k. such that 1 — Y% e~ (At)*/n! < e. Stated
differently, we need the smallest value of k. that satisfies

ke () _1—c¢ \e

Z Pt vl (1 —e)e™. (15.49)

n=0

n!
For reasons that will become clear below, k. is called the right truncation point.

Example 15.8. How large should we take k..

In Table 15.2 we show the number of required steps k. as a function of € and the product At
in the uniformisation procedure. As can be observed, k. increases sharply with increasing
At and decreasing e. O

If the product At is large, k. tends to be of order O(At). On the other hand, if At
is large, the DTMC described by P might have reached steady-state along the way, so
that the last matrix-vector multiplications do not need to be performed any more. Such a

steady-state detection can be integrated in the computational procedure (see [213]).

Example 15.9. Transient solution of the three-state CTMC.
We consider the transient solution of the CTMC given in Figure 15.3; we already performed
the uniformisation to form the matrix P with uniformisation rate A = 6.

We first establish how many steps we have to take into account for increasing time
values . This number can be computed by checking the inequality (15.49) and taking
e = 107%. We find:
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t [oa]o2]o5]1]5]10]20] 50 | 100
ke| 5 7|11 |17]52] 91163 367|693
We then continue to compute p(t) by adding the appropriate number of vectors ,,, weighted

by the Poisson probabilities according to (15.47), to find the curves for p;(t) as indicated
in Figure 15.4. As can be observed, for t > 2 steady-state is reached. Hence, although

for larger values of ¢ we require very many steps to be taken, the successive vectors x,, do
not change any more after some time. This can be detected during the computations. To
that end, denote with kg < k. the value after which 7 does not change any more. Instead
of explicitly computing the sum (15.47) for all values of n, the last part of it can then be

computed more efficiently as follows:

ke kss ke
pit) =Y v(Msn)m, = > v(M;n)m, + ( > ¢(At;n)) Ty (15.50)
n=0 n=0

n=kss+1
thus saving the computation intensive matrix-vector multiplications in the last part of the
sum. The point kg is called the steady-state truncation point.

If the product At is very large, the first group of Poisson probabilities is very small,
often so small that the corresponding vectors x,, do (almost) cancel. We can exploit this
by only starting to add the weighted vectors mr,, after the Poisson weighting factors become
reasonably large. Of course, we still have to compute the matrix-vector products (15.46).
The point where we start to add the probability vectors is called the left truncation point
and is denoted k. O

It should be noted that using the precomputed value of k., the truncation error is
bounded by ¢; whether round-off introduces extra error is a separate issue. Finally, we
note that the Poisson probabilities ¥ (At;n),n = 0,---, N, can be computed efliciently
when taking into account the following recursive relations:

At
P(At;0) = e, and p(Mn+1) = w(At;n)n—H, n € IN. (15.51)

When Mt is large, say larger than 25, overflow might easily occur. However, for these
cases, the normal distribution can be used as an approximation. Fox and Glynn recently
proposed a stable algorithm to compute Poisson probabilities [96].

To use uniformisation, the sparse matrix P has to be stored, as well as two probability
vectors. The main computational complexity lies in the k. matrix-vector multiplications
that need to be performed (and the subsequent multiplication of these vectors with the
appropriate Poisson probabilities; these are precomputed once). We finally remark that
numerical instabilities do generally not occur when using uniformisation, since all compu-
tational elements are probabilities.
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Figure 15.4: First two seconds in the evolution of the three-state CTMC computing via

uniformisation

15.2.4 Cumulative measures

As we have seen, in many modelling applications, not only the value of the state probabil-
ities at a time instance t are of importance, but also the total time spent in any state up
to some time ¢ is often of interest. We therefore defined the cumulative state vector I(t)

and

Y(t) = fjnzi(t), (15.52)

which expresses the total amount of reward gained over the period [0,%). Below, we will
present an expression to compute E[Y (¢)] efficiently and comment on the computation of
the distribution of Y (¢).

In an interval [0,t), the expected time between two jumps, when k jumps have taken
place according to a Poisson process with rate A equals ¢/(k+1). The expected accumulated

reward until time ¢, given & jumps, then equals

=

:

—
™
3

i
3
2

Summing this expression over all possible number of jumps during the interval [0,¢) and
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weighting these possibilities accordingly, we obtain:

N k
EY ()] = kX:?P (At k)= Zn ZO ;
o N &k ARkl
= ,;];ngowi(m)rie"\t(k+1)!. (15.53)

Based on this expression, efficient numerical procedures can be devised [263, 264].

We finally comment on the solution of the performability distribution Fy(y,t) =
Pr{Y(t) < y}. Also here, uniformisation can be employed; however, a direct summa-
tion over all states does not suffice any more. Instead, we have to sum the accumulated
reward over all paths of length [ (given a starting state) that can be taken through the
DTMC, after which we have to compute a weighted sum over all these paths and their
occurrence probabilities. De Souza e Silva and Gail have developed nice recursive solution
procedures to efficiently compute Fy [263, 264]; these go beyond the scope of this book.

15.3 Further reading

For more details on the numerical solution of Markov chains {with a focus on steady-state
probabilities) the recent books by Stewart [268] and Buchholz et al. [33] provide excellent
material. The overview paper by Krieger et al.[165], and the comparisons by Stewart
[266, 267] can also be recommended. General information on numerical methods for the
solution of linear systems of (differential) equations can also be found in textbooks on
numerical analysis [105, 116, 254].

Meyer introduced the concept of performability [195, 196, 200, 197, 198, 199], for which
uniformisation turned out to be a very important computational method. Uniformisation
for CTMCs has been presented by Gross and Miller [113], Grassmann [109, 108, 110], Van
Dijk [73] and originally by Jensen [147]. Apart from the standard uniformisation procedure
we have presented here, various variants do exist, most notably adaptive uniformisation
[208], partial uniformisation, dynamic uniformisation, orthogonal uniformisation and lay-
ered uniformisation; the Ph.D. thesis of van Moorsel provides an excellent overview of
uniformisation and its applications [206]. Van Moorsel and Haverkort discuss the use of
partial uniformisation in the context of probabilistic validation [207]. De Souza e Silva
and Gail as well as Qureshi and Sanders apply uniformisation for the computation of
performability measures [236, 262, 263, 264].

For CTMCs with special properties, uniformisation might be second best. For instance,

for CTMCs that are stiff, ordinary differential equation solution methods might be better;
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Reibman et al. present comparisons in [239, 240, 238]. A procedure to handle the stiffness
based on aggregation is proposed by Bobbio and Trivedi [23]. For acyclic CTMCs, a special
algorithm known as ACE has been developed to compute the transient state probabilities
efficiently, although this algorithm is not always numerically stable [190].

Trivedi et al. [281] and Haverkort and Trivedi [121] discuss the use of Markov-reward
models for performance, reliability and performability evaluation. Haverkort and Niemegeers

recently discussed software tools to support performability evaluation [125].

15.4 Exercises

15.1. Direct methods for steady-state.
A four-state CTMC is given by its generator matrix:

-3 2 0 1
0 —4 1 3
Q= 1 0 -1 0

Compute the steady-state probability distribution for this CTMC, thereby handling the
normalisation equation separately, using the following methods:

1. Gaussian elimination.
2. LU-decomposition in the Doolittle variant.
3. LU-decomposition in the Crout variant.
15.2. Iterative methods for steady-state.
Reuse the four-state CTMC of the previous exercise. Compute the steady-state probability

distribution for this CTMC (again handling the normalisation equation separately) using
the following methods:

1. The Power method (how large is A?).
2. The Jacobi iterative method.

3. The Gauss-Seidel method.
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15.3. Computing transient probabilities.
Reuse the four-state CTMC of the previous exercise and assume that p(0) = (1,0,0,0).

Compute the transient probability distribution for £ = 1 using the following methods:
1. The RK4-method (how large should h be?).
2. The uniformisation method, thereby also addressing the following questions:

(a) How large is the uniformisation rate A?

(b) How large is k. for e = 10™, n=1,2,3,4,5?

15.4. The RK4 method.
Show that the coefficients in the RK4 method have been chosen such that they yield the

first four terms of the Taylor-series expansion of p(t).
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Chapter 16

ochastic Petri net applications
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=

N this chapter we address a number of applications of the use of SPN models. All

the addressed applications include aspects that are very difficult to capture by other
performance evaluation techniques. The aim of this chapter is not to introduce new theory,
but to make the reader more familiar with the use of SPNs.

We start with SPN models of a multiprogramming computer system in Section 16.1.
We will show how to use exact SPN models for multiprogramming models including paging
phenomena. Although the SPN-based solution approach is more expensive than one based
on queueing networks, this study shows how to model system aspects that cannot be
coped with by traditional queueing models. Then, in Section 16.2, we discuss SPN-based
polling models for the analysis of token ring systems and traffic multiplexers. These models
include aspects that could not be addressed with the techniques presented in Chapter 9.
Since some of the models become very large, i.e., the underlying CTMC becomes very large,
we also discuss a number of approximation procedures. We then present a simple SPN-
based reliability model for which we will perform a transient analysis in Section 16.3. We

finally present an SPN model of a very general resource reservation system in Section 16.4.

16.1 Multiprogramming systems

We briefly recall the most important system aspects to be modelled in Section 16.1.1. We
then present the SPN model and perform invariant analysis in Section 16.1.2. We present

some numerical results in Section 16.1.3
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16.1.1 Multiprogramming computer systems

We consider a multiprogramming computer system at which K system users work; they sit
behind their terminals and issue requests after a negative exponentially distributed think
time E[Z]. Requests are accepted by the system, but not necessarily put in operation
immediately since there exists a multiprogramming limit J, such that at most J customers
are actively being processed. For its processing, the system uses its CPU and two disks,
one of which is used exclusively for handling paging 1/O. After having received a burst
of CPU time, a customer either has to do a disk access (user 1/O), or a new page has to
be obtained from the paging device (page 1/0), or a next CPU burst can be started, or
an interaction with the terminal is necessary. In the latter case, the customer’s code will
be completely swapped out of main memory. We assume that every customer receives an

equal share of the physical memory.

16.1.2 The SPN model

The SPN depicted in Figure 16.1 models the above sketched system. Place terminal
models the users sitting behind their terminals; it initially contains K tokens. The think
time is modelled by transition think; its rate is #terminals/FE[Z], i.e.,it is proportional
to the number of users thinking. The place swap models the swap-in queue. Only if there
are free pages available, modelled by available tokens in free, is a customer swapped in,
via immediate transition getmem, to become active at the cpu. The place used is used to
count the number of users being processed: it contains J — #free tokens. After service at
the cpu, a customer moves to place decide. There, it is decided what the next action the
customer will undertake is: it might return to the terminals (via the immediate transition
freemem), it might require an extra CPU burst (via the immediate transition reserve),
or it might need I1/0, either from the user-disk (via the immediate transition user-io) or
from the paging disk (via the immediate transition page-io). The weight to be associated
with transition page-io is made dependent on the number of customers being worked
upon, i.e.,on the number of tokens in place used, so as to model increased paging activity
if there are more customers being processed simultaneously.

We are interested in the throughput and (average) response time perceived at the ter-
minals. Furthermore, to identify bottlenecks, we are interested in computing the utilisation
of the servers and the expected number of customers active at the servers (note that we
can not directly talk about queue lengths here, although a place like cpu might be seen as

a queue that holds the customer in service as well and where serve is the corresponding
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# terminals

think

freemem
getmem

decide

—
page-io

page-disk

Figure 16.1: An SPN model of a multiprogramming computer system

server). The measures of interest can be defined and computed as follows:

e The component utilisations are defined as the probability that the corresponding
places are non-empty. As an example, for the cpu, we find:

= Y Pr{m} (16.1)

meR(my,),#cpu>0

Pcpu

e The expected number of tokens in a component is expressed as follows (as an example,

we again consider the cpu):

E[Ne) = Y.  #cpu(m)Pr{m}. (16.2)

meR(my,)

e The total number of customers being operated upon and the number of customers
waiting is denoted as the number in the system (syst):

BlNgw) = 3 (#used(m) + #swap(m)) Pr{m}. (16.3)

meR(mg)
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e The throughput perceived at the terminals:

v « #terminals(m)

Ay = P
meR(m,) E[Z]

D f
Bt

—_
—
=
1N

R

JUN |
my.

o With Little’s law, we finally can express the expected system response time as:

E[R] = E[Neyst]/Xs. (16.5)

Before we proceed to the actual performance evaluation, we can compute the place invari-
ants. In many cases, we can directly obtain them from the graphical representation of the
SPN, as is the case here. Some care has to be taken regarding places that will only contain

de in this case). We thus find the followir

o r\lar"c\
ving p:acc

invariants:

free + used = J, free + cpu + decide + user-disk + page-disk = J,
terminals + swap + cpu + decide + user-disk + page-disk = K.

16.1.3 Some numerical results

To evaluate the model, we have assumed the following numerical parameters: the number
of terminals K = 30, the think time at the terminals E[Z] = 5, the service time at the cpu
E[Scps) = 0.02, the service time at the user disk E[Syser—aisk] = 0.1, and the service time
at the paging device F [Spage_disk] = 0.0667. The weights of the immediate transitions are,
apart from one, all taken constant: W (getmem) = 1, W(freemem) = 0.1, W(reserve) =
0.5, and W (user-io) = 0.2. Finally, we have set W (page-io,m) = 0.2+ 0.04 x #used(m),
i.e., the load on the paging device increases as the number of actually admitted customers
increases. When we exclude paging effects, we simply set W (page-io) = 0.2. In the
latter case, the five transitions that are enabled when decide contains a token form a
probabilistic switch and the weights can be interpreted as fixed routing probabilities. In
what follows, we will compare the performance of the multiprogrammed computer system
for increasing multiprogramming degree J, when paging is taken into account, or not.
First of all, we study the throughput perceived at the terminals for increasing J in
Figure 16.2. When paging is not taken into account, we see an increase of the throughput
for increasing J, until a certain maximum has been reached. When paging is included in
the model, we observe that after an initial increase in throughput, a dramatic decrease in
throughput takes place. By allowing more customers, the paging device will become more
heavily loaded and the effective rate at which customers are completed decreases. Similar
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Figure 16.2: The terminal throughput X, as a function of the multiprogramming limit J
when paging effects are modelled and not modelled
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Figure 16.3: The expected response time E[R] as a function of the multiprogramming limit

J when paging effects are modelled and not modelled
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Figure 16.5: The mean number of customers in various components as a function of the

multiprogramming limit J when paging is modelled
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observations can be made from Figure 16.3 where we compare, for the same scenarios, the
expected response times. Allowing only a small number of customers leaves the system
resources largely unused and only increases the expected number of tokens in place swap.
Allowing too many customers, on the other hand, causes the extra paging activity which,
in the end, overloads the paging device and causes thrashing to occur.

To obtain slightly more detailed insight into the system behaviour, we also show the
expected number of customers in a number of queues, when paging is not taken into account
(Figure 16.4) and when paging is taken into account (Figure 16.5). As can be observed,
the monotonous behaviour of the expected place occupancies in the model without paging
changes dramatically if paging is included in the model. First of all, by increasing the
multiprogramming limit above a certain value (about 8 or 9) the number of customers
queued at the CPU decreases, simply because more and more customers start to queue
up at the paging device (the sharply increasing curve). The swap-in queue (place swap)
does not decrease so fast in size any more when paging is modelled; it takes longer for
customers to be completely served (including all their paging) before they return to the
terminals; hence, the time they spend at the terminals becomes relatively smaller (in a
complete cycle) so that they have to spend more time in the swap-in queue.

We finally comment on the size of the underlying reachability graph and CTMC of
this SPN. We therefore show in Table 16.1 the number of tangible markings TM (which
equals the number of states in the CTMC), the number of vanishing markings VM (which
need to be removed during the CTMC construction process) and the number of nonzero
entries () in the generator matrix of the CTMC, as a function of the multiprogramming
limit J. Although the state space increases for increasing J, the models presented here can
still be evaluated within reasonable time; for J = 30 the computation time remains below
60 seconds (Sun Sparc 20). Notice, however, that the human-readable reachability graph
requires about 1.4 Mbyte of storage.

16.2 Polling models

In this section we discuss the use of SPNs to specify and solve polling models for the analysis
of token ring systems. A class of cyclic polling models with count-based scheduling will be
discussed in Section 16.2.1, whereas Section 16.2.2 is devoted to cyclic polling models with
local time-based scheduling. We then comment on some computational aspects for large
models in Section 16.2.3. We finally comment on the use of load-dependent visit-orderings
in Section 16.2.4.
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290 338 1650 |13 2345 3913 18165 |23 4700 8188 37980
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581l 805 3825 | 15 2856 4840 22440 | 25 5031 8775 40755
756 1099 5187 | 16 3111 5304 24582 |26 5166 9009 41877
948 1428 6708 | 17 3363 5763 26703 | 27 5278 9198 42798
1155 1788 8370 | 18 3610 6213 28785 | 28 5365 9338 43500
1375 2175 10155 | 19 3850 6650 30810 | 29 5425 9425 43965
1606 2585 12045 | 20 4081 7070 32760 | 30 5456 9920 44640

Table 16.1: The number of tangible and vanishing states and the number of nonzero entries

in the CTMCs for increasing multiprogramming limit J
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direct-switch
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switch-over

Figure 16.6: SPN model of a station with exhaustive scheduling strategy
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16.2.1 Count-based, cyclic polling models

Using SPNs we can construct Markovian polling models of a wide variety. However, the
choice for a numercial solution of a finite Markov chain implies that only finite-buffer (or
finite-customer) systems can be modelled, and that all timing distributions are exponential
or of phase-type. Both these restrictions do not imply fundamental problems; however,
from a practical point of view, using phase-type distributions or large finite buffers results
in large Markovian models which might be too costly to generate and solve. The recent

he use of so-called DSPNs [182) 183, 184] allow us to use deterministi
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timed transition as well, albeit in a restricted fashion.

Ibe and Trivedi discuss a number of SPN-based cyclic server models [142]. A few
of them will be discussed here. First consider the exhaustive service model of which we
depict a single station in Figure 16.6. The overall model consists of a cyclic composition of a
number of station submodels. Tokens in place passive indicate potential customers; after
an exponentially distributed time, they become active (they are moved to place active
where they wait until they are served). When the server arrives at the station, indicated
by a token in place token, two situations can arise. If there are customers waiting to be
served, the service process starts, thereby using the server and transferring customers from
place active to passive via transition serve. After each service completion, the server
returns to place token. Transition serve models the customer service time. If there are
no customers waiting (anymore) to be served (place active is empty), transition serve
is disabled and the server is transferred via the immediate transition direct-switch to
place switch. After the switch-over (transition switch-over), the server arrives at the
place token of the next station.

Using the SPN model an underlying Markov chain can be constructed and solved.
Suppose, for station , the initial number of customers in place passive equals n; and the
rate of customers arriving via transition arrive equals A;. Then, from the SPN analysis
we can obtain E[N,ctive], the expected number of customers in place active, and o, the
probability that place passive is empty. The effective arrival rate of customers to place
active is (1—a;)); since only when passive is non-empty, is the arrival transition enabled.
Using Little’s law, the expected response time then equals

E [N act ive]

(16.6)
In Figure 16.7 we depict a similar model for the case when the scheduling strategy is
k-limited. Notice that when k = 1, a simpler model can be used. If a token arrives
at such a station, three situations can occur. Either there is nothing to send, so that
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Figure 16.7: SPN model of a station with k-limited scheduling strategy

immediate transition direct fires and the token is forwarded to the next station. If there
are customers waiting, at most k of them can be served (transition serve is inhibited as
soon as count contains k tokens). Transition enough then fires, thus resetting place count
to zero and taking the token into place prepare. Then, transition flush can fire, taking
all tokens in place count (note the marking dependent arc multiplicity which is chosen to
equal the number of tokens in place count; this number can also be zero, meaning that
the arc is effectively not there), and preparing the token for the switch-over to the next
station. When there are less than & customers queued upon arrival of the token, these
can all be served. After their service, only transition direct can fire, putting a token in
prepare. Then, as before, transition flush fires and removes all tokens from count.

As can be observed here, the SPN approach towards the modelling of polling systems
provides great flexibility. Not only can we model most “standard” polling mechanisms,
we can also combine them as we like. Since the underlying CTMC is solved numerically,
dealing with asymmetric models does not change the solution procedure. Notice that we
have used Poisson arrival processes in the polling models of Chapter 9. In the models
presented, we approximate these by using a place passive (per station submodel) as a
finite source and sink of customers; by making the initial number of tokens in this place
larger, we approximate the Poisson process better (and make the state space larger). Of
course, we can use other arrival processes as well, i.e., we can use any phase-type renewal

process, or even non-renewal processes.
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Figure 16.8: SPN-based station model with local, exponentially distributed THT

16.2.2 Local time-based, cyclic polling models

The SPN models presented so far all exhibit count-based scheduling. As we have seen
before, time-based scheduling strategies are often closer to reality. We can easily model
such time-based polling models using SPNs as well.

Consider the SPN as depicted in Figure 16.8. It represents a single station of a polling
model. Once the token arrives at the station, i.e., a token is deposited in place token, two

possibilities exist:

1. There are no customers buffered: the token is immediately released and passed to

the next station in line, via the immediate transition direct;

2. There are customers buffered: these customers are served and simultaneously, the
token holding timer (THT) is started. The service process can end in one of two

ways:

e The token holding timer expires by the firing of transition #fmer, in which case
the token is passed to the next downstream station and the serving of customers

stops;

e All customers are served via transition serve before the token holding timer
expires: the token is simply forwarded to the next downstream station.

Instead of using a single exponential transition to model the token holding timer, one
can also use a more deterministic Erlang-J distributed token holding timer as depicted in

Figure 16.9. The number J of exponential phases making up the overall Erlang distribution
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Figure 16.9: SPN-based station model with local, Erlang-J distributed THT

1s present in the model via the multiplicity of the arc from count to expire and the rate of
transition timer which equals J/tht; place count now counts the number of phases in the
Erlang-J distributed timer that have been passed already. The operation of this SPN is
similar to the one described before; the only difference is that transition timer now needs
to fire J times before the THT has expired (and transition expire becomes enabled). In
case all customers have been served but the timer has not yet expired, transition direct
will fire and move the token to the next station. Notice that one of its input arcs is marking

dependent; its multiplicity equals the number of tokens in place count.

Example 16.1. The influence of the THT in a symmetric model.
Consider a 3-station cyclic polling model as depicted in Figure 16.9 with J = 2. The
system is fully symmetric but for the THT values per station: we have tht; varying whereas
thtys = 0.2. The other system parameters are A = 3, E[S] = 0.1 (exponentially distributed)
and § = 0.05 (exponentially distributed).

In Figure 16.10 we depict the average waiting times perceived at station 1 and stations
2 and 3 (the latter two appear to be the same) when we vary tht; from 0.05 through 2.0
seconds. As can be observed, with increasing tht;, the performance of station 1 improves
at the cost of stations 2 and 3. |
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Figure 16.10: The influence of tht; on the average waiting times in a symmetric system

K n_ EW] EN]|J K n__ EW] E[N
4488 20136 0.778 1.731 12648 58056 0.648 1.482
6528 29616 0.699 1.580 14688 67538 0.642 1.471
8568 39096 0.671 1.527 16728 77016 0.638 1.463
10608 48576 0.657 1.499 18768 86496 0.635 1.457
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Table 16.2: The influence of the variability of the THT

Example 16.2. Erlang-J distributed THT.

Consider a symmetric cyclic polling model consisting of N = 3 stations of the form as
depicted in Figure 16.9. As system parameters we have A = 2, E[S] = 0.1 (exponentially
distributed) and § = 0.05 (exponentially distributed), and tht = 0.2 for all stations.

In Table 16.2 we show, for increasing J, the state space size K and the number of
non-zero entries 77 in the Markov chain generator matrix @ which is a good measure for
the required amount of computation, the expected waiting time, and the expected queue
length. As can be observed, when the THT becomes more deterministic (when J increases)
the performance improves. This is due to the fact that variability is taken out of the model.
O
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Figure 16.11: The influence of the THT on the average waiting times in an asymmetric

system

Example 16.3. The influence of the THT in an asymmetric model.

Consider a 2-station polling model as depicted in Figure 16.9 with J = 4. Furthermore, we
have E[S;] = 0.5 (exponentially distributed) and §; = 0.1 (exponentially distributed). The
asymmetry exists in the arrival rates: A; = 0.8 and A3 = 0.2. The system is moderately
loaded: p = 0.5.

In Figure 16.11 we show E[W;] and E[W;] as a function of tht, which is the same in both
stations. For small values of the THT, the system behaves approximately as a 1-limited
system and in the higher loaded station (1) a higher average waiting time is perceived.
When the THT becomes very large, the system behaves as an exhaustive service system in
which station 1 dominates and station 2 suffers. Indeed, for tht = 100 (not in the figure),
we find the limiting values E[W;] = 0.616 and E[W;] = 0.947 (see also Chapter 9). The

performance perceived at station 2 is worse than at station 1, despite its lower load.

When increasing the THT, E[W;] monotonously decreases: the larger the THT the
more station 1 profits. For station 2 this is not the case. When the THT increases, station
2 first profits from the increase in efficiency that is gained. However, when the THT grows
beyond 1.5, station 2 starts to suffer from the dominance of station 1. O
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Figure 16.12: Folding an N-station model to an approximate 2-station model

16.2.3 Approximating large models

An advantage of the SPN approach is that asymmetric models are as easy to solve as
symmetric models and that different scheduling strategies can be easily mixed. An inherent
problem with this approach is that the state-space size increases rapidly with the number
of stations and the maximum number of customers per station.

To cope with the problem of very large Markovian models, one can go at least two ways.
One can try to exploit symmetries in the model in order to reduce the state space. This can
sometimes be done in an exact way, in other circumstances only approximately. Another
way to go is to decompose the model and to analyse the submodels in isolation (divide and

conquer). Again, this can sometimes be done exactly, in other cases only approximately.

Exploiting symmetries: folding. When the model is highly symmetric it is possible to
exploit this by folding together states which are statistically equivalent or near equivalent.
As an example of this, consider the case where we model an N-station 1-limited polling
model where stations 2,---, N are statistically the same. About station 1 we do not make
any assumptions. Instead of modelling stations 2 through N separately, we can also fold
them together, i.e., model them as one station with an increased arrival rate and which is
visited N — 1 times after another, each time including a switch-over time, before a visit to
station 1 occurs. This approach is illustrated in Figure 16.12 where basically two stations
are depicted; however, the station on the right “models” stations 2 through N. The extra
places in station 2 model a counter that takes care of visiting the folded model N —1 times
before visiting station 1 again; for details, see [50]. In this approach, the service of station

1 is interrupted every now and then. The interruption duration, i.e.,the residence time
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Figure 16.13: Approximate model M; for a single station in a polling model

of the server at stations 2 through N, is modelled fairly much in detail. A system aspect
that is lost in this approach is the ordering of the stations. Suppose that, when N = 8, in
the unfolded model the server is at station 4 and an arrival takes place at station 2. The

i P L0 Tl 113 T L

server would not serve this job before going to station 1 first. In the folded model, however,
it might be the case, dependent on other buffer conditions, that this customer is served
before the server moves to station 1, simply because the station identity of the customer
is lost. Choi and Trivedi report fairly accurate results with this approach even though the
state-space size of the folded model is only a few percents of the unfolded model [50]. They
have successfully applied this strategy in the analysis of client-server architectures with
token ring and Ethernet communication infrastructures [140].

When the polling strategy itself would have been symmetric, i.e., when we would have
dealt with a polling table with p; ; = 1/N, the folding strategy would have yielded exact
results. In such a case, the folding technique corresponds to the mathematically exact
technique of state lumping in CTMCs. The software tool UltraSAN [68] supports this kind
of lumping automatically.

Model decomposition: fixed-point iteration. When the models are asymmetric, a
folding procedure cannot be followed. Instead, one can employ a procedure in which all the
stations are analysed individually, thereby taking into account the “server unavailability”
due to service granted at other stations. Since these latter quantities are unknown in
advance, one can initially guess them. Using these guesses, a more exact approximation
can be derived which can again be used to obtain a better approximation, etc.

Using such so-called fixed-point iteration techniques, Choi and Trivedi derive results for

large asymmetric polling models with acceptable accuracy [50]. For every station (indexed
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i), they solve a model (named M;) similar to the one presented in Figure 16.13. In M;,
transition others models the time it takes to visit and serve all others stations 7 # i. Seen
from station ¢, this time is just a vacation for the server; what the server actually does

ahkla

..... o thic +ivno s midialles A sas e o P I
uif Iiitially, a reasoiaple guess is aone

A g
QuUrling viiis

i@ £+,
1< 1S 1

r tne
rate of others, e.g., the reciprocal value of the sum of the switch-over times. From M, one
can calculate the probability p;(k) of having k£ € {0,---,n;} customers queued in place
buffer (n; is the initial number of tokens in place passive in station 7). The expected

delay the token perceives when passing through station ¢ then equals
di =) di(k)pi(k),
k=0

where d;(k) = 6; + k/u;, 6; is the switch-over time starting from station i, and y; is the
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vacation time perceived at station ¢ equals D; = 37;.;d;. The reciprocal value 1/D; can
then be used as the new guess for the rate at which transition others completes in model
M;. This process is iterated until two successive values of D; do not differ by more than a
prescribed error tolerance from one another.

An intrinsic assumption in this approach is that the server unavailability time perceived
by a station is exponentially distributed. This is generally not the case in practice. Using
phase-type distributions, this assumption might be relaxed.

From the analysis of M; with the converged value 1/D; for the rate of others, various
performance measures can easily be derived as before. Choi and Trivedi report relative
errors on the mean response time per node of less then 1% for low utilisations (less than
50%) up to less than 10% for larger utilisations, when compared to the exact analysis of the
complete models (when these complete models can still be solved). The solution time of
the fixed-point iteration was reported to be only a few percent of the time required to solve
the overall models. The fact that the sketched procedure indeed leads to a unique solution
relies on the fixed-point theorem of Brouwer and is extensively discussed by Mainkar and
Trivedi [189].

16.2.4 Polling with load-dependent visit ordering

In the polling models we have discussed so far, the visit-ordering of the stations has been
fixed. We now address a two-station polling model where the visit-order is dependent
on the length of the queues in the two stations. Of course, for such an ordering to be

practically feasible, the server attending the queues must have knowledge of the status of
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all the queues, otherwise a proper decision cannot be taken. We therefore restrict ourselves
to a simple case, with only two queues; we furthermore assume that the switch-over delays
are equal to zero. Under these assumptions, this polling model can be seen as a model of
a traffic multiplexer for two classes of traffic.

Lee and Sengupta recently proposed such a polling mechanism as a flexible priority
mechanism to be used in high-speed networking switches [178]. They proposed their so-
called threshold priority policy (TPP) as a priority mechanism that gives priority to one
traffic class over another, only when really needed. In the following, we will assume that
the two traffic classes are a video or real-time class (rt) and a data or nonreal-time class
(nrt).

In the TPP, two buffers are used for the two traffic classes. A predetermined threshold
L is associated with the real-time buffer. When the queue length in the real-time buffer is
less than or equal to L, the server alternates between the two buffers transmitting one cell
from each buffer (as long as a queue is not empty). On the other hand, when the queue
length in the real-time buffer exceeds L, the server continues to serve the real-time buffer
until its queue length is reduced to L. The value of the threshold L gives the degree of
preferential treatment of the real-time trafficc. When L = 0, real-time traffic is given an
absolute non-preemptive priority. When L =00, both traffic classes are served alternatingly
when not empty, i.e., the server acts as a 1-limited cyclic server. By selecting L between
these two extremes, one may provide an adequate quality of service to both real-time and
nonreal-time traffic.

In Figure 16.14 we depict the SPN model of the multiplexer. On the left side, we see the
arrival streams coming into the buffers for the two traffic classes; here appropriate arrival
models should be added. The server is represented by the single token that alternates
between places try-rt and try-nrt. After a cell of one class is served (via either transition
serve-rt or serve-nrt) the server polls the other class. When nothing is buffered for a
particular traffic class, the server also polls the other class, via the transitions empty-rt and
empty-nrt. However, depending on whether there are more or less than L cells buffered
in place buff-rt, it can be decided that the server remains serving the real-time traffic
class. This is enforced by the immediate transitions rt-rt, rt-nrt, nrt-nrt, nrt-rti
and nrt-rt2. Apart from the normal enabling conditions for these transitions (at least a
token in every input place and no tokens in places that are connected via an inhibitor arc
to the transition) these transitions have enabling functions associated with them, as given
in Table 16.3; they are taken such that the TPP is exactly enforced.

The TPP as proposed by Lee and Sengupta functions well when the arrival streams of

the two traffic classes are Poisson streams. However, when one of the arrival streams is
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Figure 16.14: The TPP as an SPN model

transition enabling function

rt-rt  (#buff_rt> L) or ((#buff_rt> 0) and (#buff nrt=0))

rt-nrt  (#buff rt> 0) and (#buff rt< L)
(#buff rt= 0) and (#buff nrt> 0)
nrt-rtl (#buff rt> L)
nrt-rt2 (#buff rt> 0)

nrt-nrt

Table 16.3: Enabling functions for the immediate transitions in the TPP model

more bursty, which can be the case for real-time video traflic, it does not function properly

any more. We therefore recently introduced the extended TPP (ETPP) mechanism, which

also works well in case of bursty real-time traffic [124]. In the ETPP, the server remains to

serve the real-time queue until the burst of real-time traffic has been handled completely,

instead of polling the nonreal-time queue already when there are less than L real-time

traffic jobs left.
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Figure 16.15: A simple availability model for a system consisting of multiple components
of two classes and a single repair unit

16.3 An SPN availability model

We now consider a typical availability model for a multi-component system; we have already
addressed this model in one of the exercises of Chapter 14.

Consider a system consisting of n4 components of type A and ng components of type
B. The failure rate of components of type A (B) is f4 (f) and the repair rate is 74 (rp).
We assume that the times to failure and the times to repair are exponentially distributed.
There is ng = 1 repair unit available for repairing failed components; it can only repair
one component at a time. Components that fail are immediately repaired, if the repair
unit is free; otherwise they have to queue for repair.

The availability of such a system can be modelled using a fairly simple SPN, as given in
Figure 16.15. The n4 components in place UpA can fail, each with rate f4, hence the rate of
transition FailA is made marking dependent on the number of tokens in UpA. Once failed,
these components have to wait on their repair in place WoRA. If the repair unit is free, i.e., if
RepUnit is not empty, the immediate transition srA (start repair A) fires, thus bringing
together the repair unit and the failed component. After an exponentially distributed time
(with rate r4) the repair is completed, bringing the component up again. For components
of class B, the SPN operates similarly. The weights of the immediate transitions srA and
srB have been made linearly dependent on the number of failed components waiting to be
repaired in the places WoRA and WoRB. If multiple repair units are provided, i.e.,ng > 1,
then the rate of the repair transitions RepA and RepB should be made dependent on the

number of currently repaired components (per class); we only consider the case ng = 1.
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The number of tangible states in the underlying CTMC can be expressed as:
NoS=1+ na+np+ QTLA’I’LB.

This can be understood as follows. There is one state with no components failed. Given
that one or more components of class A have failed (and none of class B), one of them is
being repaired; there are n4 of such states. A similar reasoning is valid for the case when
only one or more class B components have failed. There are nanp cases in which there are
failed components of both classes A and B, in each of which either a class A component or
a class B component is being repaired, which explains the factor 2.

Now consider the case in which the components of class A and B are used to process
items of some sort. After an initial processing phase at a class A component, a class B
component finishes the processing of the item. The n4 components of class A can each
maintain a speed of item processing of 4 items per minute. Similarly, the ng components
of class B can each handle up items per minute. Finally, items flow in at rate A (items per
minute). We assume that all times for item processing are deterministic. If some of the
components have failed, their processing capacity is lost, leading to a smaller throughput
of produced items. We assume that a measure of merit for the overall processing system,
given “state” (na,npg), is given by min{npa,nppp}, i.e., the weakest link in the processing
chain determines the reachable throughput X; this minimum value can be taken as reward
to be associated with every state in the model.

To evaluate this model, we assume the following numerical parameters. We take as
failure and repair characteristics for the components: ng = 20, np = 15, f4 = 0.0001
failures per hour (fph), fg = 0.0005 fph, and r4 = 1 repair per hour (rph) and rg = 0.5
rph. Furthermore, the item production rates are us = 7.5 items per minute (ipm) and
g = 10 ipm. We set A = 150, such that the overall item processing capacity of components
of class A and B exactly matches the arrival rate of items to be processed. If one or
more components fail, the production rate of items will fall. We now define the following

measures for this system model:
e the probability that the system is fully operational at time ¢ (the availability A(t));

e the probability that the system is not fully operational at time ¢ (the unavailability
U(t) = 1 — A(t)); for these two measures, the limiting case for ¢ — oo is also of

interest;

e the expected rate at which items are produced at time t, denoted E[X (t)], measured
in items per hour, using the rewards just defined;
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t UM BX(O)] Bl
0.1 0.000921 8999.475 0.0265
0.2 0.001788 8998.980 0.1039
0.5 0.004097 8997.657 0.6140
1.0 0.007141 8995.891 2.2475
2.0 0.011154 8993.530 7.6420
50 0.015679 8990.796 32.153
10.0 0.016864 8990.056 80.700
20.0 0.016983 &8989.978  180.757
50.0 0.016985 8989.978 481.430 19 98 55
100.0 0.016985 8989.978  982.555 - - 55
00 0.016985 8989.978 - - - -

g
o
o
o
@

N OO O O O o o
—
N
1

Table 16.4: Results for the transient analysis of a CTMC (636 states) of moderate size,

using uniformisation

e the cumulative number of items not produced due to capacity loss due to failures,
denoted E[Yioss(t)], using the rewards just defined.

In Table 16.4 we show, for increasing values of £, some of the above measures. We also
indicate the left-, right- and steady-state- truncation points in the summation of the uni-
formisation procedure taking € = 107 (see Section 15.2). We observe that for increasing ¢,
the unavailability steadily decreases towards its limiting value, as does the expected pro-
duction throughput E[X(¢)]. The column E[Y].ss(t)] shows that even a small unavailability
can lead to a large loss in production. The column ky shows the left-truncation point in the
uniformisation process. For small ¢, it equals 0; however, for increasing t, it shifts slightly
higher. Similar remarks apply for the right-truncation point k.. For t > 50, we see that
steady-state is reached (column k), hence the tail of the summation can be performed
more efficiently. For ¢ > 100 we see that steady-state is reached before the actual addition
of probability vectors starts, hence, for ¢ = 100 the same results apply as for steady-state.
Notice that lim;—,q E[Yiess(t)] = oc.

16.4 Resource reservation systems

We finally present an SPN model for the analysis of reservation-based systems. A typical
example of such a system can be found in circuit-switched telecommunication networks
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inactivey

requesty

waity

claim set C},

Figure 16.16: A generic SPN model for a resource reservation system

where, before actual messages can be exchanged, a number of links (or part of their ca-
pacity) has to be reserved (connection reservation and set-up phase). After usage, these
resources are then freed and can be used as part of other connections.

Let us consider the case in which there are R resource types. Of each resource type, n,
instances exist. Furthermore, we have K types of resource users. We have my, instances of

user type k, and a resource user of type k is characterised by the following three quantities:
e its resource request rate Ag;
e its resource usage rate pi;
e its resource claim set Cy C {1,---, R}.

Using these quantities, the typical operation of a user of class k is as follows. First of all, the
user remains inactive, i.e.,it does not need any resources, for an exponentially distributed
time with rate A,. This user then tries to claim all the resources it needs, i.e.,it claims
resources instances 7 € Cj. After the user has acquired all its resources, it starts using
them, for an exponentially distributed time with rate u;. After that, the claimed resources
are freed again, and the cycle restarts.

This type of behaviour can very well be described by the SPN (partially) given in
Figure 16.16. For type k of resource users, we have an arrival transition reqy. After such a
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user has made its request, an immediate transition graby, takes all the required resources in
the claim set C, and the usage of the resources starts. After an exponentially distributed
time, modelled by transition releasey, the resources are freed again, and the user of type
k remains inactive for some time. Notice that transition release; should have infinite-
server semantics; for every token in inuseg, an independent exponentially distributed time
until resource release should be modelled. This implies that the rate of release; should be
made linearly dependent on the marking of place inuse;. Whether or not also transition
requesty should have infinite-server semantics (with respect to place inactivey) depends
on the actual behaviour of the users. Typical measures of interest for this type of model
are the following:

e the number of outstanding requests for class k that cannot be granted immediately,

denoted E[#waity], or the density of the number of tokens in place waity;
o the throughput for customers of class k: X, = t Yok IPr{#inuse; = I},
e the utilisation of resources of type r: p, = 1 — E[#R,]/n,.
There are a number of possible extensions to the model sketched in Figure 16.16:

e the arrivals of requests could be made more general, e.g., by allowing more complex

constellations of places and transitions instead of the single request-transition;

e the resource holding time could be made more deterministic or more variable, e.g., by
allowing for more complex constellations of places and transitions instead of the single

release-transition;

e the resource request could be made more general in the sense that some requests might
require multiple instances of certain resources; the claim sets would then become
multisets and the multiplicities of the arcs from the resource-places to the grab-

transitions would have to be changed accordingly.

We finally comment on the solution of this type of SPN. Although a straightforward solution
via the underlying CTMC is, in principle, always possible, in many practical cases the
underlying CTMC becomes too large to be generated and evaluated, especially if R, K,
and the values of n, and m; are not small. Therefore, various researchers have looked
for approximations for this type of model. In particular, if the transitions request; and
graby, are amalgamated (and place waity is removed, as in Figure 16.17) the SPN has a

structure that allows for a product-form solution of a similar form to that seen for GNQNs
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requesty
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Figure 16.17: An approximate SPN model for a resource reservation system

[75, 134, 133]. The development of a mean-value analysis algorithm for a special case of
such an SPN is demonstrated in [70]. It should be noted though, that the changed model

might not accurately describe the real system operation anymore.

16.5 Further reading

Further application examples of SPNs can be found in a number of books on SPNs, e.g., by
Ajmone Marsan et al. [1, 2] and by Bause and Kritzinger [15]. Also the book on Sharpe by
Sahner et al. [249] provides application examples.

Regarding SPN-based polling models, we refer to papers from Ajmone Marsan et al. [5,
7, 6], Ibe et al.[141, 142, 140], Choi and Trivedi [50] and Haverkort et al. [124].

The model in Section 16.3 is elaborated in [121]. Sanders and Malhis also present SPN
dependability models [252]. Ciardo et al. also present interesting SPN-based performance
and dependability models in [54].

Finally, more application examples of SPNs can, among others, be found in the pro-
ceedings of the IEEE workshop series on Petri Nets and Performance Models. SPN-based
dependability models can be found in the proceedings of the annual IEEE Fault-Tolerant
Computer Systems Symposium and in the proceedings of the IEEE International Perfor-
mance and Dependability Symposium.
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16.6 Exercises

16.1. 1-limited polling.
Construct a simpler version of the SPN model of Figure 16.7 for a 1-limited scheduling
strategy.

16.2. Globally-timed polling.

Construct an SPN-based polling model with global timing, as used in FDDI (see Chapter 9).
Notice that in such a system, a timer is started when the token (the server) leaves a
station. Upon return to the station, it is checked whether there is still time left to start
transmission(s), i.e., whether the timer has yet expired or not.

16.3. ETPP polling.

In Section 16.2.4 we presented the threshold priority policy (TPP) as a polling model with
load-dependent visit order. We are able to change this policy to an extended form (ETPP)
in which the real-time buffer is completely emptied once its filling has reached the threshold
L, before service is granted to the nonreal-time traffic. Starting from the SPN given in
Figure 16.14, construct an SPN for the ETPP. For details on such models, we refer to [124].

16.4. Polling models with IPP workload.
Adapt the SPN-based polling models so that the arrival stream of jobs per station proceeds
according to an IPP. How does this change affect the size of the underlying CTMC?

16.5. Polling models with PH-distributed services.

Adapt the SPN-based polling models so that job service times are PH-distributed. As pos-
sible PH-distributions, take an Erlang-k distribution and a hyper-exponential distribution
(with k& phases). How do these changes affect the size of the underlying CTMC?

16.6. The availability model.
Consider the following generalisation of the availability model of Section 16.3. We now deal
with C class of components. Component class ¢ € C = {1,2,---,C} has n, components.
Show that the number of tangible states in the underlying CTMC can be expressed as:

NoS =1+ Y |T]-]] re,

TeT, T#0 ceT

where T is the power set of {1,2,---,C} and |T| the cardinality of set T. Hint: try to
generalise the reasoning for the case C' = 2 as presented in Section 16.3. For more details
on this model, and on the solution of this exercise, see [121].
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Chapter 17

Infinite-state SPNs

HE SPNs we have addressed in the previous chapters all have a possibly large, but

finite state space. In this chapter we focus on a special class of stochastic Petri nets
with unbounded state space, known as one-place unbounded SPNs or infinite-state SPNs
(abbreviated as iSPNs). In particular, we focus on a class of SPNs of which the underlying
CTMC has a QBD structure, for which efficient solution methods exist (see Chapter 8).
The properties an SPN has to fulfill to belong to this class can be verified at the SPN
level, without having to construct the reachability graph. The main advantage of iSPNs is
that efficient matrix-geometric techniques for the solution are combined with the powerful
description facilities of (general) SPNs. This not only allows non-specialists to use these
methods, it also avoids the state-space explosion problem that is so common in traditional
SPN analysis based on the complete (finite) underlying Markov chain.

We motivate the use of iSPNs in Section 17.1 and characterise the class of iSPNs
by defining a number of constraints that have to be fulfilled in Section 17.2. We then
discuss, in Section 17.3, how matrix-geometric methods can also be applied in this case.
In Section 17.4 we comment on algorithms to detect the special iSPN structure and to
compute reward-based measures efficiently. We finally discuss a number of application
examples in Section 17.5.

17.1 Introduction

The general approach in solving SPNs is to translate them to an underlying finite CTMC
which can be solved numerically. However, a problem that often arises when following this
approach is the rapid growth of the state space. Various solutions have been proposed for

this problem, e.g., the use of state space truncation techniques [121] or lumping techniques
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/Section 17.2

iSPN measures

Section 17.4

A;, By R

Section 17.3

matrix-geometric solution

Figure 17.1: Overview of the modelling and solution approach for iSPNs

[31, 32, 47, 253]. For a restricted class of SPNs, product-form results apply, so that an
efficient mean-value analysis style of solution becomes feasible [134, 75]. In all these cases,
the “trick” lies in circumventing the generation of the large overall state space.

When studying queueing models, as we have done in Parts II and III, one observes
that the analysis of models with an unbounded state space is often simpler than analysing
similar models on a finite state space. This suggests the idea of studying SPNs that have
an unbounded state space. Instead of generating and solving a very large but finite SPN
model (as we have done so far) we solve infinitely large CTMCs derived from special SPN
models. Of course, not all SPNs can be used for this purpose; we require them to exhibit
a certain regular structure. Although this limits their applicability, it is surprising how
many SPNs do fulfill the extra requirements.

A class of infinitely large Markovian models which allows for an efficient solution is the
class of quasi-birth-death models, as described in Chapter 8. A state-level characterisation
of such models is, however, cumbersome for practical applications. We therefore define a
class of SPNs which has an underlying CTMC which is a QBD; these SPNs are denoted
iSPNs.

In Figure 17.1 we present the GMTF (as introduced in Chapter 1) applied to iSPN.
The sections that follow are devoted to the specific parts indicated in this figure. Defini-
tions and terminology for iSPNs are given in Section 17.2. The solution of the underlying
QBD, starting from the block matrices A; and B;; and yielding the matrix R and the
probability vectors 2; is discussed in Section 17.3 (this section depends strongly on Chap-
ter 8). The transformation process from the SPN description to the QBD structure and the

enhancement of the steady-state probability vectors to reward-based performance measures
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is then discussed in Section 17.4.

17.2 Definitions

We discuss some preliminary notation and terminology in Section 17.2.1. The requirements
for iSPNs are formally given in Section 17.2.2 and they are discussed in Section 17.2.3.

17.2.1 Preliminaries

The class of iISPNs is similar to the class of SPNs defined in Chapter 14. Without loss of gen-
erality we assume that the iSPN under study, denoted iSPN, has aset P = {Po, Py, --, P, }
of places of which Fy may contain an infinitely large number of tokens. A distribution of
tokens over the places is called a marking and denoted m = (mo, m) = (mo, my,---,my,).
With mg € IN and m € R/, the set of all possible markings is denoted R = IN x R/
Clearly, |IN| = oo and [R'| < co. The set of transitions is denoted 7.

We now define level R(k) to be the set of markings such that place P, contains k tokens,
ie.,R(k) = {m = (mg,m) € Rimo = k}. The levels R(k), k € IN constitute a partition of
the overall state space: R = Upeo R(k) and R(k) NR(I) = @,k # [. For ease in notation,
we also introduce R'(k) = {m|(k,m) € R(k)}.

We furthermore define the following two leads to relations. We denote m LN m’ if
transition ¢ is enabled in m and, upon firing, leads to marking m’. The firing rate of ¢ is
not important. We denote m L2 m' if transition ¢ € T is enabled in m and, upon firing,

with rate A, leads to marking m’.

17.2.2 Requirements: formal definition

We now can define the class of iSPNs by imposing a number of requirements on the SPN
structure and transition firing behaviour. It should be noted that these requirements are

sufficient, rather than necessary.

Requirement 1. Given iSPN, there exists a K € IN such that for all k,! > x: R/(k) =
R'(l). We denote L = |R'(k)|.

Requirement 2. Given iSPN and « as defined above, the following requirements should

hold for the so-called repeating portion of the state space:

1. intra-level equivalence:
Vk,I>k t €T, A€ R if (k,m) = (k,m’) then (I, m) 2> (I, m’);
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2. inter-level one-step increases only:
Yk >k, IteT: (k,m) = (k+1,m);
Vk >k, t €T, A€ R*: if (k,m) 2 (k+ 1,m') then (k+ 1,m) 2 (k + 2, m’);
Yk >k, Vi€ IN,i>2 AteT: (k,m) — (k+i,m');

3. inter-level one-step decreases only:
VE >k, AteT: (k+1,m) - (k,m);
Vk >k teT, A€ R*: if (k+2,m) 2 (k+1,m) then (k + 1,m) 2 (k,m');
Vk >k, Vie IN,i >2 AteT: (k+i,m) - (k,m);

?

Requirement 3. Given iSPN and « as defined above, for the so-called boundary portion
of the state space the following requirements should hold:

1. no boundary jumping:
Vk < k- 1LVI> K, Aty € T: (k,m) 2 (I,m);
Vk<k—1Vl>k Bty €T: (I,m) -2 (k,m);

2. only boundary crossing:
ity € T2 (5= 1,my) =5 (k,m), (k,m5) 5 (k= 1,m});

17.2.3 Requirements: discussion

To ease the understanding, let us now discuss the formal requirements in a more informal
way. We first address the state space and its partitioning in levels. The first requirement
states that, starting from a certain level k upwards, all levels are the same as far as the
non-infinite places (places P; through P,) are concerned; they only differ in the number of
tokens in place Fy. It is for this reason that the levels k > & are called the repeating portion
(levels) of the state space. The levels k < & are called the boundary portion (levels) of the
state space. In Figure 17.2 we depict the overall state space and its partitioning in levels.
We have tried to visualise the fact that starting from level k upwards, the levels repeat one
another. Levels 0 through x — 1 can be totally different from one another. Between states
from levels 0 through x — 1 all kinds of transitions may occur. That is why we can also
see these boundary levels as one aggregated boundary level (Requirement 1).

Transitions can occur within a level, and between levels. Since the repeating levels are
always the same (apart from the level number itself) all internal transitions in one level must
have similar equivalents in other repeating levels. There are no transitions possible between

non-neighbouring levels. There have to exist up- and down-going transitions between
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Figure 17.2: State space partitioning in levels

neighbouring levels. Also, for the repeating levels, their interaction with neighbouring
levels is always the same (Requirement 2).

The transitions between the boundary levels and the repeating levels only take place
in levels k — 1 and «; however, they may have any form (Requirement 3).

As a conclusion, due to the three requirements the CTMC underlying iSPNs obeys a
quasi-birth-death structure. We will exploit this fact in the solution of this class of SPNs.

A final remark should be made regarding the necessity of the requirements. Indeed, the
requirements are sufficient, however, not always necessary. One can imagine CTMCs which
have a slightly different structure, especially in the boundary part of the state space, that
still have a matrix-geometric solution. Stating necessary requirements, however, would

make the requirements more cumbersome to validate.

17.3 Matrix-geometric solution

In this section we discuss the matrix-geometric solution of the class of iSPNs. Referring
to Figure 17.2, it is easy to see that the generator matrix Q of the QBD has the following

form:
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row\col | 0 k—1 K k+1 K+ 2
0 Boo Box-1 0 0
1 Bio Bisa 0 0
Q= k—1 |Bs_10 Bio1c-1 Beoie 0 (17.1)
K 0 Bix-1  Bix  Brn 0
k+1 0 e 0 Bitix Briint: Buiisio
K+ 2 0 e 0 0 Biiortt Bryoso
Now, by the requirements posed on the intra- and inter-level transitions, we have
Birii =Ag, k=k,k+1---,
Bir =A1, k=k+1Lk+2---, (17.2)
Bir-1 =Ay, k=s+1,k+2---.
Using this notation, we may write Q as follows:
Bo,o Bok-1 0
: : 0 .
Bi-10 Bi1s-1 Berw O
Q=| 0 0 Buc: Be. Ay 0 (17.3)
0 0 0 Ay A A
0 0 0 0 A, A

From a CTMC with the above generator matrix, we can compute the steady-state proba-
bilities p by solving the usual global balance equations (GBEs):

pQ=0,and Y p; =1, (17.4)

where the right part is a normalisation to make sure that all the probabilities sum to
1. First, we partition p according to the levels, i.e.,p = (20,21, ", Zx_1, Zxs Zut1s" " *)-

Substituting this in (17.4) we obtain the following system of linear equations:

1=0,--,k—2: ;;3§ij,i:Q, (a)
i=rk—1: Yi—02;B;ji =0, (b)
L=k Yita 12;Bi =0, (c) (17.5)
i=Kk+1,---: Z?:O§i+j—1Ajzgv (d)
normalisation : Y2,z -1 =1. (e)
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We now exploit the regular structure of the state space in the solution process in a similar
way to that in Chapter 8. In particular, looking at (17.5(d)), it seems reasonable to
assume that for the state probabilities z; ,i = k,5+ 1, - -, only the neighbouring levels are
of importance, so that they can be expressed as:

2yl = gnR, Zpt2 = §n+1R = gnRza Tty (176)

or, equivalently,

Zoyi = 2R € NN, (17.7)

where R is a square L x L matrix relating the steady-state probability vector at level x + ¢
to the steady-state probability vector at level K +¢—1 (i = 1,2,---). As we have seen
for QBDs in Chapter 8, we know that this is true when the matrix R satisfies the matrix
polynomial:

Ao+ RA; +R?A; =0. (17.8)

We have discussed means to solve this matrix polynomial in Section 8.3.
When ¢ = &, (17.5(c)) can be rewritten to incorporate the above assumption, because

Zx41 Can be written in terms of z, and By, = Ag:

K+1
Z ngj,K, = Zn-an—l,n + Ean,n + .’.z_n+lBK+1,K,7

j=k-1

= gnlen—l,n + Zn(Bn,n + RAZ) =0. (179)

With this substitution, (17.5(a—c)) comprises a system of x+ 1 linear vector equations with
as many unknown vectors. However, as these vectors are still dependent, the normalisation
(17.5(e)) has to be integrated in it, to yield a unique solution. This normalisation can be
written as follows:

x
1
—

oo oS k-1 o0 .
Yozl = >z l+d z-l=) 2z -1+ (2R)-1
i=0 =0 1=K =0 =K
K—1
= zi-l+zR(I-R)™-1=1. (17.10)

o
[=]

We have mentioned means to solve this system of linear equations in Section 8.3; details
about these solution techniques can be found in Section 15.1.

Regarding the stability of the modelled system, similar remarks apply as given in Sec-
tion 8.2.3 for PH|PH|1 queueing systems; condition (8.23) can be validated once the ma-
trices A; have been computed.
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17.4 iSPN specification and measure computation

In Section 17.4.1 we reflect on an algorithm to translate iSPNs to the underlying QBD
processes. In Section 17.4.2 we then present a number of techniques to evaluate reward-

based measures for iSPNs in an efficient way.

17.4.1 From iSPN to the underlying QBD

The translation of an iSPNs to the underlying QBD can in principle be performed with
well-known algorithms for state-space generation, as discussed in Chapter 14. It should
be noted, however, that iSPNs have an unbounded number of states so that a “standard”
algorithm will not terminate. Instead, a proper translation algorithm should end when
it recognises that it is exploring the state space in the repeating part. One practical
problem that one encounters is that the stated requirements are not easily verified in
general. When inhibitor arcs and enabling functions are allowed in their most general
setting, the verification problem is even undecidable (see also [18]). Therefore, the given
requirements should be interpreted as being sufficient to allow for the matrix-geometric
solution. However, we are free to pose extra requirements, in order to ease the decision
task, albeit possibly at the cost of less modelling flexibility. Taking these considerations
into account, we decided on the following practical restrictions on iSPNs:

e input and output arcs connected to place Py may only have multiplicity one;

e marking dependent rates and weights on the contents of place Py and enabling func-

tions using the marking of place Py are not allowed.

Up till now, these restrictions did not bother us in performance evaluation studies.

In the above restrictions, as well as in Section 17.2, we assumed that the identity of the
place that may contain an unbounded number of tokens is known in advance. Indeed, when
using iSPNs it is normally easy for a modeller to indicate its identity; the whole model
is normally built around this place. On the other hand, place P, can also be recognised
automatically. Since only for F, is the marking unbounded, place Py will not appear in any
place invariant. Thus, given an iSPN, an invariant analysis as discussed in Section 14.2
will reveal the identity of F,.

A final problem in the translation algorithm is the determination of the level number
x where the repetition starts, in order to stop the state-space generation process timely.
Although this is easy for a human being, doing this for instance “by inspection” of the
upper left part of the partially generated matrix Q, it is less easy to grasp in an algorithm.
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However, given the above restrictions, we have been able to prove that once two successive
levels are the same, all levels beyond these will also be the same. The 3-page proof, based
on finite induction, goes beyond the scope of this book {97].

17.4.2 Efficient computation of reward-based measures

Once the steady-state probabilities are known, reward-based performance measures can be
computed easily. Let r : R — IR denote a real-valued reward function defined on the state
space of the model. The steady-state expected reward is then computed as

[e]

EX]=). Y zar(im). (17.11)
=0 meR/ (i)
Without any further restrictions on the form of 7(i, m) we cannot further reduce the above
expression. Thus, to compute E[X] in such cases, we start the infinite summation and
continue to add more terms until the additional terms are smaller than a certain threshold.
Assuming that all rewards are positive, we thus compute a lower bound on the actual
expected reward.
There are, however, quite a number of reward-based measures that are of general in-
terest and that can be computed more efficiently, without involving infinite summations.
We discuss a number of these special cases below.

Reward function only depending on the level

If the reward function only depends on the level number and not on the inter-level state,
that is, if r(i,m) = r(i,m’), for all : € IN and for all m,m' € R'(¢), we may write r(i,m) =
r(7). Note that this type of reward-based measure typically concerns the unbounded place
Py, when computing

o the probability that the number of tokens in F; is above a certain threshold [, we set

o the probability that P, contains exactly [ tokens, we set r(7) = 1{P = l};
e the expected number of tokens in Py, we set r(z) = 1.

For these cases, we can write:

oo

E[X] = > r@)(z-1)

=0
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i)z 1)+ Yo r(i)z 1)

F(0) (2 1)+ 32 () (2R 1), (17.12)

0 j=0

LT

The first, finite, sum does not comprise a problem. We now concentrate on the second sum
for each of the measures identified above:

e When r(i) = 1{P, = I} the infinite summation contains at most one non-zero term,

so that we have:

E[X]|=LT +z-1. (17.13)

o If we want to compute the probability that Py contains more than I tokens, this can
be rewritten as 1 minus the probability that Py contains at most [ — 1 tokens. Thus,
the infinite summation also reduces to a finite one.

o A more complex case arises when r(i) = i; however, here also a closed-form expression

can be derived:

ElX]

o]

1)+ (k+4) (2R - 1)

§=0

o0 o0

zi- D)+ r(zR- 1)+ (2R 1)

=0 =0

;1) + Kz (Z RJ’) 1+zR (ZjR’"l) 1
j=0 j=0
i+ 1)+ Kz iRj 1+2Ri((I—R)‘1)1
= 2K j:() = ZK dR =

D)+ (20-R)RI+RA-R)™)) - 1. (17.14)

Reward function independent of level and F,

When computing mean place occupancies for places other than Py, the rewards depend
on m rather than on i: r(i,m) = r(m), irrespective of i. We start with the general
reward-based expression:

E[X] = i D> zZimr(i,m)

=0 meR! (i)



17.5 Application studies 393

Z ZimT (1, m) +Z Z 2 mr (1, m). (17.15)

=0 meR/( i=k meR’ (i)

LT

The left additive term LT again does not cause problems. The right term can be reduced
considerably by changing the summation order and using the fact that the rewards are

level-independent as follows:

(o]

LT+ Y r(m)Zzim

meR! ()

E[X]

oo

LT+ > r(m)> (2R em, (17.16)

meR! (k) i=0

where e,, is a vector with a single one at its m-th position. The right-most sum can be
reduced, yielding:

EX]=LT+ Y r(m)z.(I-R) e, (17.17)
meR/ (k)

Similar expressions are obtained when computing the probability that the number of tokens

in a certain place (unequal Fp) is larger or smaller than a threshold [.

17.5 Application studies

To demonstrate the usability of iISPNs we present three small application examples. We
present a queueing model with delayed service in Section 17.5.1; this model is so simple
that we can solve it explicitly. We then continue with two more realistic models: a model of
a connection management mechanism in Section 17.5.2 and a model of a queueing system
with checkpointing and recovery in Section 17.5.3.

17.5.1 A queueing model with delayed service

Considers a single server queueing system (see Figure 17.3) at which customers arrive as
a Poisson process with rate A via transition arr and are served with rate p via transition
serve. Before service, arriving customers are stored in a buffer. Service is not immedi-
ately granted to an arriving customer, even if the server is idle at that time (a token in
place sleep). Only after there are at least T (for threshold) customers queued does the
server awake and start its duties. This is enforced by an enabling function associated with
the immediate transition wake-up: #buffer > T. The server subsequently remains awake

until the buffer becomes empty, after which it resumes sleeping.
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Figure 17.3: iSPN of a single server queueing system with delayed service

For a threshold T' = 3, the corresponding CTMC is given in Figure 17.4. From the
models, it can easily be seen that they fulfill requirements 1-3 with k = T = 3. The
generator matrix has the following form:

-xlx oo ololo
0/-% o 0olo0]o
g 0 ==l 0 x|o0]|o
0/ 0 o0]-% o] x]o

Q=| 0|0 w|0 -Z|xr]o0 ,

00 00 4u|-Z|A
0/0 00 0] ul|-=
olo oo ofo]u

where ¥ is chosen such that the row sums equal 0. From this matrix we observe that the
A-matrices are in fact scalars or 1 x 1 matrices: Ag = (A), A; = (—(A+u)) and Ay = (u).
From these matrices we derive uR? — (A + u)R + X = 0 for which the only valid solution
is R = (A/p). From this, it once again becomes clear that R takes over the role of p in
simpler queueing analysis, such as in the M|M|1 queue.

Denoting z; = z;, fori =0ori = 3,4,---, and z; = (2; 5, 2;,4), for ¢ = 2,3, the boundary
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Figure 17.4: QBD of the single server queueing system with delayed service in case T = 3

equations, including the normalisation equation, become:

—Azo + pz1a =0,

Azg — Az =0,

—(A+ p)za + pzoa =0,

Az15 — Azas = 0, (17.18)
Az1a — (A + p)zoa + pzs = 0,

Azas + Azgq — (A + p)zs + pzg = 0,

Zo+ 215+ 214+ 225+ 224 +23(L—p) L =1

As a numerical example, consider the case where A = 2, y = 3, T = 3 and, consequently,

p = 2/3. The matrix-geometric solution results in the following boundary steady-state

probabilities:
20 = 011111, 1A = 007407, zZ18 = 011111,
294 = 0.12346, 295 = 0.11111, 2z3 = 0.15638.
Using these probabilities, and z; = z3p"3, i = 4,5, -+, we obtain for the average number

of customers in the system E[N] = 3.00.

17.5.2 Connection management in communication systems

An ATM/B-ISDN-based communication infrastructure offers a connection-oriented service.
Via the ATM adaptation layers 3/4 and 5, connectionless services can also be provided [225,
251]. Packets arriving at the AAL service boundary to make use of such a service, suffer
a possible delay from the connection establishment at the ATM service boundary, unless
there already exists a connection when the packet arrives. Once the connection has been
established, all buffered packets can be transmitted and the connection can be released.
This can be done immediately, or with some delay. The former has the disadvantage that

a connection is being maintained when it is not needed; however, it has the advantage
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T buffer start busy serve

Figure 17.6: CTMC of the OCDR mechanism

that some packets might profit from the fact that there is still a connection when they
arrive. Clearly, there is a trade-off between the release delay, the costs of maintaining
an unused connection and the perceived performance (average delay). The above way of
implementing connectionless services, has been proposed by Heijenk et al. [131] under the
name “on-demand connection with delayed release” (OCDR).

An iSPN model for such a system is given in Figure 17.5. Packets arrive via transition
arr and are placed in the buffer. The rate of transition arr is modulated by an inde-
pendent on/off-model. A token in place on or off models the fact that the source is in a
burst or not, respectively. When in a burst, packets are generated according to a Poisson
process with rate A packets/second. When not in a burst, no packets are generated. The
transitions go-on and go-off, with rates a and 3 respectively, model the time durations
the source remains in the off and on state. The service rate is 4 Mbps and the average
packet length is denoted {.
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Figure 17.7: The expected delay E[D] (in seconds) as a function of the arrival rate A in a
burst

If the server is busy, there will be a token in place busy and arriving packets have to
wait on their turn. If the server is idle, but there is no connection available, signified by
a token in place no-conn, a connection will be established, causing a negative exponential
delay with average length 1/c (transition set-up). Once there is a connection, normal
packet transmissions can take place. Once the buffer is empty, the connection is released
with a negative exponential delay with average length 1/r (transition release).

The corresponding CTMC is given in Figure 17.6. In this model, the states space
R = {(3,5,k)|i € IN,j,k = 0,1}. Parameter i denotes the number of packets in the
system, j denotes whether there is a connection (j = 1) or not (j = 0), and & denotes
whether the arrival process is in a burst (k = 1) or not (k = 0). As can be seen from
the CTMC, but as can also be verified using Requirements 1-3, this model has a structure
that allows for a matrix-geometric solution. Every level consists of the L = 4 states with
i packets present, i.e., R(7) = {(¢,0,0), (¢,0,1),(¢,1,0),(¢,1,1) }.

Clearly, & = 1 and the boundary equations are given by the global balance equations
for the first two levels, plus the normalisation equation, in total yielding a system of 8
linear equations. The L x L matrix R with L = 4 now has to be solved numerically.

Measures of interest we could address are: (i) the average node delay E[D] (in seconds);
(ii) the average reserved bandwidth E[Bw]| (in Mbps); and (ii) the expected number of

connection establishments per second E[C] (in per-second). All these quantities can be
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Figure 17.8: The expected bandwidth E[Bw] (in Mbps) as a function of the arrival rate X
in a burst

expressed in closed-form using R and the boundary vector 2, (for details, see [131]). Under
the assumption that communication capacity can be claimed in various amounts, the service
rate p can be chosen freely. Given a certain workload, a higher requested transmission
speed p will yield smaller connection times, however, at higher costs per time unit. The
parameter p together with the connection release rate r are therefore interesting quantities
for controlling the system performance and cost.

Let us now turn to some numerical results. We assume that o = 1.0, 8 = 0.04, ¢ = 10.0,
and [ = 10 kbit. We address the following two combinations of transmission and release
rates: (p,7); = (336.0,1.0) and (p,7); = (236.0,0.5). In the first case, the transmission
speed is relatively high, but connections are rapidly released after usage. In the second
case, a lower transmission speed is used, but a connection is maintained longer. Therefore,
arriving packets have a smaller probability of experiencing an extra connection setup delay.

In Figure 17.7 we depict the expected delay E[D] (in seconds) as a function of the arrival
rate A in a burst. Although for A ~ 85 the average delay values coincide (E[D] = 0.0245),
for changing A this is certainly not the case. For the first parameter set, the average delay
is less sensitive to changes in A, especially towards higher values. For smaller values of A,
the average delay is smaller for parameter set 2. Surprisingly, the less sensitive solution
requires a smaller average bandwidth as well, as illustrated in Figure 17.8. The number

of connection establishments, however, is higher, as illustrated by Figure 17.9. Since the
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Figure 17.9: The expected connection setup rate E[C] (in s™!) as a function of the arrival
rate A in a burst

latter can also be associated with costs in a B-ISDN context, the price for the less sensitive
delay behaviour and for the smaller bandwidth consumption is paid here. Also observe,
that for higher traffic, the number of connection establishments decreases, i.e., a connection
that is once established, is used for a long time since the probability of having a connection
and no packets present decreases with larger A.

17.5.3 A queueing system with checkpointing and recovery

In this section we present an analysis of the time to complete tasks on systems that change
their structure in the course of time (multi-mode systems). The task-completion time
of jobs on multi-mode systems has been studied by several authors. Bobbio describes the
completion-time problem as the time-to-absorption problem in a CTMC with an absorbing
state [22]. Chimento and Trivedi consider different types of failures that can occur as well
as different ways in which failed services might be resumed [46]. The above studies aim at
the completion time distribution of single jobs; effects of queueing, due to congestion, are
not taken into account. In [220] the performance of a queueing system in which the server
is subject to breakdowns and repairs is studied, so that queueing is taken into account.
Typically, variants of queues of M|G|1 type are studied, where, depending on the status

of the server, jobs experience a delay in the queueing system. Related models occur when
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Figure 17.10: iSPN of the transaction processing system model with checkpointing and
recovery

studying the effect of checkpointing strategies on the performance of computer systems
that are subject to failures and repairs [40, 221, 237]. When increasing the checkpointing
frequency, the amount of overhead increases; however, the amount of work to be done after
a failure and subsequent rollback, i.e., the actual recovery time, decreases. This interesting
trade-off has lead researchers to study the optimality of checkpointing strategies in various
situations.

To illustrate the use of iISPNs we address a job completion-time problem taking into
account queueing. We consider a simple model of a transaction processing system where
jobs (transactions) arrive in a buffer. A single server is normally available to process
these jobs. After K jobs have been processed, a checkpoint is made. We refer to K
as the checkpointing interval. When making a checkpoint, the server is unable to serve
other jobs. When the server is idle or processing ordinary jobs, it might fail. Once the
server has failed, it requires a repair after which it needs to re-serve all the jobs that
were processed since the last checkpoint. After that, the server becomes available for
ordinary job processing. For simplicity, it is assumed that the server cannot fail when
it is checkpointing or recovering. This assumption can be changed without altering the
fundamental solution approach proposed here. Also, it is assumed that the service times,
the checkpointing time and the repair time are exponentially distributed and that the
arrivals form a Poisson process. The corresponding iSPN is depicted in Figure 17.10. In

Table 17.1 we summarise the meaning of the places and transitions.
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place meaning init
buffer input queue of jobs 0
up server available 1
down server down and recovering 0

done number of jobs processed

since last checkpoint 0
saving  server making a checkpoint 0
always infinite source of jobs 1

transition meaning rate
arr arrivals A
serve services 7
reserve recovery I
fail failures ¢
do-check checkpointing o
restart put into normal operation I}
start-chk start checkpointing 1

Table 17.1: Places and transitions in the iSPN describing the job completion time problem
including queueing aspects

Interesting reward-based performance measures are, among others, the average number
of jobs queued, the average number of jobs that has not yet been checkpointed, the per-
centage of time that the processor is available for normal processing and the probability
that the buffer is empty (or not), all as a function of the checkpointing interval K.

We have evaluated the above described model for three different scenarios (see Ta-
ble 17.2) for varying checkpointing intervals K. First notice that the number of (tangible)
states in the repeating levels equals 2K + 1. This can be explained as follows. As long as
the system is up, i.e., there is a token in place up, there can be 0 through K — 1 tokens
in place done. When the K-th token arrives in place done, transition start-chk fires,
yielding a single token in place saving, and none in up. This makes K + 1 different states
already. Then, when the server is down, i.e., when there is a token in place down, there are
up to K — 1 possible tokens in place done, thus making up another K different situations.
In total, this yields 2K + 1 states per level. As a consequence of this, the matrices A; and
R have dimension (2K +1) x (2K +1). Since these matrices in principle remain transparent

to the modeller, this is not a problem at all; however, the construction of these matrices
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A 50 65 80
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21.0 21.0 21.0
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Table 17.2: Parameters used in the three scenarios
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Figure 17.11: The expected buffer occupancy as a function of the checkpointing interval
K

“by hand” would have been very impractical.

Studying the model reveals that the level number x at which the repeating structure
begins is 1. This implies that the boundary equations comprise a system of (4K + 2)
linear equations. Consequently, the state probabilities for levels 0 and 1 are computed
directly, including their normalisation, after which state probabilities for higher levels can
be computed recursively.

In Figure 17.11 we present the expected buffer occupancy E[buffer] as a function of
the checkpointing interval K for two values of the job arrival rate A (we compare scenarios
1 and 2 here). As can be observed, the buffer occupancy is higher for a more heavily

loaded system, for all K. Interestingly, the curves show a pronounced minimum for K = 4
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(scenario 1) or K = 5 (scenario 2); a choice of K too small causes the system to make
checkpoints too often (checkpoints take an amount of time that is independent of K), thus
losing processing capacity. On the other hand, if only very few checkpoints are made,
the recovery process, which requires the reprocessing of not-yet-checkpointed jobs plus the
restart delay, will be longer. As such, this figure clearly illustrates the trade-off that exists
in designing rollback/recovery schemes.

Then, in Figure 17.12, we present the percentage of time the server is making check-
points (E[saving]), as well as the expected time the server is re-serving unchecked jobs
after a failure has occurred plus the expected restart time (E[down]), again for scenarios 1
and 2. The latter quantity is almost the same for both scenarios and therefore drawn as a
single line; since failures occur almost randomly, the number of unchecked jobs is almost
the same in both cases, so that the percentage of time the server is actively recovering
is also almost the same. The fact that the computed values for this probability are not
exactly alike lies in the fact that the server can only fail when it is serving regular jobs
or when it is idle. Since in scenario 2 the job arrival rate is larger than in scenario 1,
the server is slightly more busy making checkpoints and therefore is slightly less failure
prone. Therefore, in scenario 2 this probability is slightly smaller but the difference is at
most 1073, The other two curves show the decreasing percentage of time the server is busy
making checkpoints when K increases. As expected, in scenario 1 there is less load, so
there is less checkpointing required.

We finally increase the job arrival rate to 8.0, as indicated in scenario 3. For this
scenario we show two probabilities in Figure 17.13, again as a function of K. First notice
that for K = 2 the system is not stable any more. This can be understood as follows. The
percentage of time needed for normal processing equals A/u = 8/10 = 80%. On top of
that comes, for K = 2, half a checkpointing time per job, requiring another 4/21 ~ 19.04%
capacity of the server. Taking into account the non-zero probability of failure, and the
extra work required when failures occur, it becomes clear that the server cannot do all the
work when K = 2.

Let us now address the cases where the system is stable. The upper curve shows the
probability that the buffer is non-empty. As can be seen, this probability ranges around
95%. Here we see similar behaviour to that of the expected buffer occupancy. There is a
pronounced minimum for X = 6. For K < 6, the server is making too many checkpoints.
This extra work is not earned back by the shorter recovery time that results. On the other
hand, for K > 6, the recovery times become larger so that the gain of less checkpointing
overhead is lost. The lower curve shows the probability that the server is available for
regular processing or for being idle, i.e.,the probability that the server is not making
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checkpoints nor is recovering. Also here a choice of K too small or too large yields a loss

in performance.
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17.6 Further reading

One-place unbounded SPNs were described in the mid-1980s by Florin and Natkin [92,
93, 94]. Haverkort proposed the more general class of iSPNs (not yet named as such)
in [118], after which a software tool, named SPN2MGM, supporting the construction and
evaluation of iSPNs was reported in [125]. The M.Sc. students Klein [158] and Frank [97]
contributed to the development of sSPN2MGM. Haverkort and Ost reported on the efficiency
of the matrix-geometric solution method as compared to the spectral expansion method,
using the model of Section 17.5.3 in [119]. In that paper, models with block sizes up to
hundreds of states are addressed. The OCDR mechanism was introduced by Heijenk [131]
and evaluated by Heijenk and Haverkort [132]. Recently, Ost et al. extended the OCDR

model to include non-exponential connection-setup and -release times [226].

17.7 Exercises

17.1. OCDR model.
Extend the OCDR model of Figure 17.5 such that it includes:

e hyper-exponential or Erlangian connection-setup times;
e hyper-exponential or Erlangian connection-release times.

Discuss how the size of the levels changes due to the model changes. In the last case,
be careful to reset the state of the connection-release places and transitions when a new
job arrives before the connection-release time has completely expired. For details, see also
[226].

Which of the two types of distributions do you think is more appropriate to model the
setup- and release-times?

17.2. OCDR model with Poisson arrivals.
Consider the OCDR model of Figure 17.5 when the arrivals form a pure Poisson process.

1. Find the 2 x 2 matrices Ay, A; and A, in symbolic form.

2. Explicitly solve the quadratic matrix equation and show that the matrix R has the

) |

following form:

=)

[
S

>
O 4[>

o
TR
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17.3. Checkpointing models.
Extend the model of Figure 17.10 such that:

e it includes system failures during the checkpointing process;

e checkpoints are made after K jobs or after the expiration of a timer, whichever comes
first. Model the timer as an Erlang-l distribution.

17.4. Two queues in series.
Reconsider the two queues in series, as addressed in Exercise 8.4. Model this queueing

system using iSPNs.

17.5. Polling models.

Consider a Markovian polling model with N stations. Under which conditions can such a
model be regarded as an iSPN (see also Exercise 8.5). Construct such an iSPN for N =3
stations and 2-limited scheduling.



Performance of Computer Communication Systems: A Model-Based Approach.
Boudewijn R. Haverkort

Copyright © 1998 John Wiley & Sons Ltd

ISBNs: 0-471-97228-2 (Hardback); 0-470-84192-3 (Electronic)

Part V

Simulation



Performance of Computer Communication Systems: A Model-Based Approach.
Boudewijn R. Haverkort

Copyright © 1998 John Wiley & Sons Ltd

ISBNs: 0-471-97228-2 (Hardback); 0-470-84192-3 (Electronic)

Chapter 18

In the previous chapters we have addressed models that can be solved by analytical or
numerical means. Although the class of addressed models has been very wide, there are
still models that cannot be solved adequately with the presented techniques. These models,
however, can still be analysed using simulation. With simulation there are no fundamental
restrictions towards what models can be solved. Practical restrictions do exist since the
amount of computer time or memory required for running a simulation can be prohibitively
large.

In this chapter we concentrate on the general set-up of simulations as well as on the sta-
tistical aspects of simulation studies. To compare the concept of simulation with analytical
and numerical techniques we discuss the application of simulation for the computation of an
integral in Section 18.1. Various forms of simulation are then classified in Section 18.2. Im-
plementation aspects for so-called discrete event simulations are discussed in Section 18.3.
In order to execute simulation programs, realisations of random variables have to be gen-
erated. This is an important task that deserves special attention since a wrong or biased
number generation scheme can severely corrupt the outcome of a simulation. Random
number generation is therefore considered in section 18.4. The gathering of measurements

from the simulation and their processing is finally discussed in Section 18.5.

18.1 The idea of simulation

Consider the following mathematical problem. One has to obtain the (unknown) area «

under the curve y = f(z) = z?, from z = 0 to ¢ = 1. Let @ denote the result of the
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calculation we perform to obtain this value. Since f(z) is a simple quadratic term, this

problem can easily be solved analytically:
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Clearly, in this case, the calculated value @ is exactly the same as the real value a.
Making the problem somewhat more complicated, we can pose the same question when

f(z) = z¥"®. Now, we cannot solve the problem analytically any more (as far as we have

consulted integration tables). We can, however, resort to a numerical technique such as

the trapezoid rule. We then have to split the interval [0,1] into n consecutive intervals

[0, 1], [z1,22],- "+, [€n-1,Zn] so that the area under the curve can be approximated as:
1 n

a=_-NUr. —x. MFfle)L flr. ) (1R 2)
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By making the intervals sufficiently small @ will approximate a with any level of desired
accuracy. This is an example of a numerical solution technique.

Surprisingly, we can also obtain a reasonable estimate d for a by means of stochastic
simulation. Studying f(z) = 2% on the interval [0, 1], we see that 0 < f(x) < 1. Taking
two random samples z; and y; from the uniform distribution on [0, 1], can be interpreted as
picking a random point in the unit-square {(z,y)|0 <z <1, 0 <y < 1}. Repeating this
N times, the variables n; = 1{y; < f(z;)} indicate whether the i-point lies below f(z), or
not. Then, the value

1 N
i=—3 n, 18.3
Q= i§=1ﬁn (18.3)

estimates the area a.

In trying to obtain a by means of a so-called Monte Carlo simulation we should keep
track of the accuracy of the obtained results. Since @ is obtained as a function of a number
of realisations of random variables, @ is itself a realisation of a random variable (which we
denote as A). The random variable A is often called the estimator, whereas the realisation
d is called the estimate. The random variable A should be defined such that it obeys a

number of properties, otherwise the estimate & cannot be guaranteed to be accurate:
e A should be unbiased, meaning that E[A] = a;

e A should be consistent, meaning that the more samples we take, the more accurate

the estimate @ becomes.
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We will come back to these properties in Section 18.5. From the simulation we can compute
an estimate for the variance of the estimator A as follows:

=2 _ 1 AN
G —mg(m ay . (18.4)

Note that this estimator should not be confused with the esimator for the variance of a
single sample, which is N times larger; see also Section 18.5.2 and [231]. Now we can apply
Chebyshev’s inequality, which states that for any 5 > 0

Pr{|d—a| > f)} < (18.5)
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the Weaker the bound on the probability. Rewriting
& = v/62, we obtain

Pr{|A—a| < (18.6)

g 1>
V=3
This equation tells us that A deviates at most &/y/1~ 4§ from @, with a probability of
at least §. In this expression, we would like § to be relatively large, e.g.,0.99. Then,
VI—=3 = 0.1, so that Pr{|A — &| < 105} > 0.99. In order to let this inequality have high
significance, we must make sure that the term “106” is small. This can be accomplished
by making many observations.

It is important to note that when there is an analytical solution available for a particular
problem, this analytical solution typically gives far more insight than the numerical answers
obtained from a simulation. Individual simulation results only give information about a
particular solution to a problem, and not at all over the range of possible solutions, nor do
they give insight into the sensitivity of the solution to changes in one or more of the model
parameters.

18.2 Classifying simulations

In this section we will classify simulations according to two criteria: their state space and
their time evolution. Note that we used the same classification criteria when discussing
stochastic processes in Chapter 3.

In continuous-event simulations, systems are studied in which the state continuously

changes with time. Typically, these systems are physical processes that can be described by
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simulation
continuous-event discrete-event
time-based event-based

N

event-oriented process-oriented

Figure 18.1: Classifying simu
systems of differential equations with boundary conditions. The numerical solution of such
a system of differential equations is sometimes called a simulation. In physical systems,
time is a continuous parameter, although one can also observe systems at predefined time
instances only, yielding a discrete time parameter. We do not further address continuous-
state simulations, as we did not consider continuous-state stochastic processes.

More appropriate for our aims are discrete-event simulations (DES). In discrete-event
simulations the state changes take place at discrete points in time. Again we can either
take time as a continuous or as a discrete parameter. Depending on the application at
hand, one of the two can be more or less suitable. In the discussions to follow we will
assume that we deal with time as a continuous parameter.

In Figure 18.1 we show the discussed classification, together with some sub-classifications
that follow below.

18.3 Implementation of discrete-event simulations

Before going into implementation details of discrete-event simulations, we first define some
terminology in Section 18.3.1. We then present time-based simulations in Section 18.3.2
and event-based simulations in Section 18.3.3. We finally discuss implementation strategies

for event-based discrete-event simulations in Section 18.3.4.

18.3.1 Terminology

The simulation time or simulated time of a simulation is the value of the parameter “time”
that is used in the simulation program, which corresponds to the value of the time that
would have been valid in the real system. The run time is the time it takes to execute a

simulation program. Difference is often made between wall-clock time and process time;



18.3 Implementation of discrete-event simulations 413

the former includes any operating system overhead, whereas the latter includes only the
required CPU, and possibly I/O time, for the simulation process.

In a discrete-event system, the state will change over time. The cause of a state variable
change is called an event. Very often the state changes themselves are also called events.
Since we consider simulations in which events take place one-by-one, that is, discrete in
time, we speak of discrete-event simulations. In fact, it is because events in a discrete-
event system happen one-by-one that discrete-event simulations are so much easier to
handle than simulations of continuous-events systems. In discrete-event simulations we
“jump” from event to event and it is the ordering of events and their relative timing we are
interested in, because this exactly describes the performance of the simulated system. In
a simulation program we will therefore mimic all the events. By keeping track of all these
events and their timing, we are able to derive measures such as the average inter-event
time or the average time between specific pairs of events. These then form the basis for

the computation of performance estimates.

18.3.2 Time-based simulation

In a time-based simulation (also often called synchronous simulation) the main control loop
of the simulation controls the time progress in constant steps. At the beginning of this
control loop the time ¢ is increased by a step At to t + At, with Af small. Then it is
checked whether any events have happened in the time interval [t,t + Af]. If so, these
events will be executed, that is, the state will be changed according to these events, before
the next cycle of the loop starts. It is assumed that the ordering of the events within the
interval [t,t+ At] is not of importance and that these events are independent. The number
of events that happened in the interval [t,t + At] may change from time to time. When ¢
rises above some maximum, the simulation stops. In Figure 18.2 a diagram of the actions
to be performed in a time-based simulation is given.

Time-based simulation is easy to implement. The implementation closely resembles the
implementation of numerical methods for solving differential equations. However, there
are some drawbacks associated with this method as well. Both the assumption that the
ordering of events within an interval [t,t 4+ At] is not important and the assumption that
these events are independent require that At be sufficiently small, in order to minimize
the probability of occurrence of mutually dependent events. For this reason, we normally
have to take At so small that the resulting simulation becomes very ineflicient. Many very
short time-steps will have to be performed without any event occurring at all. For these

reasons time-based simulations are not often employed.
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initialize

t:=t+ At
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events in
[t,t+ At)

event 1 event 2| - event n
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no

stop?
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Figure 18.2: Diagram of the actions to be taken in a time-based simulation

Example 18.1. A time-based M|M]|1 simulation program.

As an example, we present the framework of a time-based simulation program for an
M|M|1 queue with arrival rate A and service rate . In this program, we use two state
variables: N, € {0,1} denoting the number of jobs in service, and N, € IN denoting the
number of jobs queued. Notice that there is a slight redundancy in these two variables since
N; > 0= N, = 1. The aim of the simulation program is to generate a list of time-instances
and the state variables at these instances. The variable A is assumed to be sufficiently
small. Furthermore, we have to make use of a function draw(p), which evaluates to true
with probability p and to false with probability 1 — p; see also Section 18.4.

The resulting program is presented in Figure 18.3. After the initialisation (lines 1-3),
the main program loop starts. First, the time is updated (line 6). If during the period
[t,t + At) an arrival has taken place, which happens with probability A - At in a Poisson
process with rate A, we have to increase the number of jobs in the queue (line 7). Then, we
check whether there is a job in service. If not, the just arrived job enters the server (lines
13-14). If there is already a job in service, we verify whether its service has ended in the
last interval (line 9). If so, the counter Nj is set to 0 (line 12), unless there is another job

waiting to be served (line 10); in that case a job is taken out of the queue and the server
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1. dnput(X, p, tmax)

2. t:=0

3. Ny:=0; N;j:=0

4. while t < tpax

5. do

6. t:=t+ At

7. if draw(X-At) then N,:=N,+1
8. if N,=1

9. then if draw(u - At)

10. then if N, >0

11. then N, =N, -1
12. else N,:=0

13. if N,=0 and N, >0

14. then N,:=1; N;:=N,—1
15. writeln(t, Ny, N,)

16. od

Figure 18.3: Pseudo-code for a time-based M|M|1 simulation

remains occupied (N, does not need to be changed). O

18.3.3 Event-based simulation

In time-based simulations the time steps were of fixed length, but the number of events per
time step varied. In event-based simulations (also often called asynchronous simulation) it
is just the other way around. We then deal with time steps of varying length such that
there is always exactly one event in every time step. So, the simulation is controlled by
the occurrence of “next events”. This is very efficient since the time steps are now just
long enough to optimally proceed with the simulation and just short enough to exclude the
possibility of having more than one event per time step, thus circumventing the problems
of handling dependent events in one time step.

Whenever an event occurs this causes new events to occur in the future. Consider for
instance the arrival of a job at a queue. This event causes the system state to change,

but will also cause at least one event in the future, namely the event that the job is taken
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initialize
determine
next event
t = thext event
/ / select
event 1 event 2| ... event 3
| ! !
new new new
events events | events
stop? no
i/ yes
statistics

Figure 18.4: Diagram of the actions to be taken in a event-based simulation

into service. All future events are generally gathered in an ordered event list. The head
of this list contains the next event to occur and its occurrence time. The tail of this list
contains the future events, in their occurrence order. Whenever the first event is simulated
(processed), it is taken from the list and the simulation time is updated accordingly. In the
simulation of this event, new events may be created. These new events are inserted in the
event list at the appropriate places. After that, the new head of the event list is processed.
In Figure 18.4 we show a diagram of the actions to be performed in such a simulation.

Most of the discrete-event simulations performed in the field of computer and com-
munication performance evaluation are of the event-based type. The only limitation to
event-based simulation is that one must be able to compute the time instances at which
future events take place. This is not always possible, e.g.,if very complicated delay dis-
tributions are used, or if the system is a continuous-variable dynamic system. In those

cases, time-based simulations may be preferred. Also when simulating at a very fine time-



18.3 Implementation of discrete-event simulations 417

1. input(A, g, tnax)
2. t:=0

3. Ng:=0; N;:=0

4. while ¢ < {nax

5. do

6. if Ny=1

7 then narr := negexp(\)
8 ndep := negexp(u)
9 if ndep < narr
10. then t:=1 + ndep
11. if N;>0

12. then N, :=N, -1
13. else N,:=0
13. else t:=1t + narr
14. N,:=N,+1

15. else narr := negexp(XA)
16. t := t+ narr

17. Ny =1

18. writeln( t, N,, N,)
19. od

Figure 18.5: Pseudo-code for an event-based M|M|1 simulation

granularity, time-based simulations are often used, e.g., when simulating the execution of
microprocessor instructions. In such cases, the time-steps will resemble the processor clock-
cycles and the microprocessor should have been designed such that dependent events within
a clock-cycle do not exist. We will only address event-based simulations from now on.

Example 18.2. An event-based M|M|1 simulation program.

We now present the framework of an event-based simulation program for the M|M|1 queue
we addressed before. We again use two state variables: N, € {0, 1} denoting the number of
jobs in service, and N, € IN denoting the number of jobs queued. We furthermore use two
variables that represent the possible next events: narr denotes the time of the next arrival

and ndep denotes the time of the next departure. Since there are at most two possible
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next events, we can store them in just two variables (instead of in a list). The aim of the
simulation program is to generate a list of events times, and the state variables at these
instances. We have to make use of a function negexp(A) which generates a realisation of a
random variable with negative exponential distribution with rate A; see also Section 18.4.

The resulting program is presented in Figure 18.5. After the initialisation (lines 1-
3), the main program loop starts. Using the variable Ny, it is decided what the possible
next events are (line 6). If there is no job being processed, the only possible next event
is an arrival: the time until this next event is generated, the simulation time is updated
accordingly and the state variable N, increased by 1 (lines 15-17). If there is a job being
processed, then two possible next events exist. The times for these two events are computed
(lines 7-8) and the one which occurs first is performed (decision in line 9). If the departure
takes place first, the simulation time is adjusted accordingly, and if there are jobs queued,
one of them is taken into service. Otherwise, the queue and server remain empty (lines
10-13). If the arrival takes place first, the time is updated accordingly and the queue is

enlarged by 1 (lines 13-14). O

18.3.4 Implementation strategies

Having chosen the event-based approach towards simulation, there exist different imple-
mentation forms. The implementation can either be event-oriented or process-oriented.

With the event-oriented implementation there is a procedure P; defined for every type
of event ¢ that can occur. In the simulator an event list is defined. After initialisation of
this event list the main control loop starts, consisting of the following steps. The first event
to happen is taken from the list. The simulation time is incremented to the value at which
this (current) event occurred. Then, if this event is of type 4, the procedure P; is invoked.
In this procedure the simulated system state is changed according to the occurrence of
event ¢, and new events are generated and inserted in the event list at the appropriate
places. After procedure P, terminates, some statistics may be collected, and the main
control loop is continued. Typically employed stopping criteria include the simulated time,
the number of processed events, the amount of used processing time, or the width of the
confidence intervals that are computed for the measures of interest (see Section 18.5).

In an event-oriented implementation, the management of the events is explicitly visible.
In a process-oriented implementation, on the other hand, a process is associated with every
event-type. These processes exchange information to communicate state changes to one
another, e.g., via explicit message passing or via shared variables. The simulated system
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operation can be seen as an execution path of the communicating event-processes. The
scheduling of the events in the simulation is done implicitly in the scheduling of the event-
processes. The latter can be done by the operating system or by the language run-time
system. A prerequisite for this approach is that language elements for parallel programming
are provided.

Both implementation strategies are used extensively. For the event-oriented implemen-
tation normal programming languages such as Pascal or C are used. For the process-
oriented implementation, Simula’67 has been used widely for a long period; however,
currently the use of C** in combination with public domain simulation classes is most
common.

Instead of explicitly coding a simulation, there are many software packages available
(both public domain and commercial) that serve to construct and execute simulations in
an efficient way. Internally, these packages employ one of the two methods discussed above;
however, to the user they represent themselves in a more application-oriented way, thus
hiding most of the details of the actual simulation (see also Section 1.5 on the GMTF).
A number of commercial software packages, using graphical interfaces, for the simulation
of computer-communication systems have recently been discussed by Law and McComas
[176]; with these tools, the simulations are described as block-diagrams representing the
system components and their interactions. A different approach is taken with (graphical)
simulation tools based on queueing networks and stochastic Petri nets. With such tools,
the formalisms we have discussed for analytical and numerical performance evaluations
are extended so that they can be interpreted as simulation specifications. The tools then
automatically transform these specifications to executable simulation programs and present
the results of these simulations in a tabular or graphical format. Of course, restrictions
that apply for the analytic and numerical solutions of these models do not apply any more

when the simulative solution is used. For more information, we refer to the literature,
e.g., [125].

18.4 Random number generation

In order to simulate performance models of computer-communication systems using a com-
puter program we have to be able to generate random numbers from certain probability
distributions, as we have already seen in the examples in the previous section. Random
number generation (RNG) is a difficult but important task; when the generated random
numbers do not conform to the required distribution, the results obtained from the simu-
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lation should at least be regarded with suspicion.

To start with, true random numbers cannot be generated with a deterministic algo-
rithm. This means that when using computers for RNG, we have to be satisfied with
. To generate pseudo-random numbers from a given distribution,
we proceed in three steps. We first generate a series of pseudo-random numbers on a finite
subset of IV, normally {0,---,m — 1}, m € IN. This is discussed in Section 18.4.1. From
this pseudo-random series, we compute (pseudo) uniformly distributed random numbers.
To verify whether these pseudo-random numbers can be regarded as true random numbers
we have to employ a number of statistical tests. These are discussed in Section 18.4.2.
Using the uniform distributed random variables, various methods exist to compute non-

uniform pseudo-random variables. These are discussed in Section 18.4.3.

A

1Q 1 Fa
10.4.1 e

1g pseudo-random numbers

The generation of sequences of pseudo-random numbers is a challenging task. Although
many methods exist for generating such sequences, we restrict ourselves here to the so-

implement and most commonly used. An RNG can be classified as good when:
e successive pseudo-random numbers can be computed with little cost;

e the generated sequence appears as truly random, i.e., successive pseudo-random num-
bers are independent from and uncorrelated with one another and conform to the

desired distribution;
e its period (the time after which it repeats itself) is very long,.

Below, we will present two RNGs and comment on the degree of fulfillment of these prop-
erties.
The basic idea of linear congruential RNGs is simple. Starting with a value zg, the

so-called seed, z;,1 is computed from z; as follows:
ziv1 = (az + ¢) modulo m. (18.7)

With the right choice of parameters a, ¢, and m, this algorithm will generate m different
values, after which it starts anew. The number m is called the cycle length. Since the
next value of the series only depends on the current value, the cycle starts anew whenever
a value reappears. The linear congruential RNG will generate a cycle of length m if the

following three conditions hold:
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e the values m and c are relative primes, i.e., their greatest common divisor is 1;
e all prime factors of m should divide a — 1;
e if 4 divides m, then 4 should also divide a — 1.

These conditions only state something about the cycle length; they do not imply that the

resulting cycle appears as truly random.

Example 18.3. Linear congruential method.

Consider the case when m = 16, ¢ = 7, and a = 5. We can easily check the conditions
above. Starting with 29 = 0, we obtain z; = (5 X 04 7) modulo 16 = 7. Continuing in this
way we obtain: 0,7,10,9,4,11,14,---. o

The main problem with linear congruential methods is that the cycles are relatively
short, hence, there is too much repetition, too little randomness. This problem is avoided
by using additive congruential methods. With these methods, the i-value z; is derived from

the k previous values (z;_1,- -, z;—x) in the following way:

k
z; = (Z ajzi_j) modulo m. (18.8)
=1

The starting values zp through z,_; are generally derived by a linear congruential method,
or by assuming z = 0, for I < 0. With an appropriate selection of the factors a; cycles of
length m* — 1 are obtained.

Example 18.4. Additive congruential method.

Choosing the value k = 7 and setting the coefficients a; = az = land az = -+ = ag = 0, we
can extend the previous example. As starting sequence we take the first 7 terms computed
before: 0,7,10,9,4,11,14. The next value would then be (14 + 0) modulo 16 = 14.
Continuing in this way we obtain: 0,7,10,9,4,11,14,14,5,15,8,12,7,5,--. Observe that
when a number reappears, this does not mean that the cycle restarts. For this example,
the cycle length is limited by 167 — 1 = 268435455. O

Finally, it is advisable to use a different RNG for each random number sequence to be
used in the simulation, otherwise undesired dependencies between random variables can
be introduced. Also, a proper choice of the seed is of importance. There are good RNGs
that do not function properly, or not optimally, with wrongly chosen seeds. To be able
to reproduce simulation experiments, it is necessary to control the seed selection process;

taking a random number as seed is therefore not a good idea.
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18.4.2 Testing pseudo-uniformly distributed random numbers

With the methods of Section 18.4.1 we are able to

w0

enerate pseudo-random sequences.
Since the largest number that is obtained is m — 1, we can simply divide the successive z;
values by m — 1 to obtain a sequence of values u; = 2;/(m — 1). It is then assumed that
these values are pseudo-uniformly distributed.

Before we proceed to compute random numbers obeying other distributions, it is now
time to verify whether the generated sequence of pseudo-uniform random numbers can

indeed be viewed as a realisation sequence of the uniform distribution.

Testing the uniform distribution with the y>-test

We apply the x%-test to decide whether a sequence of n random numbers 2y, - - -, 2, obeys
the uniform distribution on [0, 1]. For this purpose, we divide the interval [0, 1] in & intervals
I; = [(¢ — 1)/k,i/k], that is, I; is the i-th interval of length 1/k in [0, 1] starting from the
left, ¢ = 1,---, k. We now compute the number n; of generated random numbers in the
i-th interval:

n; = |{zjlz; € I;;j =1,---,n}|. (18.9)

We would expect all values n; to be close to n/k. We now define as quality criterion for
the RNG the relative squared difference of the values n; and their expectation [289):

ot (m-1)"

d= n/k

(18.10)

The value d is a realisation of a stochastic variable D which has approximately a x*-
distribution with k& — 1 degrees of freedom. The hypothesis that the generated numbers do
come from the uniform distribution on [0, 1] cannot be rejected with probability e, if d is
smaller than the critical value for x2;_,, according to Table 18.1.

A few remarks are in order here. For the y2-test to be valuable, we should have a large
number of intervals k, and the number of random numbers in each interval should not be
too small. Typically, one would require k£ > 10 and n; > 5.

The x%-test employs a discretisation to test the generated pseudo-random sequence.
Alternatively, one could use the Kolmogorov-Smirnov test to directly test the real numbers
generated. As quality measure, this test uses the maximum difference between the desired
CDF and the observed CDF; for more details, see e.g., [137, 145].
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k a=10.9 a=0.95 a=0.99
2 4.605 5.991 9.210
3 6.253 7.817 11.356
4 7.779 9.488 13.277
5 9.236 11.071 15.086
6 10.645 12.592 16.812
7 12.017 14.067 18.475
8 13.362 15.507 20.090
9 14.684 16.919 21.666
10 15.987 18.307 23.209
15 22.307 24.996 30.578
20 28.412 31.410 37.566
25 34.382 37.653 44.314
30 40.256 43.773 50.892
40 51.805 55.759 63.691
50 63.17 67.505 76.154
60 74.40 79.082 88.379
70 85.53 90.531 100.425
80 96.58 101.879 112.329
90 107.6 113.145 124.116
100 118.5 124.342 135.807

k>100 1(h+128)? I(h+164)2 I(h+2.33)?

Table 18.1: Critical values zy, for the y2-distribution with & degrees of freedom and
confidence level a such that Pr{D < zj,} = a (with h = v/2k — 1)

Testing the correlation structure

In order to test whether successive random numbers can be considered independent from
one another, we have to study the correlation between the successive pseudo-random num-
bers. Let the random numbers zi,---,z, be generated uniform numbers on [0,1]. The

auto-correlation coefficient with lag k > 1 is then estimated by:
1 n—k L )
Ck-—— n—-k; (Xi—§) (Xi+k"‘§)- (1811)

Since Cy, is the sum of a large number of identically distributed random variables, it has a

Normal distribution, here with mean 0 and variance (144(n—k))~'. Therefore, the random
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a| 09 095 099
z | 1645 1.960 2.576

Table 18.2: Critical values z for the N(0, 1)-distribution and confidence level o such that
Pr{|Z| <z} =«

variable Ay = 12C,v/n — k is N(0, 1)-distributed. Hence, we can determine the value z
such that

Pr{Ci < 2z} = Pr{|Ax| < 2/12vV/n —k} = q, (18.12)

by using Table 18.2. Thus, for a chosen confidence level «, the autocorrelation coefficient
at lag k will lie in the interval [y — 2/12v/n — k, ¢ + 2/ 12v/n — k], where ¢y, is a realisation
of Cy. For a proper uniform RNG, the auto-correlation coefficients should be very close to
0, that is, the computed confidence intervals should contain 0.

18.4.3 Generation of non-uniformly distributed random numbers

There are various techniques to use uniform random numbers to obtain differently dis-
tributed random numbers that obey other distributions. We present some of these tech-
niques below.

The inversion method

Consider the distribution function Fy (y) of some stochastic variable Y. Let Z be a random
variable defined as a function of the random variable Y, and let us choose as function a
very special one, namely the distribution function of Y: ie., Z = Fy(Y'). The distribution
function of Z, i.e.;, Fz(z), has the following form:

Fz(z) =Pr{Z < z} = Pr{Fy(Y) < z}. (18.13)

Now, assuming that Fy can be inverted, we can equate the latter probability with Pr{Y <
Fy'(2)}, for 0 < z < 1. But, since Fy(y) = Pr{Y < y} we find, after having substituted
Fyl(2) for y:

Fz(2) = Fy(Fy'(2)) =z, for 0<2< 1. (18.14)
In conclusion, we find that Z is distributed uniformly on [0,1]. To generate random

numbers with a distribution Fy(y) we now proceed as follows. We generate a uniformly

distributed random number z and apply the inverse function to yield y = Fy'(2). The
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Figure 18.6: Deriving a continuous random variable from a uniformly distributed random
variable

realisations y are then distributed according to distribution function Fy. In Figure 18.6

we visualise the inversion approach.

Example 18.5. Negative exponential random numbers.

To generate random numbers from the exponential distribution Fy(y) =1 — e N,y >0,
we proceed as follows. We solve 2 = Fy(y) for y to find: y = —In(1 — 2)/A. Thus, we can
generate uniformly distributed numbers z, and apply the just derived equation to obtain
exponentially distributed random numbers y. To save one arithmetic operation, we can

change the term 1 — z to z, since if z is uniformly distributed, then 1 — z is so as well. O

Example 18.6. Erlang-k random numbers.

To generate random numbers from the Erlang-k distribution, we generate k& random num-
bers, distributed according to a negative exponential distribution, and simply add these.
In order to avoid having to take k logarithms, we can consider the following. Let uy,---, ug
be k uniformly distributed random numbers, and let z; = —In(;)/A be the corresponding
k negative exponential distributed random numbers (X is the rate per phase). We now
compute the Erlang-k distributed number z as follows:

k 1 k 1 k
p= 1= _XZm(ui) =—3h (Hui). (18.15)
i=1 i=1 i=1

In conclusion, we simply have to multiply the & terms, and have to take only one nat-
ural logarithm. Since RNGs are invoked very often during a simulation, such efficiency

improvements are very important. a

Example 18.7. Hyper-exponential random numbers.

The hyper-exponential distribution can be interpreted as a choice between n negative expo-
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Y2

)

Figure 18.7: Rejection method for generating random variables with density fX(z)

nential distributions, each with rate A;. We therefore first generate a random integer i from
the set {1,---,n}; this is the selection phase. We then generate a negative exponentially
distributed random number with rate J;. a

The rejection method

For obtaining random variables for which the inverse distribution function cannot be easily
obtained, we can use the rejection method, provided we know the density function fx(z).
Furthermore, the density function must have a finite domain, say [a, b], as well as a finite
image on [a, b], say [0, c]. If there are values z ¢ [a, b] for which fx(z) > 0, then the rejection
method only provides approximate random numbers. In Figure 18.7 we show a density
function fulfilling the requirements. We proceed as follows. We generate two uniformly
distributed numbers u; and u; on [0,1] and derive the random numbers z = a + (b — a)u;
and y = cuy. The tuple (z,y) is a randomly selected point in the rectangle {a,b] x [0, c].
Now, whenever y < fx(z), that is, whenever the point (z,y) lies below the density fx(z),
we accept x. Successive values for z then obey the density fx(z). Whenever y > fx(z)
we repeat the procedure until we encounter a tuple for which the condition holds. This
procedure is fairly efficient when the area under the density fx(z) is close to ¢(b — a). In
that case we have a relatively high probability that a sample point lies under the density,
so that we do not need many sample points.

The proof of the rejection method is fairly simple. Consider two random variables: X
is distributed uniformly on [a, b], and Y is distributed uniformly on [0, ¢]. We then proceed
to compute the following conditional probability, which exactly equals the probability
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distribution function for an accepted value z according to the rejection scheme:

Pr{iz < X <z +dz,Y < fx(z)}
Pr{Y < fx(X)}

B (bcfca) (ch(x)) ((b _la)c)“l = fx(x)dz.

We see that the conditional probability reduces to the required probability density.

Normally distributed random numbers

For some random variables, the distribution function cannot be explicitly computed or
inverted, nor does the density function have a finite domain. For these cases we have to
come up with even other methods to generate random numbers.

As a most interesting example of these, we address the normal distribution. We apply
the central limit theorem to compute normally distributed random numbers as follows. We
first generate n independent and identically distributed random numbers x4, - - -, z,,, which
can be seen as realisations of the random variables X,---, X, which are all distributed
as the random variable X with mean E[X] and variance var[X]. We can then define the
random variable S, = X; + --- 4+ X,,. The central limit theorem then states that the

random variable
S, —nE[X]

y/nvar[X]

approaches a normally distributed random variable with mean 0 and variance 1, i.e.,an
N(0,1) distribution.
Now, by choosing the uniform distribution on [0,1] for X (X has mean E[X] = 1/2
and var[X] = 1/12) and taking n = 12 samples, Sjs = X + -+ + X2, so that
Sy —nE[X] S,—-6
B \/nvar[X] B \/12712 B

approaches a N(0,1)-distributed random variable. An advantage of using N is that it is

N

S12 — 6 (18.16)

very efficient to compute. Of course, taking larger values for n increases the accuracy of
the generated random numbers.
18.5 Statistical evaluation of simulation results

A discrete-event simulation is performed to obtain quantitative insight into the operation

of the modelled system. When executing a simulation (program), relevant events can be
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time-stamped. All the resulting samples (or observations) can be written to a frace or
log file. In Section 18.5.1 we discuss how we can obtain single samples from a simulation
execution. Although a complete log file contains all the available information, it is generaliy
of little practical use. Therefore, the simulation log is “condensed” to a format that is more
suitable for human interpretation. This step is performed using statistical techniques and
is discussed in Section 18.5.2.

18.5.1 Obtaining measurements

We address the issues of obtaining individual samples and the removal of invalid samples

(the initial transient) below.

Sampling individual events

We distinguish two types of measures that can be obtained from a simulation: user-oriented
measures and system-oriented measures. User-oriented measures are typically obtained by
monitoring specific users of the system under study, i.c., by monitoring individual jobs. An
example of a user-oriented measure is the job residence time in some part of the modelled
system. When the i-th job enters that system part, a time-stamp tg”) (“a” for arrival) is

taken. When the job leaves the system part a time-stamp tgd) (“d” for departure) is taken.
The difference ¢; = tEd) — t,(-a) is an realisation of the job residence time. By summing over
all simulated jobs, denoted as n, we finally obtain an estimate for the mean job residence

time as:
n 1 n n o

—Z (t — () = - (Ztﬁd) -3¢ )) . (18.17)
i=1 i=1 i=1

Notice that during the simulation, we do not have to store all the individual time-stamp

3

values, since in the end we only need the difference of their sums.

For the derivation of system-oriented measures no individual jobs should be monitored,
but the system state itself. A typical example is the case where the measure of interest
is the long-run probability that a finite buffer is fully occupied. Upon every state change
in the model the system state of interest is checked for this condition. If this condition
becomes true, a time-stamp tEf ) is taken (“f” for full). The next time-stamp, denoted
t(") (“n” for not full) is then taken when the buffer is not fully occupied anymore. The
(n)

difference t; t(f ) is a realisation of random variable that could be called the “buffer-full

period”. The sum of all these periods, divided by the total simulation time then estimates
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the long-run buffer full probability, i.e.,

(m _y Lm0 (18.18)
i A \L i 24 ) ; {lo.13)
where we assume that during the simulation of length T we have experienced n buffer full
periods. Notice that the simulation time 7" is predetermined for system-oriented measures,

whereas the number of samples n is prespecified for user-oriented measures, in order to
obtain unbiased estimators.

Initial transient removal

With most simulations, we try to obtain steady-state performance measures. However,
when starting the simulation, the modelled system state will generally be very non-typical,
e.g.,in queueing network simulations one may choose all queues to be initially empty.
Hence, the observations made during the first period of the simulation will be non-typical
as well, thus influencing the simulation results in an inappropriate way. Therefore, we
should ignore the measurements taken during this so-called (initial) transient period. The
main question then is: how long should we ignore the measurements, or, in other words,
how long should we take this initial transient? This question is not at all easy to answer;
Pawlikowski discusses 11 “rules” to recognise the initial transient period [231]. Below, we
briefly discuss a number of simple guidelines.

The first guideline is to simulate so long that the effect of the initial transient period
becomes negligible. Of course, this is not an efficient method, nor does it provide any
evidence. This method becomes slightly better when combined with a smart initial state
in the simulation, e.g., based on an analytic queueing network model of a simplified version
of the simulation model. In doing so, the period in which queues have to built up towards
their mean occupation becomes smaller. But this method does not provide evidence for a
particular choice.

The slightly better guideline is given by the truncation method, which removes the first
I < n samples from a sequence of samples x,- -, z,, where ! is the smallest value such
that:

min{zyy, -, T} # Tip1 # max{Ti41, -, Tnt (18.19)
In words: the samples zy,---,z; are removed when the (I 4+ 1)-th sample is no longer the
maximum, nor the minimum of the remaining samples. This means that the samples that

follow z;,; have values both smaller and larger than x;4,, thus indicating that an oscillation
around a stationary situation has started. This method corresponds to rule R1 in [231] and
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has been shown to overestimate the length of the initial transient period when simulating
systems under low utilisation, and to underestimate it for high utilisation.

A better but still simple guideline is the following, based on an estimation of the vari-
n samples. The sample mean m is computed as (31 ; z;)/n.
Then, we split the n observations into k groups or batches, such that k = |n/l]. We start
with batch size [ = 2 and increase it stepwisely, thereby computing k accordingly, until the

sample variance starts to decrease, as follows. We compute the batch means as

L .
mi= S iy, i=1,---,k, (18.20)
j=1

and the sample variance as:

k
0% = 761_1 3 (my—m)?. (18.21)

By increasing the batch size [, more and more samples of the initial transient period will
become part of the first batch. If [ is small, many batches will contain samples from the
initial transient period, thus making o? larger, also for increasing . However, if { becomes
so large that the first batch contains almost exclusively the samples that can be considered
part of the initial transient period, only m; will significantly differ from m, thus making o?
smaller. The batch size [ for which o2 starts to decrease monotonously equals the number
of samples that should not be considered any further (see also [145]).

18.5.2 Mean values and confidence intervals

Suppose we are executing a simulation to estimate the mean of the random variable X
with (unknown) F[X] = a. In doing so, a simulation is used to generate n samples z;,
t = 1,---,n, each of which can be seen as a realisation of a stochastic variable X;. The
simulation has been constructed such that the stochastic variables X; are all distributed
as the random variable X. Furthermore, to compute confidence intervals, we require the
X to be independent of each other.

Below, we discuss how to estimate the mean value of X and present means to com-
pute confidence intervals for the obtained estimate. We also comment on ways to handle
independence in the measurements.

Mean values

To estimate E[X], we define a new stochastic variable, X, which is called an estimator of X .
Whenever E[X] = a, the estimator X is called unbiased. Whenever Pr{|X —a| < ¢} — 0
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when n — oo, the estimator X is called consistent. The latter condition translates itself
to the requirement that var[)? ] = 0, whenever the number of samples n — oo. Clearly,
both unbiasedness and consistency are desirable properties of estimators. Whenever the

~ 12
X= EZX,» (18.22)

is an unbiased and consistent estimator for E[X] since E[X] = E[X] (unbiasedness) and
var[X] = var[X]/n, so that var[X] — 0, when n — oo (consistence).

Although the estimator X seems to be fine, the requirement that the random variables
X; should be independent causes us problems (independence is required for consistency,
not for unbiasedness). Indeed, successive samples taken from a simulation are generally
not independent. For instance, suppose that the random variables X; signify samples of
job response times in a particular queue. Whenever X; is large (or small), X;,; will most
probably be large (or small) as well, so that successive samples are dependent. There are
a number of ways to cope with the dependence between successive samples; these will be
discussed below.

Guaranteeing independence

There are a number of ways to obtain almost independent observations from simulations,
as they are required to compute confidence intervals. We discuss the three most-widely
used methods below.

With the method of independent replicas the simulation execution is replicated n times,
each time with a different seed for the RNG. In the i-th simulation run, the samples
Z;1,° ", Tim are taken. Although these individual samples are not independent, the sample
means z; = (371, #;;)/m, i = 1,---,n, are considered to be independent from one another.
These n mean values are therefore considered as the samples from which the overall mean
value and confidence interval (see below) are estimated. The advantage of this method
lies in the fact that the used samples are really independent, provided the RNGs deliver
independent streams. A disadvantage is that the simulation has to be executed from start
several times. This implies that also the transient behaviour at the beginning of every
simulation has to performed and removed mulitiple times.

A method which circumvents the latter problem is the batch means method. It requires

only a single simulation run from which the samples z,- - -, Z,., are split into n batches
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of size m each. Within every batch the samples are averaged as follows:

1 m
Y= =3 Tl 1ymi- (18.23)
m i
The samples yq,- -, y, are assumed to be independent and used to compute the overall

average and confidence intervals. The advantage of this method is that only a single
simulation run is performed for which the initial transient has to be removed only once.
A disadvantage of this method is the fact that the batches are not totally independent,
hence, this method is only approximate. In practice, however, the batch-means method is
most often used.

The fact that successive batches are not totally independent is overcome with the so-
called regenerative method. With this method a single simulation execution is split into
several batches as well; however, the splitting is done at so-called regeneration points in the
simulation. Regeneration points are defined such that the behaviour before such a point is
totally independent from the behaviour after it. A good example of a regeneration point
batch averages are taken as the samples to compute the overall mean and the confidence
intervals; however, since the number of samples per batch is not constant, more complex,
so-called ratio-estimators, must be used.

The advantage of the regeneration method is that the employed samples to compute
the confidence intervals are really independent. The problems with it are the more complex
estimators and the fact that regeneration points might occur only very rarely, thus yielding
long simulation run times. True regeneration points that are visited frequently during a
simulation are rare; the state in which the modelled system empties is often considered
a regeneration point, but this is only correct when the times until the next events are
drawn from memoryless distributions. To illustrate this, in an M|M|1 simulation, every
arrival and departure point is a regeneration point. In an M|G|1 simulation, all departure
instances and the first arrival instance are regeneration points. In contrast, in an G|G|1

simulation, only the first arrival instance is a regeneration point.

Confidence intervals

Since the random variables X; are assumed to be independent and identically distributed,
the estimator X as defined in (18.22) will, according to the central limit theorem, approx-

imately have a Normal distribution with mean @ and variance 0?/n (we denote var[X] as
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0?). This implies that the random variable

Z=Z_= (18.24)

is N(0, 1)-distributed. However, since we do not know the variance of the random variable
X, we have to estimate it as well. An unbiased estimator for o2, known as the sample

variance, is given as:

1 & ~\2
— ;(X - X), (18.25)
The stochastic variable _
X —
¢ (18.26)

ING
then has a Student- or ¢-distribution with n — 1 degrees of freedom (a ¢,,_;-distribution).
Notice that a and &2 can easily be computed when 3°; z; and ¥°; 22 are known:

Y1 T Yz (L)

=== 52 = 18.27
a . and & ] Y — ( )

so that during the simulation, only two real numbers have to be maintained per measure.
The Student distribution with three or more degrees of freedom is a symmetric bell-
shaped distribution, similar in form to the Normal distribution (see Figure 18.8). For
n — 0o, the t,-distribution approaches an N(0, 1) distribution. By using a standard table
for it, such as given in Table 18.3, we can find the value z > 0 such that Pr{|Z| <z} = g;
z is called the double-sided critical value for the t,-distribution, given §. The last row in
Table 18.3 corresponds to the case of having an unbounded number of degrees of freedom,
that is, these critical values follow from the N (0, 1) distribution. Using these double-sided
critical values, we can write:
(X —al _
o/vn ~
which states that the probability that the estimator X deviates less than 20 /+/n from
the mean a is 8. Stated differently, the probability that X lies in the so-called confidence
interval [a — zo/\/n,a + zo/y/n] is B. The probability 3 is called the confidence level.
As can be observed, to make the confidence interval a factor [ smaller, /2 times more

Pr{|Z| <z} = Pr{ } Pr{|X —a| < zo/\/n} = B, (18.28)

observations are required, so that the simulation needs to be I2 times as long.

Note that many statistical tables present single-sided critical values, i.e.,those values
2’ for which the probability Pr{Z < z'} = #’. Due to the symmetrical nature of the
tn-distribution, for n > 3, we have 2’ = z if ' = (1 + 3)/2.
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J2, f2(2)dz = B f2(2)

Figure 18.8: The bell-shaped Student-distribution with n > 3 degrees of freedom

We finally note that when using regenerative simulation, due to the use of ratio-

estimators, the computation of confidence intervals becomes more complicated.

Example 18.8. Confidence interval determination.

From five mutually independent simulation runs we obtain the following five samples:
(z1,--+,x5) = (0.108,0.112,0.111, 0.115,0.098). The sample mean a = (¥°_, z;)/5 =
0.1088. The sample variance 0? = Y0 ,(z; — a)?/(5 — 1) = 0.0000427. We assume a
confidence level of 8 = 0.9. In Table 18.3, we find the corresponding double-sided critical
value for the t4-distribution with 90% confidence level z = 2.132. We thus obtain that:

Pr{|Z| < 2.132} = Pr{|X — m| < 2.1320/+/5},
from which we derive that Pr{|X —m| < 0.00623} = 0.90. Thus, we know that:
X €[0.1026,0.1150] with 90% confidence.

Notice that in practical situations, we should always aim to have at least ten degrees of
freedom, i.e.,n > 10. O

18.6 Further reading

More information on the statistical techniques to evaluate simulation results can be found
in the performance evaluation textbooks by Jain [145], Mitrani [202], Trivedi [280] and in
the survey by Pawlikowski [231]. The former two books also discuss the simulation setup
and random number generation. More detailed information on the statistical techniques
to be used in the evaluation of simulation results can be found in [90, 157, 175, 285] and
statistics textbooks [137, 289]. Random number generation is treated extensively by Knuth
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n a=90% a=9%% a=9%| n a=9% a=9% ao=99%
3 2.353 3.182 5.841 18 1.734 2.101 2.878
4 2.132 2.776 4.604 20 1.725 2.086 2.845
5 2.015 2.571 4.032 22 1.717 2.074 2.819
6 1.943 2.447 3.707 24 1.711 2.064 2.797
7 1.895 2.365 3.499 26 1.706 2.056 2.779
8 1.860 2.306 3.355 28 1.701 2.048 2.763
9 1.833 2.262 3.250 30 1.697 2.042 2.750
10 1.812 2.228 3.169 60 1.671 2.000 2.660
12 1.782 2.179 3.055 90 1.662 1.987 2.632
14 1.761 2.145 2.977 120 1.658 1.980 2.617
16 1.746 2.120 2.921 o) 1.645 1.960 2.576

Table 18.3: Double-sided critical values z of the Student distribution for n degrees of
freedom and confidence level a such that Pr{|Z] < z} = a

[162], 'Ecuyer 79, 80] and others [56, 229]. Some recent tests of random number generators
can be found in [179].

Research in simulation techniques is still continuing. In particular, when the interest is
in obtaining measures that are to be associated with events that occur rarely, e.g., packet
loss probabilities in communication systems or complete system failures in fault-tolerant
computer systems, simulations tend to be very long. Special techniques to deal with these
so-called rare-event simulations are being developed, see [99, 130, 222]. Pawlikowski gives
an overview of the problems (and solutions) of the simulation of queueing processes [231].
Also techniques to speed-up simulations using parallel and distributed computer systems
are receiving increased attention; for an overview of these techniques see [102]. Chiola and

Ferscha discuss the special case of parallel simulations of SPNs [48].

18.7 Exercises

18.1. Random number generation.
Use a linear congruential method with m = 18, ¢ = 17, a = 7 and seed zy = 3 to generate
random numbers in [0, 17].

Now make use of an additive congruential method to generate random numbers, using

m = 18 and ag = - -+ = a7 = 1, thereby using as seeds the values computed with the linear
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congruential method.

18.2. Uniform number generation.

Use the additive congruential method of the previous exercise to obtain 1000 uniformly-
distributed random numbers on [0, 1]. Use the x%-test to validate this RNG. Use the auto-
correlation test to validate the independence of successive random numbers & = 1,2, 3,4

generated with this RNG.

18.3. Uniform number generation.

Validate the following two RNGs, recently proposed by Fishman and Moore [91]:
o 2, = 482712,_; modulo 232 — 1;

e z, = 696211z, , modulo 2% — 1.

18.4. How fair is a coin.

We try to compute the probability p with which the tossing of a coin yield “heads”. We
therefore toss the coin n times. How large should we take n such that with confidence level
a = 0.9 the width of the confidence interval is only 0.1 times the mean np. What happens
(with n) if p tends to 0, that is, when tossing “heads” becomes a rare event?

18.5. Confidence interval construction.

As a result of a batch-means simulation we have obtained following batch means:
245 255 239 241 249 2.67 238 244 247

Compute confidence intervals, with o = 0.9,0.95,0.99. How does the width of the confi-
dence intervals change when the confidence level gets closer to 17 How many batches do

you expect to be necessary to decrease the width of the confidence interval by a factor [.

18.6. Simulating a G|M|1 and a G|G|1 queue.

We consider the event-based simulation of the M|M|1 queue, as sketched in Section 18.3.
How should we adapt the given program to simulate queues of M|G|1 and of G|G|1 type.
Hint: do not “redraw” random number for non-exponential distributions, unless the asso-

ciated events have really been executed.

18.7. Simulating a CTMC.
We are given a finite CTMC on state space Z, with generator matrix Q and initial proba-
bility distribution p(0). We are interested in the long-run proportion of time that the state
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of the simulated CTMC is in some (given) subset J from Z. We start simulating at t, = 0
until some value t.; we only start collecting samples after the initial transient period of
length ¢; is over.

1. What is a useful estimator for the measure of interest?

2. Outline a simulation program for CTMC simulation, thereby using properties of
CTMCs.

18.8. Simulating SPNs.

Given is an SPN of the class we have discussed in Chapter 14, however, without any
restrictions on the timings of the transitions. Furthermore, we assume that a transition
which is disabled due to the firing of another transition will resume its activity once it
becomes enabled again. Thus, the time until the firing of a transition is not resampled
every time it becomes enabled, but only when it becomes first enabled (after having fired

or after simulation starts). Present the outline of a simulation program for SPNs obeying
the sketched samnline strateov ‘K”’\Q are the advantaces nF e1m11]9f1hn‘ qp]\c ins tead Cf

vilC SRCLVCACU salllpuilly SLiatCygy. AJ.lArU @i T u;;\, aUuValivagts [SIRE RN E TSRV ESLY NS 1

numerically solving them? And what are the disadvantages?
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Appendix A

Applied probability for performance

analysts

N this appendix we briefly discuss a number of elementary concepts of probability theory

that are of use for performance evaluation purposes. By no means is this appendix
intended to cover all of probability theory; it is included as a refresher for those having
enrolled in a basic course on probability theory and statistics in the past. For further
details, refer to the textbooks [87, 152, 280]

This appendix is further organised as follows. In Section A.1 we introduce the math-
ematical basis of probability theory and present some general laws and definitions. We
introduce discrete random variables in Sections A.2 and A.3, and continuous random vari-
ables in Sections A.4 and A.5. Mean values and variances are discussed in Sections A.6
through A.8.

A.1 Probability measures

The mathematical concept of probability can be defined as a triple (S, E, Pr) where S is
the sample space of all possible outcomes of an experiment, E C 2% (the power set of S)
is a set of events, and Pr: E — IR is a probability mapping from events to real numbers

which satisfies the following three rules:

1. For all possible e € E: Pr{e} exists and 0 < Pr{e} < 1, that is, any possible event

occurs with a probability between 0 and 1;
2. Pr{S} =1, that is, the sum of probabilities of all possible events equals 1;

3. If e,/ € E are two mutually exclusive events then Pr{e Ue'} = Pr{e} + Pr{e'}.
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Example A.1. Rolling a dice (I).

Consider a normal cubic dice with numbers 1 through 6. Rolling this dice will generate
samples or events from the sample space S = {1,---,6}. E is the set of all possible events:
E = {{1},---,{6}}. The probability of rolling “6” is then most naturally set equal to
Pr{6} = 1/6 (for convenience we normally omit the double {{}}-notation from now on).
The probability of rolling one of the numbers 1 through 6 equals Pr{1,---,6} = Pr{S} = 1.
The probability of rolling “even” equals Pr{“even”} = Pr{2,4,6} = Pr{2} + Pr{4} +
Pr{6} =1/2. O

When two events are not mutually exclusive the probability of occurrence of both
events is not the sum of the probability of both events individually; one should account for
the “overlapping” part of the events by subtracting the overlap. To be more concrete, if
e, e’ € E, then

Pr{euUe'} = Pr{e} + Pr{e'} — Pr{ene€'}. (A1)

Two events e, e’ € E that are disjoint, i.e.,e N e’ = () are mutually exclusive events.

Example A.2. Rolling a dice (II).

Let event e signify “even” rolls, i.e.,e = {2,4,6}. Let €’ signify the event “at least three”,
ie,e = {3,4,5,6}. We then have that Pr{e U ¢’} = Pr{e} + Pr{e’} — Pr{en¢€} =
Pr{2,4,6} + Pr{3,4,5,6} — Pr{4,6} = 3/6 + 4/6 — 2/6 = 5/6. The latter could also be
derived directly, since Pr{e Ue'} = Pr{2,3,4,5,6} = 5/6. a

The probability of the complement of an event e equals 1 minus the probability of event
e: Pr{—e} =1 — Pr{e}.

Example A.3. Rolling a dice (III).
Let event e signify the event “at least three”, i.e.,e = {3,4,5,6}. We then have Pr{e} =
4/6. Throwing less than three then has probability Pr{—e} =1 — Pr{e} = 2/6. o

Let Pr{e|e’} denote the probability that e happens, given that e’ already happens, and
it is called the conditional probability of e, given ¢/. We have:

Pr{ene'}

Pr{e,e'} = Pr{ene'} = Pr{ele'} Pr{e'} = Pr{ele'} = Pr{e’}

(A.2)
Two events e and €’ are said to be independent if Pr{e, e’} = Pr{e} Pr{e’}. When e and ¢
are independent we of course have Pr{ele'} = Pr{e} and also Pr{e’|e} = Pr{e'}. In these

cases, the occurrence of e (or €') does not say anything about the possible occurrence of €'
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(or e). If e and €’ are mutually exclusive events, then Pr{e,e'} = Pr{ene'} =0, and thus
also Pr{ele’} = Pr{e'|e} = 0.
Let eq,---, e, be mutually exclusive events such that S =e; U---Ue, and let e C S,

then the law of total probability states:

Pr{e} = éPr{elei} Pr{e;}. (A.3)

A.2 Discrete random variables

Up till now we have only worked with probabilities. In the examples we only used the dice.
This was convenient because the outcome of the experiment (the events) were numbers. In
general this need not be the case. Consider the tossing of a coin. This can yield “heads” or
“tails”. What to do with these outcomes in a calculation? To encompass these problems,
random variables have been introduced.

A random variable is a mapping from the sample space of a probability measure to, in
the case of discrete random variables, the natural numbers or a subset thereof.

A discrete random variable N can be characterised by its probability distribution func-
tion or cumulative density function (CDF) Fy(n) = Pr{N < n}. The probability density
function (PDF) or probability mass function (pmf) is defined as fy(n) = Pr{N =n}. The
following relation exists between the CDF and PDF:

Fn(n) =" fn(m). (A.4)

m=0
As lower limit in the summation we have chosen 0. This will mostly be the case although
this is not necessary. Since the sum of all probabilities of all events, or to be precise, of all
images n € IV of events, must equal 1, we have

Y fn(n) =1 (A.5)

all n

Consequently, Fy(n) is a monotonously increasing function with image in [0, 1].

Example A.4. Car counting.

The number of cars C driving over a particular roundabout per minute can be regarded
as a discrete random variable which can take values from 0 onwards. We say that the
distribution of C' has support on {0,1,---}. O

It is also possible to address two (or more) random variables simultaneously. Consider

the case where N and K are random variables with joint distribution function Fn x(n, k) =
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Pr{N < n,K < k}. Similarly, we have fy x(n,k) = Pr{N =n, K = k}. Again, we have a
simple relation between the joint CDF and the joint PDF:

Fnx(nk) =YY Pr{N =i, K = j}. (A.6)

i<n j<k

The so-called marginal probability density function fy(n) is defined as follows:
fn(n) =3 fri(nk). (A7)
k=0

A similar definition can be given for the marginal PDF of K. The conditional PDF of N

with respect to K is given as

Pr{N=n,K =k} fnx(nk)
Pr{K=k} fxlk) '

by virtue of the definition of conditional probability.

Nk (nlk) = Pr{N = n|K = k} =

(A.8)

If N and K are independent we have Fyjx(n|k) = Fy(n), and consequently fn x(n, k) =
fn(n)fi (k). The latter two equalities also hold for the CDF’s.

A.3 Some important discrete distributions

Bernoulli. A discrete random variable NV has a Bernoulli distribution with parameter p
when it only takes two values, without loss of generality called “0” and “1”, and for which
In(O0)=Pr{N=0}=1-pand fy(1)=Pr{N =1} =p.

The result of tossing a coin is generally assumed to generate a Bernoulli distribution

(with p = 0.5). The event “0” is generally called a failure, the event “1” a success.

Geometric. Consider again a series of Bernoulli experiments in which the success-
probability is p. The number of trials N until the first success, the success itself included,

has a geometric distribution:
fN(n)':Pr{Nzn}_—_(l——p)n-lp’ n:1a27' (Ag)

A geometrically distributed random variable has support on 1,2, -,

The geometric distribution is the only discrete distribution that is memoryless. This
means that the probability that a geometrically distributed random variable N = n +m,
given that we know that N > n (with m > 1), simply is equal to the probability that
N =m:

Pr{N =n+m|N >n}=Pr{N=m}, m>1. (A.10)
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In words, this does mean that the fact that we have knowledge of the past (the fact that
N > n) does not change the future behaviour.

Modified geometric. A slight variation occurs with the modified geometric distribution.
Here the number of Bernoulli trials M before the first success is of interest. A random
variable M distributed like this has support on IV:

fu(m)=Pr{M =m}=(1-p)™p, m=0,1,---. (A.11)

Binomial. Consider again a Bernoulli experiment in which the success probability equals
p. Now repeat this Bernoulli experiment n times. The number of successes N then has a

binomial distribution with parameters n and p:

fn(k) =Pr{N =k} = ( Z )p’“(l -p)" . (A12)

Note that N has support over the range 0, - -, n.

Poisson. When the number of trials n in the binomial distribution becomes large, the
calculation of the binomial probabilities might be cumbersome. Instead, one might ap-
proximate the binomial PDF by a Poisson PDF; however, this approximation is only good
when n > 20 and p < 0.05. If this is the case, we can set @ = np and use the following
expression for the Poisson PDF:

fn(n) =Pr{N =n} = e‘“%—?. (A.13)

Note that a Poisson distributed number has support on IV.

Uniform. A discrete uniformly distributed random variable N takes, with equal proba-
bility, one value out of a countable set. As an example, think of rolling a dice. If N can
take values in S = {nq,---,nx}, we have fy(n;) = 1/k.

A.4 Continuous random variables

In this section we address continuous random variables. Since a continuous random variable
X can assume values in a finite or infinite range of the real numbers there are always
infinitely many possible values for X. Therefore, the probability of any particular value
z equals 0: Pr{X = 2} = 0. The cumulative density function or distribution function is
defined as Fx(z) = Pr{X < z}. The probability density function, if it exists, is defined as

fr(e) = tim X@+0) — Fx(z) _ dFx(a)

60 ) dz

= F(x). (A.14)
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Stated differently, we see that Fx(z) is the integral over an infinite range of fx(z) values,
like Fy(n) was the (discrete) sum over a finite countable set of fy(n) values:

Fx(z) = /_ oo Fx(w)du. (A.15)

Consequently, Pr{z € [a,b]} = Pr{a < z < b} = Pr{z < b} —Pr{z < a} = Fx(b) — Fx(a).
Because the probability of all outcomes must sum to one, we have

/ fx(@)dz = 1. (A.16)
Consequently, under certain (technical) conditions, Fx(z) is a monotonously increasing

function with range [0, 1].

Example A.5. Telephone calls.
The duration of a telephone call is generally represented as a random variable with support

on [0,00), whereas the number of calls a particular exchange is handling at a particular
time instance is a discrete random variable on {0,1,---}. O

It is also possible to address two (or more) random variables simultaneously. Consider
the case where X and Y are random variables with joint distribution function Fx y(z,y) =
Pr{X < z,Y < y}. We have a simple relation between the joint CDF and the joint PDF:

z  ry
Fxy(z,y) = /_ /_ Fxy(u,v)dudv. (A.17)
The so-called marginal probability density function fx(z) is defined as follows:
fx(@) = [~ fxr(@y)dy. (A18)

A similar definition can be given for the marginal PDF of Y. The conditional PDF of X
with respect to Y is given as:

Fxv(aly) = fi‘-f% (A.19)

by virtue of the definition of conditional probability. If X and Y are independent we have
Fxy(zly) = fx(z), and consequently fxy(z,y) = fx(z)fy(y). The latter two equalities
also hold for the CDF’s.

Now consider two independent random variables X and Y, with distribution functions
Fx(z) and Fy(y), respectively. The sum Z = X +Y, is a random variable with as density
the convolution of fx(z) and fy(y) as follows:

fz(z) = /j:o fx@)fy(z —u)du, —oo <z < 0. (A.20)
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When X and Y are non-negative random variables, then this can be reduced to

f2(z) = /0 Fx(@) fy(z —wdu, 0< 2z < oo. (A.21)

A.5 Some important continuous distributions

Normal. Let X denote a random variable with support over the entire real axis and with
mean u and variance o2 (o is called the standard deviation; see also the next section). We
say that X has an N(u,o?) distribution, if the associated PDF is:

fx(z) = \/2;76%?}2 : (A.22)

No explicit expression exists for the CDF Fx(z). There are a number of interesting prop-

erties associated with the normal distribution:

e When X has an N(y, o?) distribution, the random variable (X — u)/o has an N(0,1)

distribution.
e Let X;,---,X, be a set of mutually independent random variables with means
U1, pn and standard deviations oq,---, 0y, such that, for all 7, the values p,,

o;, and p;/o; are finite, then, as n — oo, the random variable

et Xi = iy i 5

n 2
=10

N(0,1). (A.23)
This is the central limit theorem. Note that although we did not assume anything
about the distributions of the involved X;, their arithmetic average tends to be

normally distributed for large n. The normal distribution plays a role in the statistical
evaluation of simulation results.

Deterministic. A deterministic random variable X can only take one value, d, with

probability 1. In fact, this random variable can be viewed as discrete as well as continuous:

0, z=<d,

A.24
1, z>d, ( )

fx(z) = Dirac(d), and Fx(z)= {

where Dirac(d) is a Dirac impulse at z = d.
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Exponential. A non-negative random variable X has an exponential distribution with

parameter A (sometimes also called a negative exponential distribution) when, for A,z > 0,
we have

fx(z) =Xe™ and Fx(z)=1—e**. (A.25)

The exponential distribution has a very nice property: it is the only continuous memoryless
distribution. The memoryless property states that

Pr{X <z+y|X >y} =Pr{X < z}. (A.26)

This implies that the knowledge of X being larger than y does not matter at all for
determining the probability that X is larger than x + y. Somehow, the history of X (its
being larger than y) does not matter; it has no memory.

Erlang. Let X, -, X, be identically and independently distributed random variables, all
with the same exponential distribution. Then X = Y, X, has an n-stage Erlang distribu-
tion (an Erlang-n distribution). An Erlang-n distribution is a series of n independent and

identically distributed exponential distributions. We have, for z, A\ >0and n =1,2,---:

fx(z) = %e”, (A.27)
and - ‘
Fx(z)=1—¢™ Z (—)-‘;'X (A.28)

Notice that the Erlang-n density is the convolution of n exponential densities (all with the

same mean).

Hypo-exponential. This distribution is also called generalised Erlang distribution. It is
similar to the Erlang distribution; however, the successive exponential stages need not have
the same mean, that is, we have X = 3_7 ; X;, where X, is an exponentially distributed
random variable with parameter A;. When we have 2 stages and parameters Ay, Az > 0
and z > 0, we have:

fX(q;) = _)‘/\2]._'\/\21 (6—1\1:13 _ e—}\zw)7 and
Fx(l‘) = 1- Xz—)‘_zxe_)\lz + '/\Z—ilxe_)‘zx. (A29)

Notice that the hypo-exponential density is the convolution of n exponential densities.

Hyperexponential. Let X; and X, be two independent exponentially distributed random

variables with parameters A; and A, respectively. Now, let X be a random variable that
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with probability p; is distributed as X; and with probability p, as X5. Note that p;+p, = 1.
We say that X has a 2-stage hyperexponential distribution:

fx(CC) = pl)\le_)\lz +p2)\2€_)\2$. (A30)
Generalisations to more than two stages are easy to imagine.

Example A.6. Service times.
In the modelling of computer and communication systems, one often has to make assump-
tions about the involved job service times or the packet transmission times (the packet
lengths). For these purposes often the exponential, Erlang, hypo- and hyper-exponential
distribution are used. The exponential distribution is especially advantageous to use, due
to its memoryless property.

Extensive monitoring of telephone exchanges has revealed that telephone call durations
typically are exponentially distributed. Moreover, the average time between successive call
arrivals obeys the exponential distribution. |

Phase-type distributions. The last three mentioned distributions are examples of the
class of phase-type distributions, which are distributions that are formed by summing
exponential distributions, or by probabilistically choosing among them. We discuss phase-
type distributions in more detail in Chapter 3. A special type of phase-type distribution
that is used often is the Coxian distribution. It is basically a hypo-exponential distribution;
however, before every exponential phase, it is decided probabilistically whether a next phase
is taken or not. Coxian distributions can be used to approximate any other distribution
(with rational Laplace transform). They can also be seen as special cases of a phase-type
distribution.

Uniform. A continuous random variable X has a uniform distribution on [a, b] when all
the values in the interval [a, b] have equal probability. The uniform PDF equals

1
oo @<z <b,
z) = A3l
fx(@) { 0, otherwise. ( )
The uniform CDF equals
0, z < a,
fx(z) = £2, a<z<b, (A.32)
1, x> b
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A.6 Moments of random variables

In many situations we do not characterise a random variable by its complete distribution
but rather by its moments. The most important moment of a random variable is the mean

or the expected value. This first moment is calculated as

o9}

E[N]=}_nfn(n), (A.33)

n=0

when N is a discrete random variable, and as

E[X] = / °:o 2fx(z)de, (A.34)

when X is a continuous random variable. E[-] is called the expectation operator. This is

generalised to the k-th moment (k = 1,2,---) as follows:
E[N¥] =3 nFfn(n), (A.35)
n=0

when N is a discrete random variable, and as

E[X¥] = / Z o fx (2)dz, (A.36)

when X is a continuous random variable.
The quantity E[(X — E[X])¥] is known as the k-th central moment (k = 1,2,---).
Note that the first central moment equals 0. The second central moment is known as the

variance. It is denoted as var[X] or as o%:

o% =var[X] = E[(X — E[X))?] = E[X?] - E[X]~. (A.37)

A similar definition exists for the variance of discrete random variables (by just changing
the X’s into N’s). We call var|-] the variance operator.

A measure that is often used in performance analysis is the squared coefficient of vari-
ation: X

2z %}% (A.38)

which expresses the variance of X relative to its average value.

Note that we have assumed a number of properties of the expectation operator. First of
all, that it is a linear operator. This means that whenever the random variable Y = a X 49,
then E[Y] = aE[X] + E[b] = aE[X] + b, where X is a random variable and where a and b

are constant.
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More generally, when X, -, X, are random variables, we always have
E[zn: a; X;] = i a; B[ X;]. (A.39)
i=1 i=1
If the X; are mutually independent we have
E[i_ﬁ1 X = ﬁl E[X)] (A40)
Also under the independence assumption, we have
var(>" X = 3 var[XJ, (A.41)
i=1 i=1
and
Var[ln—[ X = ﬁ var[X;]. (A.42)
i=1 i=1

Important to note is the fact that the variance operator is not a linear operator: varfaX +
b] = a*var[X].

A.7 Moments of discrete random variables

In Table A.1 we summarise the parameters and moments of the most important discrete
random variables.

Bernoulli. Consider a Bernoulli distributed random variable N with parameter p. E[N] =
1Xp+0x(1—p)=p. Similarly, we derive E[N?] = p, so that var[N] = p—p* = p(1 —p).
The squared coefficient of variation then equals: C% = var[N]/E[N]? = (1 — p)/p.

Binomial. Consider a binomially distributed random variable N with parameters n and
p. By the fact that a binomial distribution is derived from n independent Bernoulli trials
and the linearity of the expectation operator we immediately see that E[N] = np and
var[N] = np(1 — p). Consequently, C% = (1 — p)/np.

Poisson. Consider a Poisson distributed random variable N with parameter a. The
expectation then equals, analogously to the binomial distribution: E[N] = a. We can also

calculate that var[N] = a. Consequently, we have C% = 1/a.

Geometric. Consider a geometrically distributed random variable N with parameter p.
We can calculate E[N] = 1/p and var[N] = (1 — p)/p?, so that C3 =1 —p.

Modified geometric. Consider a modified geometrically distributed random variable N
with parameter p. We now have E[N] = (1—p)/p, var[N] = (1—p)/p?, and C% = 1/(1—p).
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distribution parameters E[N]  var[N] C%
1 —
Bernoulli P P p(1—p) it
p
1 1-
Geometric P - 2p 1-p
p p
1— 1-— 1
Mod. Geo. p P 2p
p p l-p
N l—-p
Binomial n,p np  np(l—p)
np
. 1
Poisson o o o -
e
2 _ _
Uniform n ntl n -1 n-1

2 12 3(n+1)

Table A.1: Moments of important discrete random variables

Uniform. Consider a discrete uniformly distributed random variable N that can take
values in S = {1,.--,n}. Its mean then equals E[N] = (n+1)/2 and its variance var[N] =
(n? — 1)/12. Consequently, C% = (n — 1)/3(n + 1).

A.8 Moments of continuous random variables

In Table A.2 we summarise the parameters and moments of the most important continuous
random variables.

Normal. A random variable X with an N(u,o?) distribution has, by definition, F{X] = p
and var[X] = o2, Consequently, C% = (c/p)%.

Deterministic. A deterministic random variable X has as expectation its only possible

value: E[X] = d. Since there is no randomness at all, var[X] = 0 (E[X?] = d?), so that
C% =0.

Exponential. An exponentially distributed random variable X with parameter A has
E[X] = 1/X. This can be derived as follows:

EX] = /o:owfx(:c)dm:/:o \re M dz
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distribution ~ parameters E[X]  E[X?] var[X] c%
Normal U, o 1 o + p? o? Z—z

Deterministic d d d? 0 0

Exponential A % % % 1
Erlang An g n(n_)\:—D % %

Hypo-expo.  Aq, -+, A,

M
>
[
R
[
2 =
VAN
-

i=1 i=1 1=1
= 1 L 2 2
Hyper-expo.  p1,--*,pPn Z P Z % def >1
i=1 )‘1 i=1 A
/\1, i )‘n
3 __ 3 _ 2 _ 2
Uniform a,b atb b -—a (b—a) (b—a)

2 3b—a) 12 3(atb)?

Table A.2: Moments of important continuous random variables

Are @\ 1 e eo 1
- — [ e dz = My = - .
( = ):c=0 + )\./o e ""dz /0 e dr =+ (A.43)

By integrating by parts twice, it can be derived that E[X?] = 2/)A%, so that var[X] = 1/)%.
Consequently, we have C% = 1.

Erlang. For the n-stage Erlang distribution we simply derive, by the linearity of the
expectation operator, that F[X] = n/X. We derive that E[X?] = n(n + 1)/A?, so that
var[X] = n/A2. Consequently, we have C% = 1/n which is always smaller than 1, for n =

2,3,---. An Erlang-n distribution is “more deterministic” than an exponential distribution.

Hypo-exponential. Consider a hypo-exponentially distributed random variable X with
parameters Ap,---,A,, that is, X is the sum of n independent exponential stages X;
with parameters ); . By using the linearity of the expectation operator, we easily de-
rive that E[X] = Y, E[X;] = X, 1/A;. Since the stages that constitute the hypo-
exponential are independent, we also have linearity in the variance operator, so that
var[X] = Y%, var[X;] = ¥ ,1/A2. For the coefficient of variation it can be derived
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that C% < 1.

Hyperexponential. An n-stage hyperexponentially distributed random variable X with
parameters py,- -+, ppn, and Ay, -+, A, has the following moments: E[X] =37, p;/\; and
E[X?) =1, 2p;/)2. Consequently,

n . " . 2
varlX] =2 % - (-—1 i—) . (A.44)

The coefficient of variation can then be derived as C% = E[X?]/E[X]?—1. It can be shown
that C% > 1.

Uniform. A uniformly distributed random variable X on [a,b] has as average value
E[X] = (a+b)/2. Tts variance can be derived as var[X] = (b — a)?/12. From these two,
we derive the coefficient of variation as C% = (b — a)?/3(a + b)2.
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Appendix B

Some useful techniques in applied

probability

N this appendix we present a brief introduction to Laplace transforms in Section B.1.
We then present the geometric series in Section B.2, after which we introduce tensor

operators in Section B.3.

B.1 Laplace transforms

The Laplace transform is a useful tool in many stochastic models. In model-based perfor-
mance evaluation, Laplace transforms of probability density functions play an important
role. Let f(z) be such a PDF (for z > 0). Then, whenever |f(z)| < Me**, M,a > 0, the
Laplace transform of f(x) can be computed as:

F*(s) = /0 ” f(z)e**dz. (B.1)

Using this definition, a number of “standard” Laplace transforms can easily be computed
as given in Table B.1. There are a number of interesting properties associated with Laplace

transforms. We list some of them below:

1. Uniqueness. If two Laplace transforms f*(s) = g*(s), for all s, then f(z) = g(z),
for all z.

2. Convolution. Consider n random variables X; through X,,, each distributed ac-
cording to PDF fx (x). The PDF of the sum Z = Y7, X; has Laplace transform:

£3(9) = I F2.(9) (8.2)
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f(z) f*(s) condition
&
c <
S
1
* s?
, !
z* pe teIN
—ar 1
e P Re(s) > a
Tle _ i€ IN, Re(s) > a
(s +a)it '

Table B.1: A number of standard Laplace transforms

We see that convolution in the z-domain transforms to a simple product in the
Laplace domain (the s-domain).

3. Linearity. Let f(z) = 3; ¢;fi(z), then f*(s) = X ;¢ fi(s).

4. Moment generation. Let X be a random variable distributed with PDF f(z), and
with Laplace transform f*(s), then the k-th moment of X can be computed from the

transform as follows:

d*f*(s)
E[X*] = (-1)* : B3
o= o (S (8.3
5. Dirac impulse. If F(z) = 0, for z < d, and F(z) = 1, for £ > d, then f(z) is

a Dirac impulse at x = d. The corresponding Laplace transform is then given as

frla) = e

More information on Laplace transforms can be found in textbooks on mathematical anal-

ysis, such as in Kwakernaak and Sivan [168], but also in some performance evaluation
textbooks, e.g., [280].
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B.2 Geometric series

The geometric series is used extensively in model-based performance evaluation, most
notably in the analysis of birth-death processes and their variants. Below, we will present
some important results for this series.

Consider the sum S, (z) = ¥ 2!, withn € IN, z > 0 and  # 1; S,(1) = n + 1. The
sum z5,(z) = 31, x't1. We now find:

n n
S( —Z‘S Z ZLEH_l_I —T+1:1—In+17
=0 =0
which can be rewritten as:
1 —gnt!
(1-2)Sp(z)=1—-2"" = S, (z)= _ (B.4)
-z

This expression for S,(x) is valid for all z > 0 (z # 1) and for all n € IN. If we now take

0 <z <1 andlet n = oo, the term z"*! will vanish, so that we obtain:

Z:c T 0<z<l1. (B.5)

=0
Related to S (), one often has to compute the series
> .
z) = iz,
=0
e.g.,in expectation computations. We can compute this expression explicitly by changing
the order of summation and differentiating as follows:

_ -1 - i—1 )
Too(z) = ;:0 w=x ‘E‘O i =z ; iz (x )

- (im) = (1 —a:) Rt _Ix)z' (B.6)

The expressions for Sy () and T () extend to the case where z is replaced by a square

matrix M of which the largest Eigenvalue (the spectral radius) is smaller than 1 (in length):

S M= (I-M), [sp(M)] < 1, B.7)

and -
Too(M) = 3 iMi = M(I— M)72, |sp(M)] < 1. (B.8)

1=0

The matrix extensions are often used when evaluating performance models by means of
matrix-geometric methods (Chapter 8 and 17).
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B.3 Tensor sums and products

Tensor sums and products (also often called Kronecker sums and products) can be used
when composing large CTMCs out of smaller ones, as is done in Chapter 8.

Let M(dy) and M(dz) denote the sets of all matrices of sizes d; x d; and dy X ds
respectively. Let Q, € M(d;) and Q, € M(d,) and let I; be the identity matrix in M(d).
The tensor sum Qg of the matrices Q; and Qg is defined as follows:

Qe =QoQ:= (Ql ® Idz) + (Id1 ® QZ)! (BQ)

where the 4 operator is the normal element-to-element addition and ® the tensor product.
The tensor product Qg of two matrices Q; € M(d;) and Qs € M(dz) is a matrix in
M(dyd,), i.e.,a matrix consisting of d; x d; blocks, each of size dy x dy. Let q(iy, 1) be
an element of the matrix Q; and let g»(i2, j2) be an element of the matrix Q,. Then, the
element gg(7,7) equals g1 (i1, j1)ga(i2, j2), where 7 = (41,42) and 7 = (j1,J2). (i1,751) can be
interpreted as the block coordinate of ¢g(7,7), and (is, j2) as its position within this block.
The tensor sum and product are associative.

Consider two independent CTMCs on state spaces Z; and Z, and with generator ma-
trices Q; and Q. respectively. The state space of the combined CTMCs is given by the
Cartesian product Z; x Iy, and the generator Q of the combined CTMC equals the tensor
sum of the individual Markov generators, i.e., Q = Q; & Qo.

Example B.1. Tensor sum and product.

Consider the following two matrices:

1 2
b
A:(“ ) and B=| 3 4 (B.10)
c d
5 6
We then can compute
a 2a b 2b
3a 4a 3b 4b
5a 6a 5b 6b
A®B= , B.11
® c 2¢c d 2d ( )
3c 4c 3d 4d

5¢ 6¢c 5d 6d
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and
a b 2a 2b
c d 2 2d
3a 3b 4a 4b
BoA=|"" ¢ (B.12)
3c 3d 4c 4d
5a bb 6a 6b
5¢ 5d 6¢ 6d
O

For further details on tensor algebra and its applications, see e.g., Massey [192] or Plateau

et al.[234].
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Appendix C

Abbreviations

AAL ATM adaptation layer

ACE acyclic Markov chain evaluator
ACM Association for Computing Machinery
ATM asynchronous transfer mode
BASTA Bernoulli arrivals see time averages
BCMP Baskett, Chandy, Muntz, Palacios
CDF cumulative density function

CHW Chandy, Herzog, Woo (theorem)
CPU central processing unit

CTMC continuous-time Markov chain
CSPN coloured stochastic Petri net

DES discrete-event simulation

DSPN deterministic and stochastic Petri net
DTMC discrete-time Markov chain

EPT elapsed processing time

ETPP extended threshold priority policy
FCFS first-come first-served

FDDI fiber distributed data interface
FESC flow-equivalent service center
FFQN feed-forward queueing network
FIFO first in, first out

GBE global balance equations

GMTF general modelling tool framework



462 Abbreviations

GNQN Gordon-Newell queueing network
GS Gauss-Seidel

GSPN generalised stochastic Petri net
HRN highest response ratio next

IBM International Business Machines
IEEE Institute of Electrical and Electronics Engineers, Inc.
IO input/output

IPP interrupted Poisson process

IS infinite server

iSPN infinite-state stochastic Petri net
SDN integrated services digital network
JQN Jackson queueing network

KLB Kramer and Langenbach-Belz
LAN local-area network

LBE local balance equations

LCFS last-come first-served

LCFSPR  last-come first-served, with preemption
LDS load-dependent server

LR logarithmic reduction

LU lower-upper (decomposition)

LWB lower bound

MGM matrix-geometric method

MMAP Markov-modulated arrival process
MMPP Markov-modulated Poisson process
MTTF mean time to failure

MTTR mean time to repair

MVA mean-value analysis

MVM matrix-vector multiplications
OCDR on-demand connection with delayed release
PASTA Poisson arrivals see time averages
PDF probability density function

PFQN product-form queueing network
PFSPN product-form stochastic Petri net
PH phase-type (distribution)

PK Pollaczek-Khintchine (formula)
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PRD
PRI
PRIO
PRS
PS
QBD
QN
QNA
RNG
RK
RR
SAN
SEPT
SIN
SMC
SOR
SPN
SRPT
SS

SU
THT
TMR
TPP
TTRT
UPB

preemptive resume different
preemptive resume identical
priority scheduling

preemptive resume

processor sharing
quasi-birth-death process
queueing network

queueing network analyzer
random number generator/generation
Runge-Kutta

round robin

stochastic activity network
shortest elapsed processing time
shortest job next

semi-Markov chain

successive over-relaxation
stochastic Petri net

shortest remaining processing time
successive substitution

standard uniformisation

token holding timer
triple-modular redundancy
threshold priority policy

target token rotation timer

upper bound
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